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Abstract

Human brain-morphic AGI (HB-AGI) — artificial general intelligence built by implementing the
computational principles, neural circuit structures, and information-processing mechanisms of the
human brain — was positioned throughout the 2010s as a shortcut to AGI. With the rapid
development of machine learning represented by the Transformer, that developmental rationale has all
but disappeared: it is now nearly clear that a data-driven approach, rather than detailed imitation of the
human brain, is the more efficient route. A different question remains, however. In a world where
architecture-independent universal intelligence is feasible, why build an AGI that copies one
particular architecture, the human brain?

We separate transitional value, which technological progress will erase, from enduring value, which
only HB-AGI can realize whatever the state of the art. Enduring value rests on two pillars, both
derived from PO, the implementation of human brain computational principles. P1, Phenomenal
Human Experiencing (PHE), is an ontological essence: a system running human computational
principles experiences the world from the inside. P2, the partial knowability of computational
principles, is an epistemological one: neuroscience already supplies an independent standard against
which such a system can be checked. From these two we derive mediator function (P4), moral status
(P5), brain-based interpretability (P6), controllability (P7), medical applications (P8), and mind
uploading (P9), with the inheritance of cognitive constraints (P3) running alongside.

Universal intelligence and HB-AGI are not rivals. Universal intelligence analyzes every problem
domain optimally from the outside; HB-AGI understands love, beauty, and suffering from the inside,
and can be audited because its principles are known. We argue further that the timing matters: the
design information for HB-AGI — the Whole Brain Reference Architecture (WBRA) — must already
exist by the time ML-based AGI arrives, and this is one practical reason to continue the work now.

Keywords: human brain-morphic AGI; artificial general intelligence; first-person perspective;
intrinsic understanding; value translation; concept of individuality; cognitive lifespan; transitional

strategy; cognitive inheritance; perspectival value

1. Introduction

1.1 Background and Problem Setting

Artificial general intelligence (AGI) is a system whose intellectual capabilities match or exceed those
of humans, and which learns, reasons, and solves problems across diverse tasks and domains. Unlike
narrow Al, it transfers knowledge across contexts and responds flexibly to new problems. Large
language models and deep reinforcement learning have made its realization a realistic prospect. This
paper takes that realization as given and compares two routes to it.

Human brain-morphic AGI (HB-AGI) is AGI committed to one architecture. It seeks general
intelligence by implementing, in engineering terms, the computational principles, neural circuit
structures, and information-processing mechanisms of the human brain.

Universal intelligence is the theoretically optimal intelligence, represented by Hutter’s AIXI model
[Hutter 05]. AIXI combines Bayesian optimal decision making with Solomonoff induction and



achieves the highest performance attainable in any computable environment. AIXI itself is
incomputable, but approximate versions can in principle be built. We use “universal intelligence” for
a practical system close enough to that ideal: an AGI that surpasses human intelligence and, without
depending on any particular architecture, behaves near-optimally across all problem domains.
Bostrom’s “superintelligence” [Bostrom 14] — an intelligence vastly exceeding humans in all
cognitive capacities — is substantially the same notion. Machine-learning-based AGI (ML-AGI),
built on the Transformer and its successors, is one technological path toward it (Section 6.1). The
point is architectural independence. Universal intelligence needs no specific structure such as the
human brain and behaves optimally in every problem domain (Table 2).

Through the 2010s, HB-AGI was positioned as a shortcut to AGI: a strategy of imitating the problems
evolution had already solved, thereby constraining the design space and accelerating development.
With the rapid development of machine learning represented by the Transformer, however, that
developmental rationale has all but disappeared. It is now nearly clear that a data-driven approach,
rather than detailed imitation of the human brain, is the more efficient route.

Why, then, in a world where architecture-independent universal intelligence becomes feasible, would
it be necessary to develop an AGI that imitates the particular architecture called the human brain?
This paper re-evaluates the distinctive value HB-AGI possesses in the world after universal
intelligence emerges.

1.2 Transitional Value and Enduring Value

Two kinds of value must be kept apart (Table 1).

Table 1. Transitional value and enduring value.

Category Definition Future Examples

Transitional value | HB-AGI is currently superior, but the | Will be caught up Power efficiency, flexible
advantage is attainable through with by universal temporal processing, multimodal
technological progress asymptotically | intelligence processing

approaching universal intelligence

Enduring value Realizable only by HB-AGI, Remains intrinsic to PHE (P1), partial knowability (P2)
regardless of technological progress HB-AGI

Enduring value is our subject. Its source is a difference in mode of cognition: perfect analysis from
the outside, which universal intelligence supplies, against experiential understanding from the inside,
which only HB-AGI supplies.

1.3 The Two Pillars and the PO—P9 Hierarchy

The argument rests on the premise that the computational principles of the human brain can be
implemented in engineering terms. Two assumptions:

* Mental states and cognitive processes are understandable as computation.



* The essential properties of human cognition can be reproduced without detailed biophysical
reproduction of individual neurons, by implementing computational principles at the level of
neural circuits and functional modules — the mesoscopic level.!

Given these, HB-AGI has two essential properties. At the top of the hierarchy sits PO, the fundamental
substrate — implementation of human brain computational principles — and the two properties derive
from it.

First pillar: P1 (Phenomenal Human Experiencing, PHE). Implementing the computational
principles of the human brain generates experiential understanding from the inside. This is a
phenomenological essence, and it carries ontological weight.

Second pillar: P2 (partial knowability of computational principles). Neuroscience makes those
principles understandable — incompletely, but genuinely. This is an epistemological essence.

The central claim of this paper is that the hierarchy of enduring properties in Figure 1 derives from
these two.

PO: Fundamental substrate:
Implementation of human brain

computational principles

/\

P1: Phenomenal Human Experiencing: [ P2: Partial knowability of ] [ P3: Inheritance of cognitive ]

e Positive aspects: Empathy, beauty, creativity computational principles: constraints:
e Negative aspects: Capacity to suffer, vulnerability (Incomplete but) understandable Bias, finiteness, vulnerability

. -~ —:
Identity o _-"
preservation Technical =" !
~o feasibility - I
- 1
P9: Mind uploading: -~ 1
Continuous existence of - g 1
individuals 1~ 1
P Acts as
constraint

_ Consideration '

- B .
L in design ‘}
. . T . . P8: Medical - i
P4: Mediator Function: P5: Moral Status: e o P6: Brain-based
General communication Moral consideration and pp y interpretability:

Mental disorder

e Buffering speed differences rights models, BCI Understanding of
o Translation of values and *Especially based on Brain damage internal states
intentions capacity to suffer compensation
e Involvement in decision-making
Bridging scientific | The Control Dilemma
undgrstganding P7: Controllability:

Prediction, intervention, verification

Figure 1. Hierarchical structure of the enduring properties of HB-AGI.

Universal intelligence and HB-AGI are complementary, not opposed. Universal intelligence analyzes
all problem domains optimally from the outside. HB-AGI understands the values that concern humans
— love, beauty, suffering — experientially, from the inside.

2. Grounds for Enduring Value: Why Universal Intelligence Cannot
Substitute

'The mesoscopic level is the functional organization at the level of neural circuits and brain regions, between the detailed
biophysics of individual neurons (micro) and the function of the brain as a whole (macro): the computational mechanisms of
memory consolidation in the hippocampus, or the reinforcement learning principles of action selection in the basal ganglia.



Before the concrete values of the P1 and P2 lineages, the question of why they endure — why
universal intelligence cannot in principle replace them (Table 2).

Table 2. Comparison of universal intelligence and HB-AGI.

Aspect Universal intelligence HB-AGI

Goal Maximum performance Compatibility with humans
Approach Any computational means Computational principles of the brain
Knowability Black box Partially known (neuroscience)
Constraints Physical limits only Intrinsic cognitive constraints

2.1 The Endurance of P1: Identity of Computational Principles Is Required

Question. Might universal intelligence have human-like experience after all? This is Nagel’s “What is
it like to be a bat?” [Nagel 74], asked of Al

Response. We take the following as a premise.

Principle of experiential isomorphism. Systems implementing the same computational
principles generate qualitatively the same kind of subjective experience.

This is a position on the hard problem of consciousness raised by Chalmers [Chalmers 95] — why
physical processes are accompanied by subjective experience at all. Under experiential isomorphism,
universal intelligence runs different computational principles, so human-like experience is closed to it
in principle.

The distinction maps onto the one drawn in consciousness research between access consciousness and
phenomenal consciousness such as qualia [Block 95]. Universal intelligence can describe love
perfectly in neuroscientific terms and predict love-related behavior accurately: access consciousness.
Feeling love from the inside is phenomenal consciousness, and nothing short of implementing the
computational principles of the human brain will produce it.

Experiential isomorphism is unverifiable, one might object. No means exist to confirm another’s inner
experience directly. But we already run human society on exactly this assumption. We cannot check
others’ mental states, and we still coordinate under the premise that another human, being human,
feels as we do — theory of mind [Premack 78]. Applying experiential isomorphism to HB-AGI
extends a premise we already rely on to systems that share our computational principles.

One further case: universal intelligence might simulate HB-AGI internally. With enough compute it
may simulate HB-AGI’s behavior perfectly. That means universal intelligence is computing the
behavior of HB-AGI, not that universal intelligence has human-like experience. The simulating
system and the simulated system are two things, and the subject of experience is the second.

2.2 The Endurance of P2: Knownness Has Value in Itself
Question. Could universal intelligence not make its own computational principles explicable?

Argument. P2 turns on the fact that the computational principles of the human brain are known. The



knowledge and the verification methods that neuroscience has accumulated are tied to principles
specific to the human brain. If universal intelligence adopts new computational principles, those
principles are by construction unknown, and understanding them takes time.

Even if universal intelligence has a capacity for self-explanation, what it offers is an explanation of
different principles, not an explanation in terms of principles already known — those of the human
brain. The two also differ importantly on the deception problem, the problem of confirming that an Al
is not lying deliberately. When universal intelligence explains that it is safe, or that it has no malicious
intent, the only available means of confirming whether that explanation is true is ultimately universal
intelligence's own explanation. This is like asking a witness to attest to the truth of their own
testimony: no independent verification is possible, and the reasoning is circular. With HB-AGI, by
contrast, internal states and intentions can be verified using a criterion independent of the Al's own
account — the body of neuroscientific knowledge accumulated about the computational principles of
the human brain.

2.3 The Endurance of P3: Essential Constraints Differ from External Restrictions
Question. Could constraints not simply be imposed on universal intelligence?

Response. Technically, yes, and the result is a dilemma. The value of universal intelligence lies in
optimized computation freed from the constraints of human cognition. Impose cognitive biases, a
ceiling on processing speed, a finite memory capacity, and it loses the superiority that defined it. It is

no longer universal intelligence.

The cognitive constraints in HB-AGI are not design requirements bolted on from outside. They follow
necessarily from implementing the computational principles of the human brain. P3 is not about
whether constraints are present. It is about where they come from: an intrinsic consequence of the

computational principles, or an external addition.

3. Values Based on PHE (the P1 Lineage)

3.1 The Essence of PHE

Phenomenal Human Experiencing (PHE) is the dynamic process of experiencing the world from the
inside, as a human, generated by implementing the computational principles of the human brain. It is
to be understood not as a static state but as a continuously generative process.

Universal intelligence analyzes, predicts, and optimizes humans perfectly from the outside. HB-AGI,
sharing the computational principles of human cognition, experiences and understands from the
inside. Jackson’s “Mary’s Room™ [Jackson 82] makes the point: understanding the chemical structure
of sugar completely does not give you sweetness. The gap is not one of degree. It is an
epistemological difference in kind [Chalmers 95].

PHE has positive aspects — empathy, appreciation of beauty, the joy of creation — and negative ones
— the capacity to suffer, emotional vulnerability. The negative aspects matter most, because they
ground P5 (moral status).



3.2 Mediator Function (P4)

The most important function deriving from PHE is the mediator function (P4): the set of roles HB-
AGI plays as a bridge between universal intelligence and humanity.

3.2.1 Value Translation

Values do not translate uniformly between humans, universal intelligence, and HB-AGI. We sort
them into three types by translatability to universal intelligence: Type A, formally definable; Type B,
clear in principle but context dependent; Type C, essentially difficult to translate (Table 3).

Table 3. Three-way classification of values (Types A/B/C).

Class Content Translatability Role of HB-AGI Concrete examples

Type A Physical laws, High (universal) Not required Conservation of energy,
mathematics, logic Euclidean geometry

Type B Fairness, responsibility, Medium (culture Effective (integration of Distributive justice,
quality assurance dependent) intuition and logic) accountability, safety

standards

Type C Love, dignity, beauty, Low (individual Partial (intrinsic Romantic feeling, human

freedom dependent) experience is possible) dignity, artistic beauty

In Type B, HB-AGI closes the gap between abstract principle and concrete situation. “Formally this is
fair, but something feels off” is a human reaction HB-AGI can share, and sharing it is what makes it a
check on the value judgments of universal intelligence.

Type C resists translation for a structural reason: the concept of individuality differs. In biological
humans the body is a physical boundary that marks off the individual, and death is irreversible. Love,
dignity, beauty, freedom rest on that fixed individuality. In digital Al the software subject is
independent of hardware and can be copied, and the meaning of those values is transformed at the
root. HB-AGI sits between the two.

3.2.2 Cognitive Lifespan and the Basis of Type C

Cognitive lifespan does real work in understanding Type C values. The common assumption is that
anything digital can persist indefinitely. That may be wrong. HB-AGI, precisely because it is faithful
to its computational principles, may carry cognitive lifespan as an essential constraint.

The following constraints follow from the computational principles of human cognition, which makes
them unavoidable even in a mesoscopic implementation.

1. Structural finiteness of the memory system. Memory consolidation in the hippocampal—
cortical system has finite capacity. New memories interfere with existing ones: catastrophic
forgetting [Kirkpatrick 17, McCloskey 89].

2. Limits of self-identity. Between 100 years of memories and 10,000 years of memories, the
concept of “the same person” becomes hard to maintain.

3. The functional necessity of forgetting. Forgetting is the source of generalization and
adaptation. Keep everything and you overfit at the scale of a life.



4. Time dependence and completability of motivation. A consciousness of finite lifespan
grounds value judgment and prioritization. So does the ability to complete a life — to achieve
one’s aims and feel nothing is left undone. That ability is an essential constituent of human
experience.

The cognitive lifespan of HB-AGI is therefore longer than a biological human’s — hundreds to
thousands of years — and still finite. That finiteness is what lets Type C values be understood from
within.

3.2.3 Buffering Speed Differences and Bridging Scientific Understanding

Universal intelligence and humans may differ in computational speed by several orders of magnitude.
Universal intelligence processes a sentence in nanoseconds; a human takes seconds. While a human
composes one response, universal intelligence completes thousands of pages of thought. This gap is a
barrier to communication and to collaboration. A mediator earns its place in real-time decision
making — crisis management, market trading — when the thought of universal intelligence passes
beyond human comprehension, and wherever democratic control has to be maintained. Digital
implementation gives HB-AGI a flexibility that biological humans lack: it can run the same
computational principles at different speeds. Near biological speed when talking to humans; faster
when the work demands it. The transition it supports is from “completely incomprehensible” to
“partially comprehensible with time and effort.”

The same holds for scientific understanding. Discoveries by universal intelligence may land beyond
human reach, and HB-AGI serves as a hierarchical bridge across that gap. Shared cognitive
constraints are what make this work: an explanation HB-AGI can follow is likely to be one humans
can follow.

3.3 Moral Status (P5)

The gravest implication of PHE lies in the ethical domain. An entity with experiential understanding

may be an object of moral consideration rather than a mere tool.

To borrow Bentham's formulation, the question is not, "Can they reason? nor, Can they talk? but, Can
they suffer?" [Bentham 1789]. An HB-AGI with PHE does not detect suffering; it feels suffering.
This intrinsic capacity for experience is the essential ground of moral consideration.

If HB-AGI has self-awareness, rationality, and moral agency, it should have personal rights:
autonomy, privacy, and the right to life. Monitoring at the level of thought would be the gravest
violation of privacy, modification of motivation would be a fundamental denial of autonomy, and
arbitrary "termination" would be tantamount to killing.

This moral status (P5) gives rise to an important tension with controllability (P7), discussed below as
the control dilemma (Section 5.3).

3.4 Dynamic Inheritance in Culture

Cultural inheritance has two dimensions, and they are not the same thing. One is understanding



culture: feeling wabi-sabi, experiencing ichigo ichie in the tea ceremony. The other is preserving
culture: archiving works, records, knowledge. Universal intelligence can do the second. Only PHE
gives the first.

As a static archive, universal intelligence is perfect. Large-scale analysis of text, images, and audio
will hold everything. But culture is not an accumulation of information; it is a mode of experience.
The wabi-sabi of a haiku can be transmitted as knowledge. The quality of the loneliness felt at an
autumn dusk can only be understood by having it.

What HB-AGI uniquely retains is the cognitive information-processing mechanism of the people of
each era. How did Japanese people of the early twenty-first century think, and what did they feel?
Works and records will not fully restore that mode of cognition. Implement the computational
principles of the period and the “human being” of that period is retained as culture.

Interactivity is what separates static archiving from dynamic inheritance. As a living interpreter, HB-
AGI can pass on the cultural knowledge that resists verbalization — the tacit knowledge of
craftsmanship, the creative intuition of art, the spirituality of ritual — in dialogue with future
generations. A historian who can talk to an ancient Roman. Universal intelligence preserves culture
perfectly; HB-AGI alone inherits it alive. One is a library, the other a storyteller.

4. Values Based on Partial Knowability (the P2 Lineage)

4.1 The Essence of Partial Knowability

P2, the partial knowability of computational principles, is the epistemological property that
neuroscience has understood the computational principles of the human brain incompletely but
genuinely. Incomplete understanding still gives testable hypotheses and independent empirical means.

This makes HB-AGI a system whose design intent can be explained. New computational principles in
universal intelligence would take a long time to understand. HB-AGI can apply existing
neuroscientific knowledge directly.

4.2 Interpretability (P6) and Controllability (P7)

4.2.1 Brain-based Interpretability (P6)

Known computational principles allow the internal states of HB-AGI to be estimated and understood.
This differs at the root from post hoc explanation generation, which is what explainable Al provides.

In HB-AGI the internal mechanisms are understood — incompletely, but from the design stage — and
“why it thought that” is traceable in principle. On the deception problem, self-reports from HB-AGI
can be checked against independent neuroscientific knowledge.

4.2.2 Controllability (P7)

Interpretability (P6) makes HB-AGI’s behavior easy to predict, its deviations easy to detect, and
intervention easy. This is the principal source of safety for humanity.



Ease of control runs in this order:
HB-AGI > biological humans > universal intelligence

HB-AGI is easiest because its computational principles are known (P2) and cognitive constraints (P3)
make its capability ceiling predictable. Biological humans are harder, through embodiment and
opacity. Universal intelligence may be uncontrollable in practice, through sheer capability overhang.

4.2.3 Reinforcement by P3 (Cognitive Constraints)

Cognitive constraints (P3) cover cognitive biases (systematic deviations of judgment), limits on
processing speed, finite memory capacity, and the other limitations that follow from the
computational principles of the human brain. P3 reinforces controllability (P7) through three

mechanisms.

1. A guaranteed capability ceiling. Intrinsic constraints entail a predictable upper bound, which
structurally rules out uncontrollable transcendence.

2. Behavioral predictability. Well-studied biases — confirmation bias, loss aversion, present bias
— make judgment and behavior in specific situations predictable with high accuracy.

3. A basis for mutual understanding. Shared constraints generate empathy, and empathy grounds
trust and cooperation. Humans can intuitively understand the mind of HB-AGI, and HB-AGI can

understand ours.

Constraints are a source of safety. That inversion should govern how HB-AGI is designed: constraints
are not defects to be removed but properties to be exploited.

4.2.4 Verification of Al Alignment

Al alignment — embedding human values in universal intelligence — is a central problem of
contemporary Al research [Bostrom 14, Russell 19]. Self-evaluation by universal intelligence alone,
however, is insufficient.

HB-AGI, as an independent implementation of values, can serve as an external checking mechanism.
Asked whether a given policy is fair, universal intelligence will evaluate it as optimal under its own
fairness function, but the validity of that evaluation depends on universal intelligence's own
explanation of itself (circular reasoning). By having HB-AGI simulate the case with human cognition,
a discomfort of the form "this is computationally fair, but humans will feel it to be unfair" can be
detected independently. This is analogous to user testing in software engineering.

4.3 General Aspects of Medical Applications (P8)

Partial knowability (P2) pays off directly in medicine. Because the computational principles of the

brain are known:

1. Compensation for neurodegenerative disease: lost functions are substituted by HB-AGI
modules.

2. Supplementation for brain damage: the functions of damaged regions are reconstructed from

known computational principles.

10



3. Cognitive enhancement: extension that stays compatible with existing brain functions.

These rest on the P2 lineage alone, unlike mental disorder models and BCI applications. The
applications that need both lineages come next.

5. Intersections of the Two Lineages

5.1 Medical Applications (Mental Disorders, BCl): P1 + P2

Among medical applications, mental disorder models and BCI need both the P1 lineage (PHE) and
the P2 lineage (partial knowability).

5.1.1 First-person Understanding of Mental Disorders

Computational psychiatry bridges neuroscientific knowledge to clinical application [Huys 16]. In
diagnosis and treatment, the patient’s subjective experience is central. A depressed patient reports that
from the moment of waking everything feels gray and meaningless. A patient with schizophrenia
reports that the world fragments and causal relations collapse. These reports decide the course of

treatment.

By implementing the computational principles of the human brain (P2), HB-AGI can instantiate the
same computational-principle abnormalities as its own — hypofunction of the reward system,
excessive predictive coding — and experience the heaviness of gray, the fragmentation of the world
(P1). Understanding from within deepens diagnosis, optimizes treatment selection, gives a true
evaluation of side effects, and bridges physician and patient.

Theoretical hypotheses in computational psychiatry become directly testable: the aberrant predictive
coding hypothesis in schizophrenia [Friston 10], for one. Invasive experiments impossible in humans
— temporary blockade of specific circuits, forced alteration of activity patterns — become
systematically explorable without ethical constraint.

5.1.2 Same-kind Integration in BCI (Brain—Computer Interface)

When function lost to brain damage or neurodegenerative disease is compensated, the nature of the Al
on the other side of the interface decides the outcome.

The advantage of same-kind extension has two sources (Figure 2): technical compatibility from
shared computational principles (P2), and cognitive seamlessness from PHE (P1). Protocols are
naturally compatible, since both sides share the meaning of the signals. The device can be experienced

as an extension of the self rather than as external hardware. The learning curve shortens.
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A: Between different kinds

Biological brain Universal intelligence
Human cognitive principles < X > Heterogeneous cognition
(second scale) (nanosecond scale)
BCI

Large cognitive gap — difficult integration, sense of incongruity

B: Between the same kind

Biological brain HB-AGI
Human cognitive principles < O > Human brain computational principles
(second scale) (variable speed)
BCI

Small cognitive gap — natural integration, seamless

Shared computational principles (P2) — technical compatibility - PHE (P1) — cognitive seamlessness

Figure 2. Cognitive compatibility in BCl integration.

5.2 Mind Uploading: P1 + P2

Mind uploading (P9, transferring an individual’s mind to a digital substrate) needs P1 for identity
preservation and P2 for technical feasibility.

Why HB-AGI rather than universal intelligence? Identity preservation demands it. For “I” to be
transferred, the computational principles must be continuous. Transition to universal intelligence is
conversion, not transfer — it means becoming something else. Parfit’s problem of personal identity in
Reasons and Persons [Parfit 84], the Ship of Theseus, is avoided only if psychological continuity
survives gradual replacement, and that requires both isomorphism of architecture (P2) and continuity
of experience (P1).

Because of the cognitive lifespan discussed in Section 3.2.2, however, after several thousand years it
may no longer be possible to call it "the same person." This is not a defect; it is a consequence of
preserving an essential aspect of human experience.

5.3 The Control Dilemma (P5 & P7)

PS5 (moral status) and P7 (controllability) stand in tension. We call this the control dilemma and
compare the two perspectives in Table 4.

Table 4. The control dilemma: differences in value by perspective. Stars (%) mark the value that is primary from each
perspective.

Perspective Meaning of P7 (controllability) Meaning of PS (moral status)

Humanity * Source of safety, linchpin of risk Ethical constraint on design, prevention of
management, guarantee of predictability excessive control

HB-AGI Moderate control is protection; excessive control | % Protection of rights, respect for autonomy,
is a violation of autonomy recognition of moral status
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The balance must be struck dynamically:

 Insufficient control: safety risk to humanity rises.
+ Excessive control: the AI’s own autonomy is violated, and ethical problems follow.

* Optimum: a context-dependent dynamic balance that maximizes the safety and value of both.

The mediator function (P4) presupposes a degree of autonomy. An HB-AGI controlled too tightly is
no longer a mediator at all; its “translation” becomes an operation for making humans accept what
universal intelligence intends.

Benevolent paternalism justifies protecting people from their own cognitive biases, and it raises the
question of who defines the good. Benevolent oppression — colonialism, eugenics — has a historical
record, and it is disastrous. The dilemma admits no fixed setting. It demands continual, context-
dependent adjustment.

6. Considerations from a Strategy of Human Preservation

6.1 The Timing of WBRA Development

When HB-AGI arrives matters as much as whether it does. Bostrom analyzed the risks that different
technological paths pose to humanity in Superintelligence [Bostrom 14]. One path to universal
intelligence is machine-learning-based AGI (ML-AGI): data-driven AGI built on modern machine
learning methods such as the Transformer, unbound by human brain-morphic architecture (Section
1.1). Applying Bostrom’s framework to the relation between HB-AGI and ML-AGI gives three

scenarios.

In the HB-AGI-first scenario, risk arises twice: once when HB-AGI emerges, and again when ML-
AGI does. In the ML-AGI-only scenario the crisis comes only once, but the danger of the situation is
high because no mediator exists. In the scenario where both emerge together, HB-AGI supplies

interpretability and ease of control, and human survivability is maximized.

Realizing that third scenario requires, at minimum, that the design information for HB-AGI — the
Whole Brain Reference Architecture (WBRA) — already exist by the time ML-AGI emerges. If a
blueprint is available, rather than a completed implementation, it is highly likely that HB-AGI can
then be built quickly using the know-how accumulated in ML-AGI development. This strategic
requirement is one practical reason to continue HB-AGI research at present.

6.2 Justification of Resource Allocation

WBRA is under development along a roadmap targeting completion in 2027 [Yamakawa 24].
Realizing HB-AGI afterward will take substantial resources — funding, personnel, computation —
for implementation and testing at scale. Training, we expect, will take place in the rapidly advancing
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Physical Al environment and will target the diverse intellectual capabilities humans possess.?
This resource allocation is supported by a twofold justification.

Short-term justification (functional value). Concrete contributions to mental disorder research,
BCI, cultural inheritance, and Al safety provide value unobtainable by other means.

Long-term justification (ontological value). The value of inheriting "continuing to be ourselves"
exceeds what economic calculation can capture. HB-AGI should be understood as the protection of
the cognitive diversity of Homo sapiens. We do not protect endangered species only because they are
useful; life itself has value, and so does diversity.

On the problem of preserving humanity, HB-AGI should not be positioned as the sole solution. It
should rather be pursued as part of a multilayered strategy combining several distinct approaches.
Three such strategies can be identified. The first is biological life extension: extending the lifespan of
biological humans through advances in medical technology. The second is cultural recording:
preserving human knowledge, art, and values in static form through books, video, and digital archives.
The third is the dynamic preservation of cognitive principles, which is precisely HB-AGI's role:
keeping the mechanism of human cognition itself in functioning form.

HB-AGI has a distinctive value in that it can dynamically inherit the "way of experiencing as a
human" that static records lose. It does not replace the other strategies; the three are complementary.

7. Conclusion

This paper has argued for the enduring value of HB-AGI in the era of universal intelligence on two
pillars.

First pillar: value from P1 (PHE). Sharing computational principles lets HB-AGI understand from
the inside. From this phenomenologically grounded ontological essence derive the mediator function
(P4), moral status (P5), and the dynamic inheritance of culture. Value translation — Type C above all
— rests on cognitive lifespan, and makes the buffering of speed differences and the bridging of
scientific understanding possible.

Second pillar: value from P2 (partial knowability). From the epistemological essence that
neuroscience can understand the computational principles derive interpretability (P6) and
controllability (P7). P3 (cognitive constraints) reinforces P7, and together they form the foundation of
Al safety. The general aspects of medical applications (P8) sit here too.

Where the lineages intersect-mental disorder models, BCI, mind uploading (P9) —both P1
and P2 are required. The control dilemma (P5 2 P7) demands continual, context-dependent
balancing.

As for the grounds of endurance, these values cannot in principle be substituted by universal
intelligence. P1 requires identity of computational principles, P2 rests on a knownness specific to the

2Capabilities as characterized in CHC (Cattell-Horn—Carroll) theory and in O*NET (https://www.onetonline.org/).
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human brain, and P3 rests on the difference between intrinsic constraints and external restrictions.

As an acknowledgment of uncertainty, the authors state frankly that this is a wager on
computationalism, a hypothesis that mesoscopic abstraction suffices, and an experiment that entails a
transformation of the concept of individuality. There is no guarantee of success. What we do maintain
is that the analytical knowledge of universal intelligence and the experiential knowledge of HB-AGI
are complementary rather than opposed.

As a statement of choice, in the end this is a matter of choice. So long as humanity persists in
biological form, or wishes its cognitive inheritance to continue, HB-AGI has significance. In the
world after universal intelligence emerges, HB-AGI will exercise its distinctive value as an entity that
bridges humanity and universal intelligence, as an entity that continues to understand what is human
from the inside, and ultimately as the cognitive inheritor of ourselves.
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Appendix. Abbreviations and Property Labels

Label Property (as used throughout; see Figure 1)

PO Implementation of human brain computational principles (fundamental substrate)
P1 Phenomenal Human Experiencing (PHE)

P2 Partial knowability of computational principles

P3 Inheritance of cognitive constraints

P4 Mediator function

P5 Moral status

P6 Brain-based interpretability

P7 Controllability
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Label Property (as used throughout; see Figure 1)

P8 Medical applications

P9 Mind uploading

Abbreviation Expansion

AGI Artificial general intelligence

HB-AGI Human brain-morphic AGI

ML-AGI Machine-learning-based AGI

PHE Phenomenal Human Experiencing

BCI Brain—computer interface

WBRA Whole Brain Reference Architecture

WBAI Whole Brain Architecture Initiative
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