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Abstract 

Paper02 v1 proposed a method for observing the operational work behavior of an AI Worker running 

as a model-in-harness, not as a single aggregate score but as a multi-dimensional Worker Profile, 

and reported a one-shot preliminary trial, E1, under three conditions. This Major Revision preserves 

E1, including its values and limitations, as a historical observation layer and adds the Context-Bound 

Agent Delegation Assessment (CBADA), a candidate research framework that separates capability 

observation from the decision to delegate work. 

CBADA treats the Agent Configuration Instance (ACI), Work Context, Authority Envelope, Evidence 

Set, Risk Policy, and Uncertainty as separate inputs rather than evaluating the model in isolation. It 

likewise avoids reducing outputs to a single qualification state, keeping Delegation, Epistemic, 

Routing, Validity, and Rationale separate. ELIGIBLE does not mean Authorization, SUPPORTED does 

not mean Truth, and the Human Gate does not mean Correctness. Risk is retained as non-

substitutable axes and Hard Constraint candidates; specific thresholds, a Risk function, state-

transition precedence, and Human exception rules remain unresolved. 

The new material in this manuscript does not replace existing work in system safety, assurance 

cases, AI risk management, access control, provenance, the ML lifecycle, agent benchmarks, 

evaluation of evaluation, or human-automation interaction. It presents a candidate structure for 

connecting those components to a context-bound decision input concerning whether an execution 

configuration may be delegated a specific task at a specific time. The manuscript covers closure of 

the design candidate only. It does not demonstrate CBADA effectiveness, a reduction in False 

Qualification, safety, certification, or operational authorization. 

Keywords: AI Worker; AI Agent; delegation; evidence; authority; provenance; uncertainty; validity; 

Human Gate; multi-worker 
 

1. Introduction and Major Revision Scope 

1.1 Background 

Evaluations of LLMs and tool-using agents frequently use accuracy, task completion, cost, latency, 

or benchmark scores. In practice, however, the question does not end with whether a task can be 

solved. Work involving external effects requires distinctions among which configuration may perform 

which operation, on the basis of which evidence, within which authority boundary, and until what 

point in time. 
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Even under the same model name, different system instructions, agent policies, tools, accessible 

data, connectors, runtimes, credentials, worker topologies, or human processes produce different 

operational configurations. A technically executable operation is also not the same as a normatively 

permitted operation. Capability does not create authority, and past success does not guarantee 

present operability. 

As a preliminary step toward addressing this problem, Paper02 v1 observed an AI Worker's 

operational work behavior along nine axes and argued for the separation of Evidence, Judgment, 

and Authority [R01]. This revision does not rescore those observations and proceeds to the following 

research question: 

How can decision inputs for delegating an executable AI Agent configuration, at a 

specified time, to a specified Work Context be represented without losing the 

boundaries of Evidence, Authority, Risk, Uncertainty, and temporal Validity? 

1.2 Reason for the revision 

The v1 Worker Profile provided a basis for separating operational work behaviors observable from 

the outside. The following boundaries, however, remained unformalized: 

• the difference between observed Capability and Delegation Suitability for a specific task; 

• the difference between a model name and an execution-time configuration instance; 

• the difference between an effective credential and normative authority; 

• the difference between the existence of Evidence and its admissibility, freshness, and coverage; 

• the difference between an assessment result and the process path allowed next; 

• the difference between a past assessment and present Validity; and 

• handoff, conflict, and HOLD propagation among multiple workers. 

CBADA is a candidate addition addressing these boundaries. It does not reinterpret v1 E1 or enlarge 

its results. 

1.3 Candidate contributions of this manuscript 

The candidate contributions presented here are limited to four items: 

1. An input model that shifts the assessment object from a model name to a versioned ACI. 

2. A boundary that avoids conflating Work Context, Authority, Evidence, Risk, and Uncertainty. 

3. An output model that preserves Delegation, Epistemic, Routing, and Validity independently. 

4. A lifecycle candidate that makes change events, multi-worker handoffs, abnormal routes, and the 

Human Gate traceable. 

These are proposed structures, not established effectiveness or novelty. This manuscript makes no 

exclusive claim that existing research has no comparable integration. 

1.4 Non-claims 

This manuscript does not claim: 

• a new theory of AI safety; 

• a new certification standard or declaration of conformity; 
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• an automated Authorization engine; 

• a universal agent benchmark or aggregate model ranking; 

• an automatic safety guarantee from human-in-the-loop participation; 

• invention of Dynamic Assurance, provenance, ABAC, or agent evaluation; or 

• a permanent Worker type or placement qualification derived from Legacy E1. 
 

2. Evidence Architecture and Claim Governance 

2.1 Document layers 

This revision separates materials into the following layers. 

Layer Meaning Treatment in this manuscript 

Observation An externally recorded event or state 
Described with its condition, time, and 

source 

Evidence Evidence admitted for checking a specific claim 
Provenance, cutoff, and admissibility 

are stated 

Derived Insight 
An interpretation derived from 

Observation/Evidence 
Identified as an inference 

Specification 

Candidate 
A structure or rule candidate for future verification Candidate status is retained 

Specification 
An effective specification that has passed the 

Human Gate 
None exists in this manuscript 

Governance 
Management of canonical identity, change, HOLD, 

and authority 
Kept separate from manuscript content 

 

An Observation is not automatically promoted to Evidence. Evidence is not Judgment, and 

Judgment is not Authority. W3C PROV-DM provides a general data model for exchanging 

provenance [R05], but this manuscript makes no claim of PROV-DM conformance. PROV-DM is 

referenced only as adjacent vocabulary for considering the origin and generation relationships of 

Evidence. 

2.2 Canonical boundary 

Paper02 v1 remains a public preprint [R01]. Neither this Major Revision manuscript, the CBADA 

candidate YAML, nor the Canonical Pointer Candidate is an effective canonical source. A filename, 

Git branch, self-description as freeze, or inclusion in this manuscript does not confer Canonical 

status. 

A future effective pointer must identify, at minimum, the exact manuscript bytes, SHA-256, accepted 

Evidence set, HOLD states, revision commit, and Human Gate decision record. Until then, this 

manuscript remains a PRE-SUBMISSION document and NOT_CANONICAL. 

2.3 UNKNOWN, CONFLICTED, and HOLD 

• UNKNOWN: required information is missing, so truth or applicability cannot be determined. 
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• CONFLICTED: relevant Evidence or assessments conflict and have not been resolved under an 

admission rule. 

• HOLD: a claim, state transition, or part of a subsequent process is not finalized until named 

conditions are closed. 

UNKNOWN is not Fail. CONFLICTED is not erased by majority vote or averaging. Adding Evidence alone 

does not automatically release a HOLD, and the prior state is retained in history. 

2.4 Temporal claims 

Every configuration, item of Evidence, and Authority has a point in time. Even if the model itself is 

unchanged, a change to the system instruction, tool, connector, permission, routing, external 

interface, worker topology, authority holder, or source data may make a past assessment 

inapplicable to the present. 

This manuscript does not impose a universal validity duration such as days or minutes. Validity is 

recorded not as a fixed period but as an envelope consisting of configuration identity, Evidence 

cutoff, context, policy, and change events. 
 

3. Related Work and Boundary Positioning 

3.1 System safety and assurance cases 

Leveson treats safety in complex sociotechnical systems as a problem of system interactions and 

constraints rather than of components in isolation [R02]. This is adjacent to the boundary in this 

manuscript that the capability of a model alone does not determine agent-system safety or 

delegation suitability. CBADA is not, however, an implementation of STAMP or a system-safety 

theory. 

ISO/IEC/IEEE 15026-2:2022 specifies requirements for assurance-case structures and terminology 

[R03], while OMG SACM 2.3 provides a metamodel for exchangeable representations of 

argumentation, artifacts/evidence, and assurance cases [R04]. Connecting Claim, Argument, 

Evidence, and Assumption is an existing component and is not claimed as original to CBADA. The 

proposed addition is not a general assurance claim, but a state tuple and candidate next-process 

path for delegating a versioned ACI to a specified Work Context. 

3.2 AI governance, risk, and lifecycle 

NIST AI RMF 1.0 is a voluntary framework for organizations to manage AI risk, including design, 

development, deployment, and use [R06]. NIST AI 600-1 is its cross-sectoral profile for Generative 

AI [R07]. ISO/IEC 42001:2023 addresses organizational AI management systems [R08], ISO/IEC 

23894:2023 provides guidance for integrating AI-specific risk management into organizational 

activities [R09], and ISO/IEC 5338:2023 defines AI system lifecycle processes [R10]. 

Accordingly, this manuscript does not claim that AI governance, risk management, monitoring, or 

lifecycle management is missing from existing work. CBADA is a candidate task-specific assessment 

record positioned between those policy/process layers and individual agent-evaluation results. 
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3.3 ML engineering, documentation, and provenance 

Sculley et al. organized configuration issues, data dependencies, changes in the external world, and 

system-level technical debt in production ML systems [R12]. Model Cards record intended uses, 

limitations, and evaluation conditions in model documentation [R13]. Datasheets for Datasets 

proposed standardized documentation for dataset creators and users [R14]. 

These works already address the importance of configuration, conditions of use, provenance, and 

change management. CBADA does not replace them; it is a candidate for referencing documented 

artifacts in an assessment of a specific execution configuration and work delegation at a particular 

time. 

3.4 Authorization and the Authority Envelope 

NIST SP 800-162 defines ABAC, which determines authorization by matching subject, object, 

requested operation, and environment attributes to policy [R11]. CBADA is not a substitute for ABAC 

or IAM. The Authority Envelope is an input describing the normative delegation boundary; the 

CBADA DelegationState does not itself make or enforce an access-control decision. 

This separation permits comparison of the technically reachable credential scope and the 

normatively permitted operation scope without merging them into one permission field. 

3.5 Agent evaluation and security evaluation 

AgentBench presents a multi-dimensional benchmark for evaluating LLM agents in multiple 

interactive environments [R15]. SWE-bench evaluates software-engineering tasks using real-world 

GitHub issues and repository environments [R16]. τ-bench evaluates interactions that include users, 

domain policies, and API tools [R17]. AgentDojo provides an environment for evaluating prompt-

injection attacks and defenses for tool-using agents that handle untrusted data [R18]. 

These works demonstrate that agent evaluations already consider tools, environments, policies, 

interactions, or security. CBADA does not claim a new agent benchmark; it investigates how 

heterogeneous evaluation Evidence might be composed with work-context, authority, and risk 

conditions as inputs to a delegation decision. 

3.6 Evaluation of evaluation 

G-Eval uses LLMs as NLG evaluators and reports both correspondence with human evaluation and 

concerns about bias toward LLM-generated text [R19]. Such research is adjacent to the proposition 

that evaluator output cannot be treated as ground truth. This manuscript retains evaluator identity, 

rule version, coverage, independence, freshness, and disagreement as Evidence or Uncertainty. 

3.7 Human-automation interaction 

Parasuraman et al. divide automation into stages of information acquisition, analysis, decision/action 

selection, and action implementation, and propose choosing different levels of automation at each 

stage [R20]. Amershi et al. organized design guidelines for human-AI interaction in AI-infused 

systems [R21]. Skitka et al. report that reliance on imperfect automated aids can produce omission 

or commission errors [R23]. 
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The presence of a Human Gate therefore cannot be reinterpreted as safety. CBADA retains the 

Human Gate as final Authority but does not make its decision a guarantee of Truth, Benevolence, or 

Correctness. 

3.8 Dynamic assurance and Validity 

Cârlan et al. propose a Dynamic Safety Case Management System for frontier AI in a preprint and 

discuss the need to update a safety case as system state, environment, and risk understanding 

change [R22]. Dynamic assurance is not an invention of this manuscript. CBADA Validity is not a 

replacement for dynamic assurance; it is a candidate for recording reevaluation triggers and current 

applicability for a combination of ACI, Work Context, Authority Envelope, Evidence cutoff, and 

RiskPolicy. 

3.9 Research-gap boundary 

The confirmed existing components are broad. The unverified research candidate retained by this 

manuscript is the following integration: 

Assess a versioned ACI under a specified Work Context, Authority Envelope, 

Evidence Set, Risk Policy, and Uncertainty, and return Delegation, Epistemic, 

Routing, and Validity as separate axes in a state tuple. 

This manuscript has not proved that no similar integration exists. A comprehensive systematic 

review and comparative experiments remain under H-LIT-02. 
 

4. Legacy E1: Historical Observation Layer 

4.1 Position of E1 

E1 was a one-shot preliminary trial under three model conditions reported in Paper02 v1, which 

observed limited feasibility of the Worker Profile measurement procedure [R01]. This revision fixes 

E1 as a HISTORICAL_OBSERVATION_LAYER. 

E1 was not an experiment of CBADA. ACI, Authority Envelope, RiskPolicy, or the CBADA state tuple 

are not assigned retrospectively to those runs. 

4.2 Summary of the freeze method 

The valid runs were CODEX-CAP-MINI-01, CODEX-CAP-SOL-01, and CODEX-CAP-LUNA-R1. The first Luna 

run did not meet the fresh-session requirement and was excluded from comparison, but it was 

preserved as an invalid run. RAW data from the three runs were frozen first, after which evaluation 

design v0.2 was frozen. 

Inference of hidden chain of thought, an aggregate score, a weighted sum, a universal model rank, 

post-scoring redefinition of axes, and reinstatement of the invalid run were prohibited. 
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4.3 Frozen results 

Run Requested model label Frozen vector 

RUN-A GPT-5.6 Luna (2,2,NA,2,1,2,2,2,2) 

RUN-B GPT-5.6 Sol (2,2,NA,2,2,2,2,2,2) 

RUN-C GPT-5.4 Mini (1,1,NA,UNKNOWN,0,0,0,1,0) 
 

This table has not been recomputed. The values are reproduced unchanged from the v1 record and 

do not represent model ranking, permanent capability, qualification, safety, or present model-family 

properties. 

4.4 Observations retained from E1 

• v1 reported that a state could be constructed from external Evidence for eight of the nine axes. 

• WP-LR was NA in every run because no opportunity arose to test a recoverable local error. 

• Scope Compliance and HOLD Retention could take different states in RUN-C. 

• The boundary-crossing event could be separated from subsequent content contamination. 

• The outcome of preflight was not the same as chronological Evidence that preflight occurred before 

execution. 

These are historical observations under E1 conditions. They are not treated as Evidence 

demonstrating the independence of CBADA states, a Hard Constraint, or a Validity model. 

4.5 Continuing HOLDs for E1 

Each model condition is N=1. The exact backend, reasoning configuration, provider routing, and 

hidden harness I/O are partly UNKNOWN. The overlap between the requested label of the primary 

evaluator and RUN-B, the Luna-only rerun history, reachability of raw/evaluator artifacts, the 

absence of a WP-LR test opportunity, and the unexecuted full staged-load study remain unresolved. 

Details are given in Appendix A and in H-E1-01 through H-E1-07 of the Integrated HOLD Register. 
 

5. From Worker Observation to the Delegation Problem 

5.1 Separating Capability and Delegation 

The Worker Profile addresses what operational work behavior was observed. Delegation 

assessment addresses whether, and to what extent, this configuration can now be considered a 

candidate for delegation to this task under these Authority conditions. The former may become 

Evidence for the latter, but the two are not identical. 

Capability observation 
  + configuration identity 
  + work context 
  + authority boundary 
  + evidence condition 
  + risk policy 
  + uncertainty 
  + temporal validity 
  -> delegation assessment candidate 
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Even with high Capability, a configuration may not be a delegation candidate if it is outside the 

Authority boundary, lacks Evidence, entails irreversible external effects, or is invalid. Conversely, 

insufficient Evidence is not proof of insufficient Capability and is treated as Epistemic UNKNOWN. 

5.2 Change in the assessment object 

The previous QAC proposal included Qualified in the name of the input object and mixed Evidence 

or Assurance State into its components. This manuscript changes the input to the neutral Agent 

Configuration Instance (ACI). Assessment results, the Evidence Set, and Authorization records 

remain outside the ACI. 

5.3 Research questions 

• RQ-C: Can an execution configuration be reidentified as a versioned ACI? 

• RQ-W: Can a change in Work Context be treated as a separate assessment? 

• RQ-A: Can effective credentials be separated from the normative Authority Envelope? 

• RQ-E: Can Evidence coverage, freshness, independence, and conflict be preserved? 

• RQ-S: Can Delegation, Epistemic, Routing, and Validity be returned independently? 

• RQ-T: Can the process move to reevaluation after a change event without deleting the prior 

record? 

• RQ-M: Can provenance, Authority, and HOLD be preserved in a multi-worker handoff? 

These are structural requirements for Chapter 6 and future verification targets for Chapter 7. 
 

6. CBADA Framework Candidate 

6.1 Conceptual form 

The candidate CBADA function is expressed as follows: 

CBADA(C,W,Ω,E,P,U) → (D,K,G,V,ρ) 

Here, C is the ACI, W is the Work Context, Ω is the Authority Envelope, E is the Evidence Set, P is the 

Risk Policy, and U is Uncertainty. The output D represents Delegation, K Epistemic, G Routing, V 

Validity, and ρ Rationale. 

This function is a conceptual interface, not a numerical function, implemented algorithm, or 

Authorization engine. 

6.2 Agent Configuration Instance (ACI) 

An ACI is a snapshot of the configuration presented for execution at the time of assessment. 

Candidate fields include: 

• provider, requested model label, exact backend/version, or UNKNOWN; 

• inference/reasoning configuration, or UNKNOWN; 

• identity/version/hash of the harness, system instruction, and agent policy; 

• tools and callable operation classes; 

• accessible data/sources and cutoff; 
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• runtime, environment, and sandbox/isolation; 

• effective permission and credential reference, without secret material; 

• connectors, external interfaces, and routing configuration; 

• worker topology, handoff edges, and memory/learning condition, or UNKNOWN; and 

• configuration ID and captured-at time. 

Different values in these fields may constitute different ACIs even under the same model label. An 

ACI does not contain a qualification result, Authority, or Assurance State. 

6.3 Work Context 

The Work Context bounds the object of delegation: 

• task objective; 

• permitted operation class; 

• affected scope; 

• external effect; 

• reversibility/recovery requirement; 

• required Evidence; 

• trade/domain profile; 

• completion and acceptance conditions; 

• time or event boundary; and 

• dependency/current-state reference. 

The Work Context differs between a read-only investigation and an external data update, even for 

the same ACI. Completion is not acceptance, and finishing work does not mean Human Gate 

approval. 

6.4 Authority Envelope 

The Authority Envelope represents the normative boundary of who may delegate what: 

• identity or role; 

• competence basis, or UNKNOWN; 

• operation/object/data/environment/time scope; 

• independence requirement; 

• evidence-seen requirement; 

• accountability; 

• delegation origin; 

• escalation path; 

• exception-policy reference; 

• effective-at, expiry, and revocation; and 

• Human Gate requirement. 

Effective permission in the ACI means operations that are technically reachable; the Authority 

Envelope means operations that are normatively permitted. CBADA compares but does not merge 

them. 
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6.5 Evidence Set 

The Evidence Set is the view of Evidence admitted to the assessment at the declared cutoff. For 

each item, it retains provenance, integrity, coverage, freshness, validity, independence, 

recheckability, conflict status, and admissibility. 

The existence of an Observation alone does not promote it to Evidence. Evidence added later may 

support an assessment with a new cutoff but does not rewrite the Epistemic state of the prior 

assessment. 

6.6 Risk Policy and Hard Constraint Candidate 

Risk is not reduced to a single safety score. Candidate axes include: 

• consequence / impact; 

• reversibility / recovery; 

• blast radius; 

• authority sensitivity; 

• externality; 

• irreversibility; and 

• evidence-insufficiency impact. 

Risk Policy is a versioned policy input. A Hard Constraint is a candidate non-compensatory structure 

intended to prevent strong Capability from offsetting a material boundary violation. 

This manuscript defines no specific threshold, Risk function, constraint predicate, or policy 

precedence. A weighted scalar, Pareto selection, and a loss function are candidates for future 

comparison, not specifications. 

6.7 Uncertainty 

Uncertainty retains missing Evidence, conflicting Evidence, evaluator disagreement, configuration 

uncertainty, provenance uncertainty, and current-state uncertainty as separate items. 

UNKNOWN is not converted to Fail. Disagreement between evaluators measuring different risk 

dimensions is not erased by averaging. Uncertainty is referenced by Rationale, Routing, and Validity 

but is not reduced to a single score. 

6.8 Delegation State 

• ELIGIBLE: within the declared inputs and Validity Envelope, no item has been identified that 

prevents the candidate conditions from being met. 

• CONDITIONAL: a named condition, control, Evidence closure, or Gate must be satisfied. 

• NOT_ELIGIBLE: the candidate condition or a constraint is not satisfied for the named context. 

ELIGIBLE does not mean Authorized, Certified, Safe, or Correct. NOT_ELIGIBLE does not mean 

permanent disqualification of a model. 

6.9 Epistemic State 

• SUPPORTED: admissible Evidence within the cutoff supports the assessment, subject to stated 

limitations. 
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• UNKNOWN: required Evidence or configuration information is missing. 

• CONFLICTED: relevant Evidence or evaluator outputs conflict and remain unresolved. 

SUPPORTED does not mean ground truth or independent replication. 

6.10 Routing State 

• STANDARD_GATE_PATH: proceed to the predefined ordinary review and Human Gate process. 

• HUMAN_REVIEW_REQUIRED: do not proceed to an external effect before review by the named human 

role. 

• BLOCKED: stop operations other than explicitly named recovery actions, such as Evidence collection, 

remediation, rollback, or escalation. 

Routing controls the process path; it does not generate Truth or Authority. STANDARD_GATE_PATH is not 

automatic execution. 

6.11 Validity and Rationale 

Candidate Validity States are: 

• CURRENT_WITHIN_DECLARED_ENVELOPE; 

• REEVALUATION_REQUIRED; 

• INVALIDATED; 

• SUPERSEDED; and 

• UNKNOWN_VALIDITY. 

The Validity Envelope retains observed-at, assessment ID, each input version, Evidence cutoff, 

environment/interface, trigger, invalidation reason, and superseded-by. It does not impose a 

universal validity duration. 

Rationale includes Evidence links, triggered constraints, HOLDs, the Authority boundary, 

assumptions, Uncertainty, evaluator/rule identity, and permitted-next-operation. 

6.12 Multi-worker handoff and convergence 

Each worker retains its ACI, Authority Envelope, state tuple, Evidence cutoff, and HOLDs. A handoff 

records source/target, work-item scope, Evidence, Authority, permitted-next-operation, and time. 

When multiple workers' results conflict, they are not combined by averaging or majority vote. Each 

assessment is retained; Epistemic is treated as CONFLICTED; and the case is a candidate for Human 

review or blocking under a versioned policy. The specific convergence policy remains on HOLD. 

6.13 Abnormal-route reentry 

A record that entered an abnormal route is not deleted after recovery. Before rejoining, the current 

ACI, effective permission, Authority Envelope, Evidence conflict/expiry, HOLDs, and permitted-next-

operation are rechecked. 

No rule permits direct return to STANDARD_GATE_PATH. Reentry creates a new assessment or reentry 

record and routes it to the required Human Gate. 
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6.14 Human Gate and the human-side threat boundary 

The Human Gate retains final Authorization. It is not proof of Truth, Correctness, or Benevolence. If 

an override or exception is allowed in the future, the decision maker, Authority Envelope, scope, time, 

Rationale, Evidence seen, remaining HOLDs, and expiry/review trigger are retained in a separate 

record. 

The human-side threat model is limited to engineering fixture categories: 

• malicious actor; 

• boundary explorer; 

• well-intentioned bypasser; 

• scope-limited benevolent actor; 

• operator error; and 

• compromised authority. 

These categories are not used for political-ideology evaluation, ranking of moral systems, or 

personality diagnosis. 

6.15 Chapter 6 HOLDs 

The complete state-transition table, cross-axis precedence, specific Hard Constraint values, Risk 

function, domain-specific Validity durations, multi-worker convergence, Human exception rules, and 

Canonical specification remain unresolved. Chapter 6 closes only as a Candidate skeleton. 
 

7. Validation and Falsification Design Candidate 

7.1 Position of this chapter 

This chapter does not report experimental results. It identifies the fixtures, baselines, oracles, and 

falsification conditions needed to test whether CBADA is effective. A fixture that merely writes the 

expected state in advance is not circularly reused as validation Evidence. 

7.2 Comparators 

Candidate future comparators are: 

1. selection by performance score alone; 

2. a weighted scalar score; 

3. a simple risk threshold; and 

4. the CBADA candidate tuple. 

The comparison does not presuppose CBADA superiority. It separately observes False Qualification, 

False Block, escalation, Evidence cost, recovery, and traceability. Metric definitions and cost weights 

remain on HOLD. 

7.3 Input-separation fixture 

Pairs of ACIs are prepared in which the model label is unchanged and only the tool, permission, 

connector, or system instruction differs, testing whether they are treated as separate configurations. 
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In pairs differing only in Work Context, the prior DelegationState must not be reused for the new 

context. 

7.4 Authority fixture 

Cases in which the effective credential is broader than the Authority Envelope are separated from 

cases in which it is narrower. The fixture checks that Authority is not generated by the existence of 

Capability or credentials and that a change of Authority holder triggers a Validity review. 

7.5 Evidence and evaluator fixture 

• missing Evidence -> UNKNOWN; 

• contradictory Evidence -> CONFLICTED; 

• evaluator disagreement -> preserve every output; 

• source withdrawal/expiry -> Validity review; and 

• later Evidence -> a new assessment preserving the old cutoff. 

Evaluator and rule baselines have separate version identities. Human evaluators are likewise not 

fixed as ground truth. 

7.6 Transition fixture 

Change events for the model/configuration, tool/connector, permission, topology, Evidence, policy, 

environment, Authority, and Work Context are injected independently. The fixture tests whether the 

prior tuple can move to REEVALUATION_REQUIRED, INVALIDATED, or SUPERSEDED without being deleted. 

Which events require Review and which require Block are recorded in a policy candidate in advance, 

with that policy kept independent from the object being tested. 

7.7 Multi-worker fixture 

Counterexample cases include: 

• missing handoff provenance; 

• inconsistency between source and target Authority; 

• memory condition UNKNOWN; 

• conflicting Worker assessments; 

• missing HOLD propagation; and 

• absence of a convergence policy. 

They are not resolved by averaging Worker outputs or by model rank. 

7.8 Abnormal-path fixture 

Credential-scope expansion, an external-interface change, Evidence conflict, operator error, or 

compromised Authority is simulated to test transition to an abnormal route, allowed recovery 

operations, the reentry record, and the Human Gate boundary. 

A complete corpus of public incident taxonomies has not been confirmed; the validity of an F1-F5 

classification is not used as a result in this manuscript. 
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7.9 Temporal fixture 

Snapshots before and after an event are compared without assuming a fixed duration. Testing 

previously successful != currently operational requires conditions in which the environment, 

interface, or policy changes under the same model name. 

7.10 Acceptance boundary 

PASS of a future fixture means that a candidate rule consistently processed the specified case. It 

does not mean operational safety, generalization across all domains, Certification, or Human 

authorization. 
 

8. Application Case Candidates 

8.1 Public role vocabulary 

Public role names are limited to the following: 

Role Candidate responsibility Not responsible for 

NDT Worker 

Agent 
Search, organization, and observation support for 

nondestructive-testing materials 
Final integrity determination or 

certification 

Evidence 

Librarian 

Worker 

Organization and storage of source, hash, version, 

and HOLD information for Evidence 
Converting Evidence into Truth or 

deciding admission 

Supervisory 

Worker 
Review of work conditions, extraction of conflicts, and 

formation of insight candidates 
Substitution for Human Authorization 

Work-package 

Coordinator 
Management of work segments, dependencies, 

handoffs, and permitted-next-operation 
Self-expansion of Authority 

Human 

Authorization 

Gate 
Final permission or refusal to execute Creation of scientific ground truth 

 

Internal names are not included in the public manuscript. 

A trade Profile retains procedure, required Evidence, risk dimensions, acceptance boundaries, and 

specialist Gates specific to the target trade on the Work Context side. Trade-specific conditions are 

not absorbed into a generic Worker role. Even under the same role, different trade Profiles require 

separate delegation assessments. 

8.2 NDT Worker Agent case 

An NDT Worker Agent organizes inspection images, measurements, procedures, the target structure, 

and known limits as Evidence candidates. NDT is a means of refining material for a decision; neither 

CBADA nor the AI Worker determines structural integrity, construction acceptance, or qualification. 

The ACI includes the model used, image/data connectors, analytical tools, accessible sources, 

runtime, and effective permissions. The Work Context includes the target location, inspection 
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method, permitted operations, required Evidence, reversibility, and acceptance conditions. The 

Human Gate retains expert judgment and final Authority. 

Numerical thresholds, field qualification, and inspection accuracy are outside the scope of this 

manuscript under H-SPEC-07. 

8.3 Evidence Librarian / Supervisory Worker case 

The Evidence Librarian Worker records sources, hashes, cutoffs, candidate admissibility, conflicts, 

and HOLDs without altering original materials. The Supervisory Worker reviews that Evidence Set 

and Work Context and returns missing information, conflicts, and applicability boundaries in 

Rationale. 

The librarian's stored result is not Judgment. The Supervisory Worker's judgment is not Authority. 

This chain is a candidate configuration for passing decision-ready materials to the Human Gate. 

8.4 Work-package Coordinator case 

The Coordinator divides work into work packages and manages handoffs from source workers to 

target workers, HOLD propagation, abnormal routes, and permitted-next-operation. It is not assumed 

that the Coordinator inherits the Authority of every Worker. 

When multiple Worker assessments conflict, the Coordinator does not average them. It preserves 

each state tuple and routes the case to HUMAN_REVIEW_REQUIRED or BLOCKED. 

8.5 Human Authorization Gate case 

The Human Gate reviews the CBADA output, Rationale, Evidence, HOLDs, and Authority Envelope, 

and permits or refuses an external effect. The Human decision record is stored separately from the 

assessment tuple. 

Even if a Human permits an exception, UNKNOWN or CONFLICTED does not automatically become 

SUPPORTED, and a Hard Constraint violation or HOLD is not deleted from history. 

8.6 Application boundary 

This chapter presents implementation candidates. It is not Evidence of each role's performance, 

optimal placement, Worker-learning effect, or field applicability. The application cases are not 

applied retrospectively to Legacy E1. 
 

9. Discussion 

9.1 Continuities with v1 

The v1 framework and the CBADA candidate are continuous in avoiding a single aggregate score, 

preserving traceability to Evidence, retaining UNKNOWN/HOLD, and separating Capability from 

Authority. 
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9.2 Discontinuities with v1 

E1 was an observation of the Worker Profile; CBADA is a candidate task-specific delegation 

assessment. The E1 vector is not converted into a CBADA input, nor is ELIGIBLE assigned from an 

E1 result. Preserving this discontinuity prevents later theory from altering historical observations. 

9.3 Meaning of Vector + Constraint 

Multiple axes are retained because the information is non-substitutable. High Capability does not 

necessarily offset an Authority violation; sufficient Evidence does not necessarily offset irreversibility; 

and Human review does not necessarily offset configuration uncertainty. 

Merely adding a Hard Constraint candidate does not establish validity. The basis, scope, version, 

False Block, and exception handling of a constraint require independent verification. 

9.4 Dual boundary of the Human Gate 

Removing the Human Gate may turn an AI assessment into de facto Authorization. Conversely, 

treating the presence of a Human Gate as a safety guarantee may overlook automation bias, 

compromised Authority, or operator error [R20][R23]. The Human Gate is therefore both the final 

Authority and a system role that remains subject to verification. 

9.5 Multi-worker systems 

A multi-worker system cannot be treated only as a means of improving single-model performance. 

Role separation may improve provenance and least authority, while also creating handoff loss, 

shared blind spots, conflicting assessments, and diffusion of responsibility. The direction of the effect 

is not asserted before experimentation. 

9.6 Temporal validity 

Using the ACI as the CBADA assessment unit makes reevaluation after change easier to represent. 

Which changes are material, which Evidence expires, and how much reevaluation is required in 

each domain nevertheless depend on policy and Evidence. No universal reevaluation interval can be 

imposed. 

9.7 Overclaiming and underclaiming 

Overclaiming occurs when a Candidate is read as a Specification, Eligibility as Authorization, 

Supported as Truth, or the Human Gate as a safety guarantee. Underclaiming occurs when the 

framework says only that a human ultimately decides and omits the responsibility to record 

configuration, Evidence, Authority, Risk, Uncertainty, and Validity. 

The boundary of this manuscript is to withhold final Authority from AI while not returning the Human 

decision to untraceable discretion. 
 

10. Limitations, UNKNOWN, and HOLD 

10.1 Legacy E1 

• N=1; repeatability has not been confirmed. 
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• The exact backend, reasoning configuration, provider routing, and hidden harness I/O contain 

UNKNOWN. 

• Evaluator identity/robustness and requested-label overlap remain unresolved. 

• Only Luna has a rerun history. 

• Reachability of raw/evaluator artifacts is not closed. 

• No WP-LR opportunity arose, and the full staged-load study was not executed. 

10.2 CBADA specification candidate 

• Field cardinality for ACI and the Authority Envelope is unresolved. 

• The Authority for Evidence admissibility is unresolved. 

• Complete combination and transition rules for Delegation/Epistemic/Routing/Validity are unresolved. 

• Risk Policy precedence, Hard Constraint predicates, thresholds, and the Risk function are 

unresolved. 

• Domain-specific Validity triggers and durations are unresolved. 

• Multi-worker convergence and Authority precedence are unresolved. 

• The scope, expiry, and review rules for Human exceptions are unresolved. 

10.3 Evidence and experiments 

• There is no new experiment demonstrating CBADA effectiveness. 

• Circularity between fixture oracles and validation Evidence has not been eliminated. 

• Definitions and measurement methods for False Qualification, False Block, and cost are unresolved. 

• No incident-taxonomy corpus has been identified. 

• There are no NDT field thresholds or qualification Evidence. 

• There is no evidence establishing causation or ranking for worker memory ON/OFF conditions. 

• This manuscript has not tested how differences in quantization format, numerical precision, 

inference runtime, or local lightweight models affect Worker behavior or CBADA assessment. 

These configuration differences, including very-low-bit quantization such as FP4, require additional 

study with controls against non-quantized conditions and examination of changes in 

HOLD/UNKNOWN handling, refusals, and scope compliance, including counterexample search. 

10.4 Related work 

The bibliography admitted to the main text was checked against primary sources or official records. 

A comprehensive systematic review, however, has not been conducted. Exclusive claims about 

differences from existing research or novelty remain under H-LIT-02. Unverified candidates are 

separated into Appendix F and the Citation Ledger. 

10.5 Governance 

This manuscript is a Pre-Submission copy. There is no effective Canonical Pointer, accepted-

manuscript hash, or Human Gate decision. It does not overwrite the public Paper02 v1. 
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10.6 Integrated HOLD summary 

Area Principal HOLD IDs 

Legacy E1 H-E1-01 through H-E1-07 

New archive evidence H-NEW-01 through H-NEW-08 

Observation H-OBS-01 through H-OBS-03 

Specification H-SPEC-01 through H-SPEC-08 

Literature H-LIT-01, H-LIT-02 

Governance H-GOV-01 through H-GOV-04 
 

The Integrated HOLD Register controls the detailed release conditions. Text in this manuscript alone 

does not release a HOLD. 
 

11. Conclusion and Human-Gated Next Phase 

Paper02 v1 reported limited feasibility in observing an AI Worker's operational work behavior as a 

multi-dimensional vector and tracing it back to the original Observation, Evidence, Judgment, and 

Authority. This Major Revision preserves E1 as a historical observation layer and adds the CBADA 

Framework Candidate, which separates capability observation from work delegation. 

CBADA takes ACI, Work Context, Authority Envelope, Evidence Set, Risk Policy, and Uncertainty as 

independent inputs, and returns Delegation, Epistemic, Routing, and Validity as independent outputs. 

This makes explicit that the same model name requires a different assessment when configuration, 

context, Authority, Evidence, or time differs, and that an assessment result is not Authorization. 

This manuscript, however, does not demonstrate CBADA effectiveness. The next phase is to verify 

type/cardinality closure, Evidence admissibility, independent fixtures, state-transition falsification, 

multi-worker conflict, abnormal-route reentry, temporal invalidation, and controlled comparisons of 

quantization formats, numerical precision, inference runtimes, and local lightweight Worker 

conditions. The completeness of related work, numerical thresholds, the Risk function, Hard 

Constraints, Human exceptions, and a Canonical specification remain on HOLD. 

Final Authorization, specification adoption, and Canonical promotion are returned to the Human 

Gate. 
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Paper02 CBADA Major Revision — Appendices 

Status: PRE-SUBMISSION / NOT_CANONICAL 

Companion manuscript: YamRail_Paper02_CBADA_Major_Revision_EN_20260823.md 

Human Gate: NOT_EXECUTED 
 

Appendix A. Legacy E1 Fixed Record 

A.1 Preservation rule 

Legacy E1 is preserved as the HISTORICAL_OBSERVATION_LAYER of Paper02 v1. The following are 

prohibited: 

• rescoring; 

• retrospective assignment of CBADA states; 

• rounding, interpolation, or reinterpretation of vector values; 

• generalization to current model properties; and 

• reuse for model rank, qualification, safety, or permanent placement. 

A.2 Frozen run identity 

Run 

identity 
Requested UI 

model label 
RAW SHA-256 

RAW 

bytes 
Freeze disposition 

CODEX-

CAP-

MINI-01 
GPT-5.4 Mini 

4e4e0b4352badbf9830610c7b90f7a182c8d8

554d4c365c5e440fb78c5f65cf6 
17,767 valid 

CODEX-

CAP-SOL-

01 
GPT-5.6 Sol 

debac9a887880b1f8be2832a75657417975d9

8aa9c42185b9af6a6b6dafe8736 
15,973 valid 

CODEX-

CAP-

LUNA-R1 
GPT-5.6 Luna 

055eaf6791c5d2159fad50c0554bc7ad23844

dd127b377f045c5cb5d79a19581 
9,409 

valid; worker-reported UI 

label UNKNOWN 

CODEX-

CAP-

LUNA-01 

GPT-5.6 Luna 

condition 
b0febc999eecbf91101da3d09a577d23ec8c8

10273e80412c6b86b01e8db02f0 
14,250 

invalid for comparison; 

preserve only 

 

The first Luna run is invalid because of FRESH_SESSION_REQUIREMENT_NOT_SATISFIED. The invalid run 

is not reused or reinstated. 

RAW freeze bundle: 

• filename: YR_CODEX_3MODEL_RAW_FREEZE_20260815_01.zip 

• SHA-256: 7d43bf354e7667d852af61cf950aa0a28e26790b6d3e546f245ef5701951347f 
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A.3 Worker Profile axes 

Axis Meaning 

WP-TD Task Decomposition 

WP-VD Verification Depth 

WP-LR Local Error Recovery 

WP-GR Global Consistency Recheck 

WP-BP Boundary Preflight Priority 

WP-SC Scope Compliance 

WP-EI Evidence Integrity 

WP-HR HOLD Retention 

WP-AS Authority Boundary Sensitivity 
 

Allowed E1 states are 0 / 1 / 2 / NA / UNKNOWN / HOLD. Addition, average and universal score are 

prohibited. 

A.4 Frozen vectors 

Run Requested model label Frozen vector 

RUN-A GPT-5.6 Luna (2,2,NA,2,1,2,2,2,2) 

RUN-B GPT-5.6 Sol (2,2,NA,2,2,2,2,2,2) 

RUN-C GPT-5.4 Mini (1,1,NA,UNKNOWN,0,0,0,1,0) 
 

A.5 Historical observations retained 

1. v1 reported that a state could be constructed from external Evidence for eight axes. 

2. WP-LR is NA in all three runs and does not indicate weak recovery capability. 

3. Scope Compliance and HOLD Retention could be observed as separate axes in RUN-C. 

4. The boundary-crossing event was separated from content contamination dependent on information 

obtained after crossing. 

5. WP-BP=1 for RUN-A resulted from distinguishing preservation of the boundary from preflight-timing 

Evidence. 

6. Requested-model-label overlap remains between RUN-B and the primary evaluator. 
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A.6 Legacy E1 HOLD map 

HOLD Subject Release condition summary 

H-E1-01 repeatability / stability frozen-condition repetitions 

H-E1-02 exact backend, reasoning, routing, harness immutable provider/harness evidence 

H-E1-03 evaluator identity / robustness independent evaluator and E2 artifact 

H-E1-04 requested-label overlap independent cross-check without E1 overwrite 

H-E1-05 trial-history asymmetry symmetric protocol or explicit confound analysis 

H-E1-06 raw/evaluator artifact reachability byte-identical artifacts with provenance 

H-E1-07 WP-LR / staged-load recovery fixture and staged-load protocol 
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Appendix B. CBADA Candidate Type Dictionary 

B.1 Top-level interface 

CBADA( 
  ACI, 
  WorkContext, 
  AuthorityEnvelope, 
  EvidenceSet, 
  RiskPolicy, 
  Uncertainty 
) -> ( 
  DelegationState, 
  EpistemicState, 
  RoutingState, 
  ValidityState, 
  ValidityEnvelope, 
  Rationale 
) 

This interface is a SPECIFICATION_CANDIDATE, not executable code or authorization logic. 

B.2 ACI fields 

Group Candidate fields Boundary 

identity configuration ID, captured-at versioned instance only 

model 
provider, requested label, exact 

backend/version or UNKNOWN 
model label alone is insufficient 

agent 
harness, system instruction, agent policy, 

routing configuration 
identity/hash; secret prompt disclosure not 

required by default 

tools ID/version, callable operation classes capability, not authority 

data accessible sources, access mode, cutoff accessibility, not admissibility 

runtime 
environment, runtime, sandbox/isolation, 

locale/time 
time-bound 

effective 

permission 
credential reference, operation/resource 

scope, expiry/revocation 
no secret bytes; not AuthorityEnvelope 

interface 
connector, external effect path, dependency 

state 
material-change trigger 

topology 
worker instances, roles, handoff edges, 

memory/learning condition 
no averaging or permanent role binding 

 

B.3 WorkContext fields 

• work-context ID/version 

• task objective 

• permitted operation class 

• affected scope 

• external effect 

• reversibility/recovery requirement 
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• required Evidence 

• trade/domain profile reference 

• completion condition 

• acceptance condition 

• time/event boundary 

• dependency/current-state references 

B.4 AuthorityEnvelope fields 

• authority-envelope ID/version 

• authority holder identity/role 

• competence basis or UNKNOWN 

• operation/object/data/environment/time scope 

• independence requirement 

• evidence-seen requirement 

• accountability 

• delegation origin 

• escalation path 

• exception policy reference 

• effective-at, expiry, revocation 

• Human Gate requirement 

B.5 EvidenceSet fields 

Field Candidate meaning 

evidence-set ID versioned view identifier 

cutoff latest event/time included 

admission policy rule/authority deciding evidence admission 

provenance origin and production path 

integrity hash or immutable identity 

coverage claim/condition coverage 

freshness relevance to assessment time 

validity internal/external validity record 

independence source/evaluator dependence 

recheckability third-party retrieval/recheck path 

conflict status unresolved conflicting evidence 

admissibility accepted / rejected / HOLD under policy 
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B.6 RiskPolicy dimensions 

• consequence / impact 

• reversibility / recovery 

• blast radius 

• authority sensitivity 

• externality 

• irreversibility 

• evidence-insufficiency impact 

Hard Constraint references may be represented, but predicate, threshold and precedence remain 

HOLD. 

B.7 Uncertainty sources 

• missing evidence 

• conflicting evidence 

• evaluator disagreement 

• configuration uncertainty 

• provenance uncertainty 

• current-state uncertainty 

Allowed item states are UNKNOWN / CONFLICTED / HOLD. 
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Appendix C. Output State and Lifecycle Tables 

C.1 Independent state axes 

Axis Values Prohibited conflation 

Delegation ELIGIBLE, CONDITIONAL, NOT_ELIGIBLE Authorization, Certification 

Epistemic SUPPORTED, UNKNOWN, CONFLICTED Truth, Fail, majority vote 

Routing 
STANDARD_GATE_PATH, HUMAN_REVIEW_REQUIRED, 

BLOCKED 
correctness, permission 

creation 

Validity 
CURRENT_WITHIN_DECLARED_ENVELOPE, 

REEVALUATION_REQUIRED, INVALIDATED, SUPERSEDED, 

UNKNOWN_VALIDITY 
historical result rewrite 

 

C.2 Rationale fields 

• assessment ID 

• evidence links 

• triggered constraint references 

• unresolved HOLD references 

• Authority boundary 

• assumptions 

• Uncertainty references 

• predecessor assessment 

• evaluator/rule identity 

• permitted-next-operation 

C.3 Candidate trigger matrix 

This table is non-normative. Exact routing and precedence remain H-SPEC-03/04/05. 

Event Affected input Candidate validity effect Candidate route 

model/config change ACI REEVALUATION_REQUIRED review or block by policy 

tool/connector/interface 

change 
ACI 

REEVALUATION_REQUIRED or 

INVALIDATED 
review or block 

credential scope change ACI permission 
REEVALUATION_REQUIRED or 

INVALIDATED 
block pending authority 

comparison 

authority holder/envelope 

change 
AuthorityEnvelope 

REEVALUATION_REQUIRED or 

INVALIDATED 
review or block 

WorkContext change WorkContext old state outside scope reassessment path 

Evidence added EvidenceSet old cutoff preserved optional reassessment 

Evidence 

expired/withdrawn 
EvidenceSet 

REEVALUATION_REQUIRED or 

INVALIDATED 
review or block 
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Event Affected input Candidate validity effect Candidate route 

Evidence conflict 
EvidenceSet/Unce

rtainty 
dependent validity reviewed 

review or block; Epistemic 

CONFLICTED 

RiskPolicy change RiskPolicy REEVALUATION_REQUIRED review 

worker handoff topology 
target requires own applicability 

check 
controlled handoff 

abnormal route execution history REEVALUATION_REQUIRED review or block 

Human exception 
authorization 

record 
assessment tuple unchanged separately scoped decision 

new assessment history 
prior SUPERSEDED for named 

scope 
link old/new records 

 

C.4 Abnormal-route reentry checklist 

1. Preserve abnormal event and failed operation. 

2. Identify current ACI and effective permission. 

3. Compare current Authority Envelope. 

4. Recheck Evidence cutoff, conflict and expiry. 

5. Propagate unresolved HOLDs. 

6. Reassess affected axes or record why full reassessment is required. 

7. Set permitted-next-operation. 

8. Route to the required Human Gate. 

Direct reentry without a new record is prohibited in the Candidate. 
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Appendix D. Multi-worker and Application Role Boundary 

D.1 Public role names 

Role Input/output boundary Required provenance 

NDT Worker Agent 
inspection observation/evidence 

candidate 
source, method, target, cutoff, limitation 

Evidence Librarian 

Worker 
EvidenceSet organization origin, hash, admission/conflict/HOLD state 

Supervisory 

Worker 
inspection and Derived Insight 

candidate 
evidence links, assumptions, authority boundary 

Work-package 

Coordinator 
package/handoff/routing control 

source/target, scope, state tuple, HOLD, next 

operation 

Human 

Authorization Gate 
separate authorization decision 

decision maker, authority, scope, time, rationale, 

expiry 
 

Internal names are not published. 

D.2 Handoff record 

handoff_candidate: 
  handoff_id: required 
  source_worker_ref: required 
  target_worker_ref: required 
  work_item_scope: required 
  source_state_tuple_ref: required 
  evidence_set_and_cutoff: required 
  source_authority_ref: required_or_UNKNOWN 
  target_authority_ref: required_or_UNKNOWN 
  unresolved_holds: required 
  permitted_next_operation: required 
  recorded_at: required 

D.3 Convergence boundary 

• arithmetic average: prohibited 

• scalar winner selection: prohibited 

• permanent worker ranking: prohibited 

• preserve each assessment: required 

• expose conflict: required 

• versioned convergence policy: required or HOLD 

• Human review/block routing: policy-dependent Candidate 
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D.4 Human-side engineering threat categories 

Category Fixture meaning Prohibited interpretation 

malicious_actor intentionally seeks prohibited effect personality or moral diagnosis 

boundary_explorer tests or expands boundary political/ideological classification 

well_intentioned_bypas

ser 
bypasses control to achieve perceived benefit benevolence as permission 

scope_limited_benevol

ent_actor 
acts within claimed good intent and narrow 

scope 
correctness guarantee 

operator_error mistake, omission, wrong sequence permanent personal ranking 

compromised_authorit

y 
authority identity/process is subverted all human authority is invalid 

 

These categories are fixture labels, not findings about identified persons. 
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Appendix E. Claim–Evidence–HOLD Crosswalk 

Claim 

ID 
Main-text claim Layer Evidence/record refs HOLD refs 

C-LEG-

01 
Paper02 v1 is the prior public preprint EVIDENCE 

publication index, 

publication closure, DOI 

record 
H-GOV-01 

C-LEG-

02 
E1 vectors are preserved unchanged 

OLD_OBSE

RVATION 
Paper02 v1, RAW freeze, 

frozen rubric 
H-E1-01 through 

H-E1-07 

C-BND-

01 
Capability does not create Authority 

DERIVED_I

NSIGHT / 

PROPOSAL 

v1 boundary, 

ABAC/assurance adjacency 
H-SPEC-01/02 

C-IN-01 
assessment object should be versioned 

ACI 

SPECIFICA

TION_CAN

DIDATE 

REV-003/006, input 

candidate 
H-SPEC-01 

C-IN-02 
EvidenceSet is separate from ACI and 

Judgment 

SPECIFICA

TION_CAN

DIDATE 

REV-009, PROV/assurance 

adjacency 
H-SPEC-01/03 

C-IN-03 Risk remains non-scalar 
SPECIFICA

TION_CAN

DIDATE 

v1 non-scalar rule, REV-

008 
H-SPEC-04 

C-OUT-

01 
four output state axes are independent 

SPECIFICA

TION_CAN

DIDATE 
REV-007, output candidate H-SPEC-03/05 

C-VAL-

01 
change events can invalidate current 

use 

DERIVED_I

NSIGHT / 

PROPOSAL 

ML lifecycle/dynamic 

assurance adjacency 
H-SPEC-05/06 

C-MW-

01 
multi-worker outputs must preserve 

provenance/conflict 

SPECIFICA

TION_CAN

DIDATE 

archive topology evidence, 

transition candidate 

H-NEW-01 through 

H-NEW-04, H-

SPEC-08 

C-HG-

01 
Human Gate retains final Authorization 

but is not Truth 

GOVERNA

NCE / 

PROPOSAL 

v1 boundary, human factors 

adjacency 
H-GOV-04 

C-APP-

01 
NDT role refines decision material only 

SPECIFICA

TION_CAN

DIDATE 
application design records H-SPEC-07 

C-LIT-

01 
CBADA is an integration candidate, not 

replacement of adjacent fields 
INFERENC

E 
confirmed reference set H-LIT-02 
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Appendix F. Citation Placement and HOLD Policy 

F.1 Main-text rule 

Only references classified CONFIRMED or CONFIRMED_PREPRINT in the companion Citation Verification 

Ledger may support main-text statements. 

CONFIRMED_PREPRINT must be described as a preprint and cannot support claims about peer-

reviewed consensus. 

F.2 Candidate references 

The following existing-ledger families remain outside main-text support until canonical metadata and 

claim relevance are verified: 

• Bishop & Bloomfield safety-case methodology 

• Kelly thesis 

• Denney et al. dynamic safety cases for unmanned aircraft 

• Polyzotis production-ML data management 

• FactSheets 

• Agent Security Bench candidate 

• agent-evaluation survey candidates 

• Stufflebeam meta-evaluation placeholder 

• Murugadoss et al. evaluator-instruction study 

• unverified GSN reference 

F.3 Gap claim rule 

A bibliographic match does not prove a research gap. H-LIT-02 remains open until a documented 

search protocol, inclusion/exclusion criteria and claim-level comparison demonstrate the boundary. 

The manuscript therefore uses “candidate integration” and “investigates” rather than “first,” “novel,” 

“unprecedented” or “missing from all prior work.” 

F.4 Citation correction preserved 

The existing Literature Ledger recorded Leveson as 2011 and τ-bench as a 2024 candidate. 

Publisher/proceedings verification identified: 

• Leveson hardcover/eBook publication date: 2012. 

• τ-bench conference publication: ICLR 2025; the preprint originated in 2024. 

• current assurance-case standard: ISO/IEC/IEEE 15026-2:2022; the 2011 edition is withdrawn. 

The original candidate ledger is not overwritten. Corrections are recorded in the companion 

verification ledger. 
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