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Abstract 

Public cosmology releases increasingly provide tables, posterior samples, covariance matrices, notebooks, 

configuration files, and source code. The availability of these objects is often described collectively as 

“reproducibility,” although distinct scientific questions are answered by reproducing a headline number, 

preserving an inference under a change of representation, retaining information needed for model diagnostics, 

tracing an executed pipeline, or validating a generative model. This study consolidates a broad survey of public 

Hubble-constant inference products, subsequent focused case studies, and a final set of numerical validation 

checks. The record covers dependency mapping and focused analyses of gravitational-wave standard-siren 

posteriors, the availability of public inputs needed to assess Pantheon+ bias corrections end to end, the singular 

covariance used by the Local Distance Network (H0DN), H0DN supernova compression and same-object residual 

structure, and a separate TDCOSMO posterior-output cross-check. No new Hubble-constant estimate, physical 

model, or tension significance is introduced. 

The synthesis distinguishes seven dimensions of reproducibility evidence: data-product identity, numerical 

output traceability, algebraic relation between representations, preservation of the target inference, 

preservation of diagnostic information, computational provenance, and support for generative or causal 

interpretation. These dimensions form a practical framework derived from the cases studied, not a universal 

theory of reproducibility. Three results illustrate why they should be separated. First, fixed-version GWTC-4 and 

GWTC-5 v1 posterior files reproduce their published one-decimal summaries. GWTC-5 v1 defines its 

improvement metric as the relative decrease in average uncertainty computed from the 68% credible interval 

and describes the comparison with the GWTC-4 headline result; applying that definition to the two examined 

public headline posterior files gives 28.5478491605%, not the published 25.7%, and the exact public legacy 

product or numerical realization yielding 25.7% was not identified. Second, the H0DN baseline is reproduced as 

H₀=73.4987536436±0.8088000253 km s⁻¹ Mpc⁻¹ under the public solver convention. Its design is nearly contained 

in covariance support, whereas the rounded public data vector has an off-support component with norm 

0.188749 mag. When that off-support vector is evaluated using the projected Moore–Penrose loss defined by 

the public analysis convention, an exact non-orthogonal row rescaling changes the target by -0.0524454226 km 

s⁻¹ Mpc⁻¹; this does not imply non-invariance of an on-support singular Gaussian likelihood. Third, a 277-row 

supernova block preserves all likelihood dependence on the fixed-covariance, one-intercept target after scalar 
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compression, yet the compression omits a parameter-independent residual term of χ²=206.7606364 for 276 

degrees of freedom and therefore is not sufficient for residual diagnostics. Under a nominal χ² calibration the 

aggregate residual is itself low (lower-tail p=6.68×10⁻⁴), while the same-name contrast shows a still stronger 

localization of low residual energy. Public evidence does not establish a unique executed path from photometric 

inputs to final corrected rows. 

Across the analyses reported here, no unresolved contradiction among the specific audited claims remained 

once the claim, source product, numerical specification, and version or date were aligned. The record supports 

narrowly scoped output-level and mathematical conclusions and identifies cases in which the public source 

material is insufficient for a unique upstream reconstruction. No additional analysis of the unchanged evidence 

was performed because it would not have addressed a distinct scientific question. The study does not establish a 

corrected or preferred H₀, a revised tension significance, a unique systematic cause, erroneous BBC corrections, a 

defective named pipeline, a solution to the Hubble tension, or new physics. 

Keywords: Hubble constant; reproducibility; provenance; singular covariance; Moore–Penrose inverse; Type Ia 

supernovae; standard sirens; model diagnostics 

1. Introduction 

The empirical status of the Hubble constant is discussed through many observational routes, likelihood 

constructions, and released data products. Local-distance networks and calibrated Type Ia supernovae 

[1–4,11,12], baryon acoustic oscillations and cosmic microwave background analyses [5–8], megamaser and 

peculiar-flow constraints [9,10], gravitational-wave standard sirens [13–17], and strong-lensing time delays [18] 

answer related but non-identical questions and often share calibrations, assumptions, or data. A numerical 

disagreement between routes is scientifically important, but auditing the evidence behind those routes requires 

more than asking whether a published central value can be recomputed. 

Several forms of agreement can coexist with important unresolved questions. A posterior file may reproduce a 

printed quantile while its generating likelihood is unavailable. An estimator may be stable under solver cutoffs in 

one coordinate representation yet change under an exactly equivalent non-orthogonal transformation. A 

compressed datum may preserve the likelihood for one parameter while discarding the residual structure 

required to assess model adequacy. Public configuration files may identify plausible inputs without proving which 

bytes were used in an executed production run. Treating all of these states as either “reproduced” or “not 

reproduced” obscures rather than clarifies the scientific record. 

This paper synthesizes a completed series of reproducibility analyses. An initial broad survey mapped 

dependencies and public-product traceability across local and early-Universe routes, DESI and CMB response 

directions, ACT public variants, TDCOSMO chains, gravitational-wave products, local-flow interfaces, and the 

H0DN network. Subsequent focused analyses examined GWTC-4/5 standard-siren posterior summaries, the 

public inputs needed for an end-to-end assessment of Pantheon+ BBC corrections, singular-covariance inference 

in H0DN, and the supernova block entering the H0DN network. A consistency review aligned claims across these 

analyses, and a final validation set retested the numerical and logical mechanisms most relevant to the 

manuscript. All predefined final validation checks passed, and no further reanalysis of the same unchanged 

evidence was considered scientifically informative. 

The purpose is methodological and focused on the strength of the available evidence, not cosmological 

parameter estimation. The study asks: what, precisely, has been reproduced; what information is preserved for 

the target inference; what information is lost for diagnostics; how far can public computational provenance be 
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traced; and where must causal claims stop? The paper’s principal contribution is a seven-part framework for 

evaluating reproducibility evidence and its application to a set of concrete public cosmology products. The 

framework is a practical reporting scheme, not a claim that reproducibility universally has exactly seven 

dimensions. 

2. Materials, fixed source versions, and analysis specifications 

2.1 Version-controlled source record 

The manuscript is derived from four versioned archival packages: 

1. Hubble Tension First Season Master Reference Package, version 1.0.0, SHA-256 3e6df9f...952663c. 

2. Hubble Tension Second Season Master Reference Package, version 1.0.0, SHA-256 cc15c96a...e964940. 

3. Hubble Tension Cross-Season Audit Package, version 0.1.0, SHA-256 9719fae4...66e60cf. 

4. Hubble Tension Final Internal Validation and Closure Audit Package, version 0.1.0, SHA-256 

db70c27d...b95fb2f. 

The formal archive names above are preserved verbatim solely as resource identifiers. Each archive passed its 

bundled integrity-check script. In the final validation analysis, all 24 final-validation checks (15 H0DN checks and 

9 supernova-block checks) passed and the documented source identifiers were consistent with the files used in 

the analysis. Component archives were checked against their recorded SHA-256 hashes before manuscript 

drafting. Full hashes, archive member paths, result identifiers, and manuscript references are supplied in the 

accompanying evidence register. Truncated hashes above are descriptive only; the register contains the 

authoritative full values. 

2.2 What counts as evidence in this paper 

Each evaluated claim was tied to a specific source product, numerical specification, and date or version. The 

analysis did not substitute a nearby posterior, reconstruct missing dependence models, choose a rounding rule 

to force agreement, or infer an executed pipeline from filenames alone. When required inputs were non-unique 

or missing, the result was reported as unresolved because the available public source material did not define a 

unique test, rather than completing the analysis with an undocumented assumption. 

Reimplementations developed within this study are described as alternate implementations, high-precision 

checks, or separately written parsers. They are not described as external replications. In this manuscript, 

“independent” refers only to independence of a code path or parser within the study and is qualified accordingly. 

No external research group was engaged to reproduce the analyses. 

2.3 Consistency across analysis stages 

An apparent disagreement was counted as a scientific contradiction only if the earlier and later records 

addressed the same claim, source product, numerical specification, quantity, and date or version. Under this 

criterion, the comparison found no unresolved contradiction among the specific audited claims. Later work 

sharpened some earlier statements—for example, fixed-representation stability of the H0DN pseudoinverse 

solution was qualified by a representation test—but did not reverse the earlier narrower claim, which had 

applied only to the fixed representation and cutoff range. 
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2.4 Statistical conventions 

Unless otherwise stated, numbers are quoted at the precision required to identify the recorded result. GW 

posterior summaries use the quantile convention specified in the analysis record: percentiles 15.865, 50, and 

84.135 with Hyndman–Fan type 7 quantile interpolation [26], followed by the stated one-decimal display rule. 

Generalized least-squares calculations use the covariance and solver policies documented for the corresponding 

fixed source version. The Moore–Penrose inverse is the unique generalized inverse satisfying the Penrose 

conditions [19]; singular-value methods provide a standard computational route [21]. In the public H0DN solver, 

the quoted H₀ error is obtained by mapping the +1σ displacement in log₁₀H₀ into H₀ space and then reporting that 

magnitude symmetrically; the ± values reproduced here follow that public-solver convention rather than 

asserting exact symmetry after the nonlinear transformation. Technical Supplement A gives the H0DN 

formulation, and Technical Supplement B gives the fixed one-intercept, fixed-covariance supernova compression 

identity. 

 

Figure 1. Progression of the reproducibility analysis. An initial broad survey mapped dependencies; subsequent focused analyses 
examined selected public products; a consistency review aligned claims, source products, numerical specifications, and versions; and 
final validation retested the mechanisms most relevant to the manuscript. Publication drafting reports the resulting limits of what the 
public evidence supports without introducing a new scientific analysis. 

3. Seven dimensions of reproducibility evidence 

The analyses separate seven questions that are often conflated: 

Data-product identity. Are the same bytes, version, commit, and release record being examined? 

Numerical output traceability. Can a stated table entry, quantile, or headline output be recovered under a fixed 

numerical specification? 

Relation between representations. Are two representations exactly related, invertible, or deliberately lossy? 

Preservation of target inference. Does the transformation or compression preserve the likelihood, estimate, and 

uncertainty for the declared target? 

Diagnostic information retention. Does the analyzed representation preserve residual, goodness-of-fit, 

covariance-support, and model-checking information? This reporting category is not intended as a synonym 

for Fisher–Neyman statistical sufficiency. 

Computational provenance. Can the executed analysis connect its input bytes, configuration, intermediate 

products, and final reported row or posterior? 
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Support for generative or causal interpretation. Does the evidence support the data-generating model, 

correction validity, physical cause, or causal attribution? 

The relation between representations and preservation of the target inference must be assessed separately. In 

the H0DN case, an invertible row transformation gives an exact algebraic correspondence. An on-support 

residual retains the same target-dependent singular-Gaussian quadratic under such a transformation, but the 

rounded public vector is off support and the adopted projected Moore–Penrose loss does not preserve the 

target under the tested non-orthogonal transformation. In the supernova case, compression from 277 rows to 

one scalar is algebraically lossy, yet it preserves the fixed-covariance, one-intercept target while failing to 

preserve residual diagnostics. These distinctions change what a reader may legitimately infer from a successful 

numerical reproduction. 

 

Figure 2. Evidence matrix for the principal cases. Cells summarize the result of the stated question as supported, partial, unresolved, not 
preserved, or not evaluated. A row is not a score: success in numerical reproduction does not by itself establish computational 
provenance or causal interpretation. 

4. Broad dependency map 

The initial survey remains the broadest dependency map in the study. Its role is not to provide independent 

confirmation of every analysis, because only GWTC, Pantheon+ BBC, H0DN singular covariance, and H0DN 

supernova diagnostics were subsequently revisited in depth. Instead, it supplies dependency structure, fixed 

numerical reference points, and explicit requirements for further work. Its observational source coverage 

includes primary DESI, Planck, ACT, SPT-3G, Megamaser Cosmology Project (MCP), Cosmicflows-4 (CF4), and 

peculiar-flow records [5–10,30]. 

Table 1. Broad dependency clusters and scope of supported conclusions. 

Topic Examined object Supported result Not established 
Evidence needed 
for further analysis 

Local ladder / 
BBC 

Released corrected vector 
and structural 
decompositions 

A reported fixed-effect slope was 
algebraically localized to the 
explicit BBC term plus a 
near-zero bias-removed proxy 

No end-to-end truth-level 
validation, BBC 
overcorrection, or causal 
defect 

Matched truth, fit, 
pre/post vectors, 
covariance, and run 
manifest 
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Topic Examined object Supported result Not established 
Evidence needed 
for further analysis 

BAO–BBN 
bridge Fixed H₀ r₍d₎ relation Approximate -6.8% local-H₀ 

sound-horizon budget 

Model- and 
definition-dependent 
budget, not new physics 

Matched early-model 
likelihood or profile 
products 

CMB–DESI 
geometry 

Released constraints and 
response directions 

Near-common Ω₍m₎–h r₍d₎ 
direction described 

Shared-source geometry 
is not an independent 
causal explanation 

Joint simulations, 
cross-CMB covariance, 
full posteriors 

DESI 
response-direc
tion analysis 

Same released vector 
under mode 
decompositions 

An intermediate-redshift 
common-isotropic BAO response 
direction was high leverage in 
the released vector; a response 
direction in the first 
luminous-red-galaxy (LRG) bin 
provided a contrast. 

Multiple bases are not 
multiple observations or 
raw-pipeline tests 

Aligned raw variants 
and joint/cross-fit 
covariance 

ACT variants Official public chains 
Tested centers were stable 
within a correlated-source 
variant set 

Not a complete 
component-likelihood 
analysis 

New independent 
product or exact 
component likelihood 

TDCOSMO Public chain products 

Alternate implementation 
recovered 13/13 structures, 
39/39 quantiles within 
tolerance, and 12/12 Table 6 
rows at published precision 

Output-level traceability 
only; not likelihood, 
sampler, or 
astrophysical-model 
reproduction 

Original likelihood, 
sampler configuration, 
diagnostics, and 
portable environment 

Local flow / 
MCP–CF4 

Publicly released local-flow 
products 

Single-galaxy dominance was 
rejected within the specified 
tests; dependencies were 
mapped 

Joint-flow inference 
remains open 

Distance samples, joint 
covariance, zero-point 
cross-covariance, 
likelihood 

H0DN 
network 

Public data, design matrix, 
covariance, and solver 
specification 

Baseline and 
fixed-representation solver 
behavior were recovered 

Correlated 
peculiar-velocity and 
covariance generation 
remain incomplete 

Official source 
matrix/removal vector 
or author package 

Methods Non-ladder routes Shared assumptions and data 
were mapped 

No naive averaging of 
dependent analyses 

Compatible likelihood 
specifications and 
cross-route covariance 

 

The broad dependency map therefore supports scientific triage. It identifies where more arithmetic on the same 

released vector has low information gain and where a new external product would materially change the 

evidence. It does not support combining analysis summaries as though they were independent measurements. 

5. Focused analyses of public products 

5.1 GWTC-4 and GWTC-5 v1: headline recovery is not metric provenance 

The standard-siren analysis used two official posterior records and their associated files. For GWTC-4, the 

examined posterior had unrounded percentiles 

q₍15.865₎=67.1096877144, q₅₀=76.6372575526, q₍84.135₎=89.6794449380. 

The specified display rule gives 76.6⁽+13.0⁾₍-9.5₎ km s⁻¹ Mpc⁻¹, matching the published statement [13,14]. For 

GWTC-5 v1, the corresponding percentiles were 63.8759189462, 71.0170052237, and 80.0024959217, yielding 

71.0⁽+9.0⁾₍-7.1₎ km s⁻¹ Mpc⁻¹, again matching the published v1 statement [15,17]. A custom implementation and 

an implementation of the Hyndman–Fan type 7 quantile estimator agreed for all six percentiles. 

GWTC-5 v1 defines the quoted improvement as the relative decrease in average uncertainty computed from the 

68% credible interval and describes it as a comparison between the GWTC-5 and GWTC-4 headline results [15]. 

Applying that definition to the two examined public headline posterior files gives average half-widths 

11.2848786118 and 8.0632884877 km s⁻¹ Mpc⁻¹ and a relative reduction of 28.5478491605%. This is a diagnostic 
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of the examined public pair and does not reproduce the published 25.7%. The metric definition and the GWTC-4 

comparison are therefore explicit; what remained unidentified in the public provenance examined here was the 

exact legacy product or numerical realization that yields 25.7% under that definition. The v1 headline quantiles 

themselves were reproducible from the released posterior files. 

Version identity matters here in a literal temporal sense. On 4 August 2026, after the analysis of v1 had been 

fixed, the GWTC-5 arXiv record was revised to v2. The GWTC-5 v2 abstract reports 71.7⁽+9.4⁾₍-7.5₎ km s⁻¹ Mpc⁻¹ 

and a 22.0% uncertainty reduction [16]. The v2 values do not invalidate the v1 result; they refer to a different 

version of the publication. This manuscript therefore refers to 71.0 and 25.7% only as GWTC-5 v1 quantities tied 

to the corresponding Zenodo product, not as current headline results. 

5.2 Pantheon+ BBC: limits of public source completeness 

BEAMS with Bias Corrections (BBC) is a simulation-based framework for correcting selection effects and 

contamination in Type Ia supernova Hubble diagrams [11]. The analysis used the Pantheon+ data-release 

repository at commit c447f0fea703fcd0fff57de5000947b5ca81286b [12]. At that commit, public files 

establish the final real-data vector, corrected-magnitude fields, covariance products, ten data-sized simulation 

realizations, and configuration families for the PIPPIN supernova-cosmology pipeline [31]. They do not uniquely 

assemble the bundle needed for an end-to-end truth-level validation: 

BiasCor truth → matched fitted sample → BBC pre/post vector → same-order covariance → executed 
configuration. 

Several PIPPIN paths resolve to project-local or environment-dependent locations, multiple bias-correction 

(BiasCor) simulation/training families are present, and the approximately 2 GB BiasCor training files referenced 

by the public README were not supplied as a single versioned, checksummed public bundle at the source 

version examined. The analysis did not substitute the ten public test realizations for the nominal training 

products and did not reuse the final real-data covariance as a covariance for simulated end-to-end validation. 

This is a determinate source-completeness finding: the available public material was insufficient to define a 

unique end-to-end truth-level validation test. It is not evidence that BBC corrections are wrong, too large, or 

responsible for the Hubble tension. The earlier downstream algebraic localization remains valid for its question 

about the released corrected vector; the present source-completeness result concerns a different upstream 

generative question. 

5.3 H0DN singular covariance: stable arithmetic and an off-support projected-loss test 

The H0DN public baseline is H₀=73.50±0.81 km s⁻¹ Mpc⁻¹ [1]. Under the fixed public code, data, and numerical 

specification, the analysis reproduced the more precise numerical values 

H₀=73.49875364360662±0.8088000253378453 km s⁻¹ Mpc⁻¹, 

with a solver-reported Moore–Penrose projected-loss statistic χ²=117.55968168211207 and rank-adjusted 

degrees of freedom 119. Because the rounded public vector is shown below to be off covariance support, this 

quantity should not be read without qualification as an ordinary full-data Gaussian goodness-of-fit statistic. The 

255 × 255 covariance had no materially negative eigenvalues under the PSD diagnostic λ<−10⁻¹² maxᵢ|λᵢ|. Under 

the public Moore–Penrose policy with absolute cutoff atol=1×10⁻¹⁰ and rtol=0, its numerical rank was 183 and 

nullity 72; the 255 × 64 design matrix produced a full-rank 64 × 64 normal system. Within the original row 

representation, changing the absolute pseudoinverse cutoff from 10⁻¹⁴ through 10⁻⁷ produced zero recorded 

spread in H₀. 
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The support distinction is essential. If a symmetric positive-semidefinite covariance factors as C=BBᵀ and a 

residual lies on support, r=Bu, then rᵀC⁺r=uᵀu. After any invertible row transformation D, the transformed 

residual is DBu and the transformed quadratic has the same value. Thus the target-dependent quadratic of the 

on-support singular Gaussian is invariant under invertible coordinate changes. 

The rounded public H0DN vector is not in that setting. The covariance null-space projector P₀ satisfies 

‖P₀A‖_F≈1.04×10⁻¹³, while ‖P₀y‖₂=0.1887490826897 mag. The design is nearly in covariance support, but the 

rounded data vector has an off-support component that cannot materially be removed by varying the 

parameters. The examined Moore–Penrose objective therefore acts as a projected loss: it ignores the Euclidean 

null-space component. That off-support extension is not generally invariant because a non-orthogonal 

transformation changes the Euclidean projection geometry. 

The representation test applied an invertible positive diagonal row scaling D to all three objects: (A,y,C) ↦ 

(DA,Dy,DCDᵀ). Under the projected Moore–Penrose loss used for this off-support vector, the resulting target 

estimate shifted by 

Δ H₀=-0.052445422611000936 km s⁻¹ Mpc⁻¹. 

Four separate linear-algebra implementations developed within this study—SciPy pseudoinverse, explicit SVD, 

symmetric eigendecomposition, and support-restricted whitening followed by rank-revealing least 

squares—agreed on the shift to a spread of 1.99×10⁻¹² km s⁻¹ Mpc⁻¹. An 80-digit decimal elimination of the 

already double-precision-constructed 64 × 64 normal systems gave -0.05244542261171722333…; this check 

isolates final-solve arithmetic and does not reconstruct the full covariance pseudoinverse at 80-digit precision. 

Dense orthogonal transformations preserved H₀ to a maximum absolute change of 1.51×10⁻¹⁰ km s⁻¹ Mpc⁻¹. An 

exact two-dimensional rational example reproduces the same off-support projected-loss mechanism (Technical 

Supplement A). The covariance nullity is 72, equal to the dimension (37-1)(3-1)=72 of a host-by-anchor 

interaction subspace after main effects are removed. That dimensional equality alone does not prove that the 

covariance null space is identical to that interaction subspace; Technical Supplement A states the weaker 

structural localization supported by the available evidence. 

None of these findings supplies a corrected H₀. An exploratory full-rank variance-component example was 

explicitly illustrative; its conditional H₀ was 73.4943 rather than a proposed replacement. The established 

conclusion is narrower: the tested off-support projected Moore–Penrose loss is not invariant under the exact 

non-orthogonal transformation. It does not show that arbitrary singular Gaussian inference is non-invariant, and 

a literal degenerate-Gaussian reading of the rounded public vector requires further generative clarification. 

5.4 Supernova scalar compression: target sufficiency versus diagnostic information retention 

The H0DN network uses a supernova Hubble-flow component connected to public Pantheon+ products [2–4]. 

The analysis identified a 277-row block and considered only the fixed-covariance, one-intercept linear Gaussian 

model. Let d be the 277-vector, C its fixed covariance, and 1 the intercept design. Then 

â=(1ᵀC⁻¹d)/(1ᵀC⁻¹1), V=(1ᵀC⁻¹1)⁻¹. 

For this fixed model, â=0.7163834210954622 and √V=0.0018926416391806472. Completing the square gives 

(d-a1)ᵀC⁻¹(d-a1)=χ²₍min₎+((a-â)²)/(V). 

Because C is fixed, V is fixed rather than data-dependent; therefore â itself is sufficient for the likelihood 

dependence on the single target a in this one-intercept Gaussian model. The stored pair (â,V) is a convenient 

lossless representation for target inference, and substituting it into the network reproduces the same target 

estimate and uncertainty; no claim of minimal sufficiency beyond this fixed model is made. The compression 
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nevertheless omits χ²₍min₎=206.7606364373241 for 276 degrees of freedom. Under a nominal χ² distribution 

with 276 degrees of freedom, the corresponding lower-tail probability is 6.676284563444202×10⁻⁴, so the 

aggregate residual is itself unusually low rather than unremarkable. Low overall χ² and residual scatter have also 

been reported for the broader Pantheon+ data under different samples and model fits [29]; that prior 

observation does not identify the cause of the present subset result. The scalar representation is therefore not 

sufficient for assessing residual magnitude or pattern. The final numerical validation checked the identity over 

seven profile points with maximum residual 3.41×10⁻¹³ and constructed exact synthetic vectors with the same 

compressed mean and variance but χ² values of 2 and 8. Target-parameter sufficiency and diagnostic information 

retention are logically distinct [22–25,27]. 

5.5 Residual localization and limits of same-name provenance 

The omitted supernova residual term was decomposed into orthogonal subspaces. Thirty names had multiple 

rows, comprising 69 of the 277 rows and 39 within-name contrast degrees of freedom. The total residual split as 

206.760636437324=11.209315063603 (39 df)+195.551321373721 (237 df). 

Under the specified conditional beta-ratio calibration for this residual partition, the within-name statistic had 

lower-tail probability 9.368362232281232×10⁻⁵ and two-sided probability 1.8736724464562464×10⁻⁴, where the 

two-sided value is defined as twice the smaller beta tail. The distinct marginal χ² calibration for the fixed 

39-dimensional contrast gives lower-tail probability 3.6795245876638087×10⁻⁶. These quantities answer 

different reference questions. The low contrast statistic persisted under the tested covariance alternatives: the 

full case gave 11.209315/39, removal of rowwise velocity terms gave 14.734236/39, and the Pantheon+ 

statistical-only (STATONLY) covariance gave 16.233448/39 with p=4.856832550848106×10⁻⁴. Robustness checks 

included an alternate contrast basis, 32 orthogonal trials, and an independently written parser and 

eigendecomposition implementation. All 24 predefined same-name validation checks passed, and the separate 

implementation also passed. 

This result localizes where an unusual residual feature lies; it does not identify its cause. Public provenance 

checks mapped all 277 official Hubble-flow rows and all 76,729 covariance elements exactly. For the 69 multirow 

entries, a direct search identified unique compatible public photometric input candidates for 38 rows; a 

target-excluded survey mapping resolved candidates for the remaining 31, giving 69/69 candidate coverage 

among the seven public directories examined. At the next layer, 0/48 cross-series pairs had byte-exact reused 

observation lines, 4/48 met the specified numeric-compatibility criterion, 434/434 used-filter records mapped to 

public transmission assets, all 6,744 observations were covered, and 7/7 series had public configuration 

references at the pipeline level. 

These are substantial partial results for data identity, numerical traceability, representation, diagnostics, and 

public provenance, but the public evidence did not establish a unique executed route 

Raw photometry → light-curve fit → BiasCor/BBC processing → final corrected-magnitude network row. 

Accordingly, the analysis does not infer duplicated observations, statistical independence or dependence of 

specific rows, a survey cause, a row-removal prescription, an overestimated covariance, or a corrected network 

result. 

5.6 TDCOSMO: output-level implementation cross-check 

The TDCOSMO analysis provides a contrasting successful output-level cross-check. A separate implementation 

developed for this study was first tested blindly on three prespecified test files and fixed before extension to 

twelve flat-ΛCDM Table 6 chains plus one release-identifier product. It passed 13/13 structural comparisons, 
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39/39 q16/q50/q84 comparisons within the predefined tolerance, and 12/12 Table 6 rows at published precision, 

using public commit d7f38db341f68be1df0d9ac1fc528c45113f94cf and the specified equal-weight 

Hyndman–Fan type 7 quantile rule [18]. 

The result is strong evidence for data-product identity, output traceability, and implementation diversity at the 

endpoint. It is not reproduction of the original likelihood evaluation, sampler behavior, convergence assessment, 

blinding process, or astrophysical generative model. This limited success illustrates why numerical output 

agreement does not by itself establish executed-run provenance or a generative model. 

6. Cross-case synthesis 

Table 2. Principal distinctions established by the examined cases. 

Case Supported result Not established Key unresolved requirement 

TDCOSMO 
chains 

Structure, quantiles, printed Table 
6 values 

Original likelihood/sampler or 
astrophysical validation 

Portable likelihood and sampling 
environment 

GWTC-4/5 v1 Six headline percentiles and 
displayed intervals 

Exact reproduction of the published 
v1 25.7% uncertainty reduction from 
the examined public headline 
posterior pair 

Public legacy product or numerical 
realization that yields 25.7% under 
the stated 68%-CI 
average-uncertainty metric 

Pantheon+ BBC Final-vector identity and 
downstream algebraic localization 

End-to-end truth-level correction 
validation or overcorrection claim 

Versioned truth → fit → BBC 
pre/post → covariance bundle and 
fully resolved executed 
configuration 

H0DN covariance Baseline, rank, cutoff stability, and 
off-support projected-loss test 

General non-invariance, corrected 
H₀, or physical cause 

Covariance generative model, 
unrounded inputs, and external 
replication 

SN compression One-intercept target likelihood Residual adequacy or pattern Residual-level diagnostics 
relevant to the question 

Same-name 
residual and 
provenance 
analysis 

Residual localization and 
extensive public candidate 
mapping 

Exact production history, 
dependence, or cause 

Versioned run manifest and 
row-level production provenance 

 

Three general observations follow across the examined cases. 

First, output traceability is version-specific. The GWTC-5 revision demonstrates that a valid analysis can become 

historically scoped without becoming false. A reproducible claim must carry the file, release, quantile rule, and 

time. 

Second, statistical sufficiency is target- and model-specific. In the fixed-covariance one-intercept supernova 

model, â preserves all likelihood dependence on the target, whereas the scalar representation does not retain 

the residual structure needed for model diagnostics. A phrase such as “the compression is sufficient” is 

incomplete unless the target, model, and diagnostic task are named. 

Third, support status controls the invariance statement. A singular-Gaussian quadratic evaluated strictly on 

covariance support is invariant under invertible row coordinates. The examined H0DN vector instead has an 

off-support component and is evaluated through a projected Moore–Penrose loss. Because that projection is 

defined by ambient Euclidean orthogonality, a non-orthogonal congruence can change the projected extension. 

The observed shift is not ordinary solver instability: several algorithms and high-precision arithmetic agree. It is 

specific to the tested off-support projected-loss prescription. 

Across all cases, a finding that public source material is insufficient for a unique test can itself be a completed 

result. When public products do not define a unique analysis, stopping is more informative than silently choosing 
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an undocumented substitute. The available records specify which new source material would materially change 

the conclusion and help avoid repeated analysis of unchanged information. 

7. Final numerical and logical validation 

The final validation set included only checks capable of changing a manuscript-level claim. It did not reopen 

broad exploratory searches. For H0DN, it tested four solver implementations, high-precision normal-system 

solves, orthogonal transformations, a non-orthogonal congruence defect, covariance-support projections, and an 

exact rational example. For the supernova block, it used a separate parser, Cholesky and eigendecomposition 

routes, complete-square identities, and exact synthetic equal-compression/unequal-residual examples. For the 

same-name contrasts, it reran the predefined validation script rather than defining a new statistic after the result 

was known. 

All 24 final-validation checks (15 H0DN checks and 9 supernova-block checks) passed. The four H0DN off-support 

projected-loss transformation paths had a spread of 1.9895×10⁻¹², the maximum orthogonal-transform shift was 

1.5085×10⁻¹⁰, and the relative Frobenius defect of the tested mapped-precision congruence check Dᵀ(DCDᵀ)⁺D 

versus C⁺ was 3.80468×10⁻⁴. The projected design and data norms were 1.0381×10⁻¹³ and 0.1887491, 

respectively. Separately, the same-name residual validation passed all 24 of its own predefined checks. 

No further reanalysis of the unchanged evidence was considered warranted after these checks. Future work 

remains appropriate if materially new evidence becomes available—for example, an external H0DN replication, 

an official end-to-end BBC truth-to-output validation bundle, exact GWTC comparator provenance, an executed 

supernova provenance manifest, DESI raw variants with cross-fit covariance, local-flow likelihood products, or a 

portable TDCOSMO generation environment. Publication drafting reports the completed analyses and does not 

constitute a new scientific test. 

8. Discussion 

8.1 Reproducibility should be reported as a vector, not a badge 

Reproducible computational research requires inspectable objects and an executable link between claims and 

evidence [28]. The cases here suggest that a single “reproducible/not reproducible” label compresses away 

essential distinctions. At minimum, a reader should know whether the same data product was used, whether the 

output was recovered, whether the target inference survived transformation or compression, whether diagnostic 

information was preserved, whether the executed computation was traced, and whether the evidence supports 

a generative or causal interpretation. 

The seven-part framework is deliberately practical. It can be recorded in a table and linked to source references. 

It also discourages unsupported escalation of claims: recovery of a published numerical output does not 

establish a causal interpretation without additional evidence. Conversely, an unresolved provenance question 

does not erase a successful numerical reproduction. TDCOSMO output traceability remains valuable even though 

the sampler was not reproduced; H0DN baseline recovery remains correct in the fixed representation even 

though the off-support projected-loss extension is representation-sensitive under the tested scaling. 

8.2 Residual information is part of the scientific object 

Parameter compression can be exact for a declared target, but model assessment asks a different question. 

Classical work on sufficient statistics and residual examination already separates estimation from diagnostic 

information [22–25]. The supernova case gives a concrete cosmology example: the compressed scalar carries the 
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curvature and location of the fixed-covariance, one-intercept likelihood, while the omitted constant contains the 

entire residual goodness-of-fit for that block. If a downstream user receives only the scalar, the target estimate 

can be right even though an unexpected residual structure is invisible. 

This distinction does not make compression improper. It specifies what should accompany compression when 

the public purpose includes validation: at least the minimized residual term, degrees of freedom, and enough 

projected residual information to test salient patterns. In the present block, the aggregate residual is already low 

under the nominal χ² calibration. The same-name subspace result adds a stronger localization statement: the 

39-dimensional same-name contrast carries substantially less residual energy than expected under the specified 

covariance-calibrated partition. 

8.3 Singular covariance requires a declared geometry 

In full-rank generalized least squares, invertible row transformations preserve inference when covariance 

transforms by congruence. The same target-dependent quadratic invariance holds for residuals strictly on the 

support of a singular Gaussian [19–21]. The qualification arises when an observation is off support and the 

Moore–Penrose quadratic is extended to it as a projected loss: the ambient Euclidean projection is then part of 

the prescription. The H0DN example shows that solver agreement and cutoff stability do not settle this 

off-support representational question. 

The magnitude of the observed shift is small relative to the published H0DN uncertainty and is not presented as 

a tension-relevant correction. Its importance is logical and limited: two exact coordinate descriptions of the 

tested off-support rounded vector need not yield identical targets under the adopted projected-loss extension. A 

publication using such a convention should state the representation, support interpretation, invariance class, and 

treatment of off-support observations. The result should not be generalized to arbitrary singular Gaussian 

inference. 

8.4 Limits of provenance claims when the executed path is not uniquely identified 

The BBC and same-name analyses show why a rich public repository is not equivalent to executed-run 

provenance. A repository can contain final vectors, test simulations, filter curves, and configuration templates 

while still lacking a unique mapping to the production run. Causal language—“this correction caused the shift,” 

“these rows reuse the same observations,” or “this pipeline is defective”—requires evidence that bridges the 

executed chain. Filename similarity, compatible numerical data, or plausible configuration families are useful 

candidate evidence but do not complete that bridge. 

8.5 Negative and limited results clarify requirements for further work 

When the public source material is insufficient, or when repeated analysis of unchanged evidence is unlikely to 

answer a distinct scientific question, further computation is not informative by itself. The present analyses 

instead specify which external observations, files, or provenance records would be needed to justify additional 

work. 

9. Limitations and explicit nonclaims 

This is a project-level analysis of public products, not an external replication by an unaffiliated team. The same 

author directed the analyses and manuscript synthesis, and AI systems assisted under human review. Using 

multiple separately implemented analysis paths reduces some coding risks but does not supply social or 

institutional independence. 
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The broad dependency map is heterogeneous, and not every topic was revisited in the later focused analyses. 

Decompositions of released vectors are not substitutes for tests of the underlying data-processing pipeline. The 

seven dimensions of reproducibility evidence are qualitative reporting categories derived from these cases rather 

than a validated measurement scale or universal theory. The H0DN transformation result is specific to the fixed 

matrices, rounded off-support vector, tested scaling, and projected Moore–Penrose loss. It does not establish 

non-invariance for an on-support singular Gaussian likelihood. The supernova sufficiency result is specific to the 

fixed-covariance, one-intercept linear Gaussian model. Tail probabilities for the same-name contrast describe the 

specified statistic under its stated calibration; they do not by themselves identify a data-generating cause. The 

available publication evidence shows that the 39-dimensional contrast was fixed for the documented robustness 

reruns, but it does not establish a complete prospective search history showing that this subspace was selected 

before all residual inspection, nor does it provide a multiplicity adjustment over every candidate diagnostic 

subspace. The reported tail probabilities should therefore be read as diagnostic calibrations for the specified 

statistic, not as multiplicity-adjusted confirmatory discovery significances. 

The manuscript does not establish any of the following: 

●​a corrected, preferred, or replacement value of H₀; 

●​a revised statistical significance for the Hubble tension; 

●​a unique astrophysical, instrumental, survey, or software cause; 

●​that Pantheon+ BBC corrections are excessive or incorrect; 

●​that the H0DN public value or covariance is “wrong”; 

●​a defective named pipeline, a row-deletion rule, or a covariance correction; 

●​a solution to the Hubble tension or evidence for new physics; 

●​external replication of the project’s reimplementations. 

10. Conclusions 

The completed analyses support a layered reading of public Hubble-constant inference products. Headline 

numbers can be reproducible while the provenance of a historical metric remains unresolved; an off-support 

rounded vector evaluated by a projected Moore–Penrose loss can yield representation-dependent estimates 

even though the on-support singular-Gaussian quadratic is invariant; and a scalar can be sufficient for a 

fixed-model target parameter while discarding all information needed for residual assessment. Public candidate 

inputs can be mapped extensively without establishing which executed run generated a final corrected row. 

No unresolved contradiction among the specific audited claims was found once claim, source product, numerical 

specification, and version or date were aligned. The strongest supported result is therefore not a new 

cosmological value but a clearer boundary between numerical reproduction, diagnostic information retention, 

computational provenance, and causal attribution. No additional inference is supported by the unchanged 

evidence without introducing a new external product, provenance record, or independent replication. Further 

scientific work should therefore be tied to such new information rather than another analysis of the same bytes. 

Data and code availability 

The accompanying Publication Reproducibility / Evidence Supplement v1.1 (20 August 2026) provides source 

identifiers, versioned source records, project-created code, summarized numerical results, provenance metadata, 

and integrity manifests used here; third-party raw data and posterior products are not redistributed. The public 

Hubble Tension Map reproducibility repository is 
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https://github.com/yokken0907/hubble-tension-full-reproducibility (v1.1, 20 August 2026). The repository 

provides traceability materials and does not supersede the four versioned archival packages. 
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manuscript. AI-assisted reimplementations developed within this study are not represented as external 
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