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Abstract

Large language models (LLMs) can generate personalized educational content on demand but
offer no principled way to optimize the sequence, difficulty, and pacing of that content against
the competing objectives of effective learning—mastery, engagement, cognitive load, and prereq-
uisite satisfaction. Bio-inspired metaheuristics such as the Salp Swarm Algorithm (SSA) are well
suited to this constrained, multi-objective scheduling problem but have not been coupled to a
generative content engine for learning-pathway design. We propose SSA-LLM, a human-in-the-
loop framework in which SSA searches the space of pathway configurations, a generative engine
realizes each configuration as content and assessment, and learner signals return to the optimizer
as its fitness. We prove that the formulation strictly generalizes prior single-objective optimiza-
tion, returns prerequisite-feasible pathways, is “‘no-harm” relative to its feasibility-repaired seed,
and has inference cost bounded by content diversity. In a controlled simulation and on a cur-
riculum whose content is actually authored by a frontier language model, the optimizer’s fitness
responds significantly to objectively measured content quality (p < 1072'). Under a leveled
comparison that gives every baseline the same feasibility decoder, SSA-LLM achieves the best
fitness (Cohen’s d = 0.33-2.1); a hardness analysis candidly locates its advantage in small-to-
moderate selection problems, while a strong heuristic is preferable for very large pools. Running
the generator in a live classroom loop remains future work.

Keywords: personalized learning, Salp Swarm Algorithm, large language models, multi-objective
optimization, adaptive learning, human-in-the-loop, metaheuristics.

1 Introduction

The aspiration to teach each student as an individual is older than educational technology itself.
Its modern empirical benchmark was set by Bloom, whose “2-sigma” studies found that one-to-one
mastery tutoring could raise the average learner roughly two standard deviations above conventional
clagsroom instruction [2]. The intervening decades of research on intelligent tutoring systems have
sought to recover that advantage at scale, and careful meta-analysis now places the best computer
tutors within striking distance of human tutors [3]. Achieving such gains, however, has always
required two distinct capabilities to operate in concert: the system must decide what the learner
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should do next, and it must produce the material with which the learner will do it. Historically these
capabilities have been pursued by different research communities, with different tools, and they have
rarely been unified within a single principled framework.

On the first capability—deciding what comes next—the dominant approaches estimate a learner’s
evolving competence and sequence activities accordingly. Knowledge-tracing models, from the
Bayesian formulation of Corbett and Anderson [4] to its deep recurrent successors [6], infer la-
tent mastery from a history of responses, and reinforcement learning has been used to translate
such estimates into adaptive instructional policies in live courses [7]. Jamali et al. showed that
pathway construction can be cast as a combinatorial search problem and solved with the Salp
Swarm Algorithm (SSA), a bio-inspired metaheuristic well suited to the ordered, constraint-laden
structure of a curriculum [1]. What these methods share is an assumption that the content itself is
given: they select and order items drawn from a fixed, hand-authored bank.

The second capability—producing the material—has been transformed by large language models
(LLMs). Built on the transformer architecture [9] and scaled into capable few-shot learners [10],
contemporary LLMs can author explanations, worked examples, hints, and assessment items on
demand and condition them on a learner’s profile, and the educational community has begun to
map both their promise and their hazards [11]. Adaptive interfaces that we have built on these
capabilities yield measurable improvements in the learner experience [5]. Yet an LLM, left to
choose the next activity by itself, optimizes nothing in particular. It produces locally plausible
suggestions without a global objective, and it offers no guarantee that the sequence it proposes will
respect prerequisite structure, stay within a time budget, or hold the difficulty in the productive
band between boredom and frustration that Cognitive Load Theory identifies as essential to learning
[13].

This juxtaposition exposes a complementary weakness on each side. The metaheuristic optimizer
reasons globally about competing objectives and hard constraints but, in its classical form, can only
rearrange a static catalogue; the generative model produces fluent, individualized material but
cannot reason about the pathway as a whole. The central premise of this paper is that these
limitations are duals of one another, and that a system which lets each component do what it
does best—the optimizer searching the space of pathways, the generator realizing each candidate
as concrete content—can be stronger than either in isolation. We make this premise concrete in an
architecture we call SSA-LLM, in which the Salp Swarm Algorithm searches over learning-pathway
configurations, an LLM instantiates each configuration as content and adaptive assessment, and
signals collected from the learner are fed back as the optimizer’s fitness, closing the loop.

Contributions. Against this background, the paper makes the following contributions:

1. SSA-LLM architecture. A hybrid, closed-loop design in which SSA searches the space
of pathway configurations and an LLM instantiates each candidate as concrete content and
assessment, while learner signals close the loop as fitness (Section 5).

2. Multi-objective pathway fitness. A fitness formulation over mastery gain, engagement,
cognitive-load /time, and prerequisite satisfaction that extends the single-objective pathway
optimization of Jamali et al. [1] (Section 3).

3. Human-centered feedback loop. A mapping from real learner user-experience signals |5]
into optimizer fitness, grounded in a human-in-the-loop generative platform design [8|, with
sparse-data imputation for incomplete learner histories [12].



4. Theoretical guarantees. Proofs that the formulation strictly generalizes prior single-objective
optimization, that returned pathways are prerequisite-feasible, that the optimizer is Pareto-
safe (“no-harm”) relative to the feasibility-repaired seed, and that inference cost is bounded
by content diversity (Section 6).

5. An honest, leveled evaluation. A controlled simulation study against random, rule-based,
RL, and LLM-only baselines under a leveled protocol that grants every baseline the same
feasibility decoder, so that the comparison isolates search quality from feasibility handling;
together with a hardness analysis that characterizes when the swarm is, and is not, worth its
cost relative to a simple heuristic (Sections 7-8).

6. A real-generation study. An evaluation on a curriculum whose content is actually authored
by a frontier language model, with quality scored from objective text features, showing that the
optimizer’s objective responds significantly to real content quality rather than to an assumed
constant (Section 8.1).

Scope. We are explicit about what is and is not demonstrated here. The contribution is the
framework, a set of proofs about its behaviour, a controlled study of its optimization, and a real-
generation study in which the content is authored by a frontier language model and its quality
measured from objective text features (Section 8.1). What we do not yet do is run the generator
inside a live, per-learner loop or in the classroom: generation here is offline and one curriculum
deep, and content quality is scored by reproducible features rather than validated against human
raters or learning outcomes. Closing that gap, in the undergraduate contexts [16] that motivate the
work, is the principal item of future work (Section 10).

The remainder of the paper is organized as follows. Section 2 situates our approach within
the literatures on intelligent tutoring, bio-inspired optimization, and generative models. Section 3
formalizes the pathway-optimization problem, and Section 4 states our claims as explicit assertions
and hypotheses. Section 5 details the SSA-LLM architecture, after which Section 6 establishes
its theoretical guarantees. Sections 7 and 8 describe the simulation study and report its results.
Section 9 discusses the findings in relation to prior knowledge, and Sections 10 and 11 close with
limitations and conclusions.

2 Related Work

Our work draws on three research traditions that have largely developed in parallel: the study of
intelligent tutoring and adaptive sequencing, the design of bio-inspired optimization algorithms, and
the use of generative language models as engines for educational content. We review each in turn
and, in doing so, make explicit the gap that motivates the present contribution.

2.1 Intelligent tutoring and adaptive sequencing

The instructional problem we address is long-standing. Bloom’s “2-sigma” finding established indi-
vidualized mastery learning as the standard against which scalable instruction should be measured
[2], and subsequent meta-analysis demonstrated that intelligent tutoring systems can approach the
effectiveness of human tutors, with reported effect sizes near d ~ 0.76 [3]. Realizing this potential
depends critically on an accurate model of the learner’s evolving competence. Cognitive-tutor sys-
tems built on the ACT-R theory established that model-tracing tutors can be designed around an
explicit cognitive model of the skill [14] and, deployed at scale, can raise achievement substantially



in real classrooms [15]; adaptive-hypermedia systems likewise tailored content and navigation to
a user model [17]. The most influential learner models trace knowledge over time: the Bayesian
Knowledge Tracing of Corbett and Anderson estimates the probability that a skill has been mas-
tered from a sequence of observed responses [4], Deep Knowledge Tracing showed that recurrent
networks capture richer temporal dependencies [6], and later work extended this with key-value
memory networks [18] and factorization machines [20].

Given such a model, the question becomes how to act on it. Reinforcement learning offers
one answer, framing instruction as a sequential decision problem, and a substantial literature now
examines instructional sequencing through this lens [21]; Bassen et al., for instance, deployed what
they describe as the first reinforcement-learning instructional policy to schedule activities in a live
online course [7]. We adopt a reinforcement-learning sequencer of this kind as one of our baselines. A
property shared by all of these approaches, and important for the gap we identify, is that they operate
over a fized repository of activities: they decide which existing item a learner should encounter next,
but they do not author the item itself.

2.2 Bio-inspired optimization

A complementary line of work treats sequencing and scheduling as combinatorial optimization to
be solved by metaheuristics that mimic collective behaviour in nature, a tradition that runs from
ant-colony optimization [22], particle swarm optimization [24], and differential evolution [25] to a
more recent generation of swarm algorithms such as the Grey Wolf Optimizer [26] and the Whale
Optimization Algorithm [28]. The Salp Swarm Algorithm (SSA) belongs to this family, modelling
the chain-foraging behaviour of salps, and has proven effective across a range of engineering design
problems [29]; binary and hybridized variants have since been developed for combinatorial tasks
such as feature selection [30]. No optimizer is universally superior—the No-Free-Lunch theorem
makes this precise [32]—so the choice of SSA must be justified by the structure of the problem
at hand rather than by any claim of general dominance. A recent systematic review by Jamali et
al. surveys the bio-inspired metaheuristics applicable to constrained scheduling and locates SSA
among them [19], and their study of a modified SSA for scheduling duties in cloud environments
showed that constraint-aware operators substantially improve convergence on discrete, constraint-
laden schedules [23]. The pathway-construction problem we consider has exactly this character, and
the same machinery transfers to it. When trade-offs among objectives are to be reported explicitly
rather than collapsed into a single score, evolutionary multi-objective optimization offers a rich
alternative [33], from the elitist NSGA-IT [35] and its many-objective successor NSGA-III [36] to
decomposition-based methods such as MOEA /D [37], a direction we return to in Section 6.

2.3 Personalized learning and generative content

The personalization layer on which we build has been articulated in a series of student-centered
frameworks that decompose the problem into learner modelling, content selection, and assessment,
and the work of Jamali et al. established that the resulting pathway-construction task can be cast as
a search problem and optimized with SSA [1]. Complementary studies have examined the learner’s
side of the interaction, showing that Al-powered adaptive interfaces yield measurable gains in user
experience [5] and that human-centered generative platforms can make the feedback loop between
learner and system an explicit object of design [8]. Cognitive Load Theory supplies the principle
that ties these threads to our objective function: challenge must be calibrated to the learner rather
than maximized, since excessive load impairs rather than promotes learning [13].

The capacity to generate, rather than merely select, instructional material is what distinguishes



the present setting from earlier work. Transformer architectures [9], the bidirectional pre-training
they enabled [39], and the large-scale few-shot models built upon them [10] can produce expla-
nations, worked examples, hints, and assessment items on demand; instruction tuning from hu-
man feedback [40] and prompting strategies such as chain-of-thought [41] further improved their
controllability and reasoning. The educational research community has begun to chart both the
opportunities and the risks this entails [11], against a backdrop of broader systematic reviews of
artificial intelligence in higher education [43]; the broader shift from classical machine learning to
transformer-based pipelines is one documented across the predictive, sensing, and energy-modelling
studies of Jamali et al. [27, 31, 34], who have also begun to explore neuro-symbolic generative
adapters that couple structure with generation for foundation models in adjacent domains [38].
Two well-documented failure modes shape our design directly. The first is hallucination, the ten-
dency of language models to generate fluent but unfounded content [44], which we mitigate by
grounding generation in a curated curriculum through retrieval-augmented generation [46], now a
broad and active research area [47]. The second is the sparsity of early learner histories, for which
we adopt LLM-coupled neural imputation—drawing on the emerging toolkit of quantum machine
learning [48]—to reconstruct missing signals [12].

2.4 Deployment and collaboration

Finally, two practical considerations inform the broader design. Coupling a language model with
a population-based optimizer is computationally demanding, since each candidate pathway may
invoke the generator many times; cloud-based computation models for resource-constrained clients
therefore inform our deployment strategy [42]. And because learning is seldom a solitary activity,
the global platforms for idea sharing and collaboration we have studied previously suggest a natural
avenue for extending optimized individual pathways to coordinated, multi-learner settings [45].

3 Problem Formulation

We now make the pathway-construction problem precise. The formulation is deliberately general:
it treats the selection, ordering, and pacing of learning activities as a single optimization over a con-
strained, multi-objective utility, so that the competing pedagogical concerns introduced informally
above can be weighed against one another in a transparent way.

Let M = {m1,...,mg} be apool of candidate learning modules, each associated with a difficulty
parameter d; and a set of prerequisites pre(m;) € M. A pathway for learner u is an ordered
sequence m = ((My(1),P1), - -5 (Mo(r),PL)), in which o is a permutation that selects and orders L

of the modules and each py encodes the pacing and difficulty parameters of the corresponding step.
Table 1 summarizes the notation used throughout the paper.

Given a learner model 6, that captures estimated mastery, preferences, and prior history, we
seek the pathway that maximizes a weighted multi-objective utility,

F(r | 6,) = w1 G(r,0,) + ws B(r,0,) — w3 C(r, 0,) — wa P(L”), (1)

where, so that the four terms are commensurable, @, E, and C denote the per-step means of the
corresponding quantities over the L steps of the pathway and the prerequisite penalty is likewise
normalized by L, with P(7) itself the raw violation count defined below. The four terms encode
the pedagogical concerns identified earlier. The first, é(?’l’, 0.), is the predicted mastery gain, the
mastery-learning objective of [2] as estimated from a knowledge-tracing learner model [4, 6]. The



Table 1: Summary of notation.

Symbol Meaning

M, K pool of learning modules and its size

m;, d; module i and its difficulty

pre(m;) set of prerequisites of module m;

m, L a learning pathway and its length

o selection-and-ordering permutation

e pacing parameters of step £

0. learner model (mastery, preferences, history)

F(n|6,)  multi-objective pathway fitness, Eq. (1)
G,E,C, P gain, engagement, cost, violation penalty

wi,...,ws Objective weights

N, Thax salp-population size and iteration budget

c1 SSA adaptive coefficient

B number of distinct content tuples (cost bound)

second, E(m,0,), is a proxy for engagement. The third, C(m,6,), is a cognitive-load and time
cost, included because Cognitive Load Theory holds that challenge must be calibrated rather than
maximized [13|. The fourth, P(7), penalizes prerequisite violations and is defined as the number of
unmet prerequisites accumulated along the pathway,

L
P(m) =Y _|{m € pre(my() : m ¢ {mgq), - ma-n} }. (2)
(=1
The weights wy, ..., w, are set per deployment and constitute the explicit, inspectable policy lever

discussed in Section 9. Setting ws = w3 = wy = 0 recovers the earlier single-objective pathway
optimization of Jamali et al. [1], which considered mastery alone; the formulation above is thus a
strict generalization of it to the constrained, multi-objective setting, a point we prove formally in
Section 6.

4 Assertions, Observations, and Hypotheses

To make the scientific content falsifiable, we state the paper’s claims explicitly and separate what
we assert (claims requiring proof or empirical support), what we observe (established by prior
knowledge or by construction), and the hypotheses our evaluation tests. Each is later discharged
either by a proof in Section 6 or by the protocol of Section 7.

Observation 1 (Prior scientific baseline). Two facts are established by prior work. (i) SSA-based
pathway construction can optimize a single objective—mastery—over ordered activities [1], and SSA
converges on constrained discrete schedules when augmented with constraint-aware operators [23].
(i) LLM-driven adaptive tutoring improves local engagement and user experience [5, 8] but selects
the next activity greedily, without a global, constraint-aware objective.

Assertion 1 (Strict generalization). The multi-objective formulation of Eq. (1) subsumes prior
single-objective pathway optimization [1] as a special case; hence SSA-LLM cannot express fewer
solutions than the prior method.

Assertion 2 (Feasibility). SSA-LLM returns pathways with zero prerequisite violations (P(m*) =
0) whenever the prerequisite graph is acyclic—a guarantee LLM-only selection does not provide

(Observation 1(ii)).



Salp Swarm  ¢andidate LLM Content content Pathway
Optimizer (SSA) & Assessment Engine Deployment
F Oy updai/

Multi-objective Learner
Fitness F(r) signals (UX signals)

Figure 1: The SSA-LLM closed loop. SSA proposes pathway configurations; the LLM instantiates
each as content and assessments; learner UX signals are mapped to a multi-objective fitness that
drives the next SSA iteration.

Assertion 3 (No-harm dominance). With elitist retention and an LLM-only solution seeded into the
initial population, the pathway returned by SSA-LLM has fitness no lower than that of the decoded
(feasibility-repaired) seed it is initialized from. On top of a feasible seed, the optimizer can only
improve, never degrade, the objective; we are careful to distinguish this guaranteed swarm-driven
gain from the larger, decoder-driven gap over the raw generative-only baseline (see Theorem 1).

Assertion 4 (Tractable cost). The added optimization layer raises LLM-inference cost by a factor
bounded by the number of distinct (module, difficulty, learner-bucket) tuples rather than by the naive
product of population size and iterations, making the closed loop deployable under cloud offload [42].

Hypotheses (empirical). H1: SSA-LLM achieves higher overall fitness F' than Random, Greedy,
RL, and LLM-only baselines. H2: The optimizer layer is responsible for the gain, i.e., removing it
(LLM-only ablation) reduces F' and increases P. H3: Imputation [12] materially improves F' under
sparse early learner histories. Assertions 1-4 are discharged analytically in Section 6; H1-H3 are
tested in Sections 7-8.

5 The SSA-LLM Architecture

The architecture, shown in Figure 1, realizes the separation of concerns described in the introduction
as a closed loop among three cooperating components linked by a feedback channel. The Salp
Swarm optimizer proposes candidate pathway configurations; the language model instantiates each
configuration as concrete content and assessment; the learner interacts with the deployed pathway;
and the signals this interaction generates are aggregated into the multi-objective fitness that drives
the optimizer’s next iteration. We describe each component, and the encoding that connects them,
in turn.

5.1 Emncoding

Each salp encodes a candidate pathway 7 as a selection-and-ordering vector o over M together with
continuous pacing parameters py. We adopt a random-key representation so that the continuous
position vector produced by SSA maps deterministically onto a feasible permutation: the modules
are ranked by their keys, and a greedy prerequisite-repair step (formalized in Lemma 1) reorders
them into a prerequisite-respecting sequence during decoding. Figure 2 illustrates this decoding on
a small curriculum.



Random keys: A=.7, B=.2, C=.9, D=.5, E=.1
Key order (infeasible): E, B, D, A, C
After repair (feasible, P=0): A, B, D, C, E

Figure 2: Random-key decoding with prerequisite repair on a five-module curriculum. Edges point
from a prerequisite to a dependent module. Ranking by raw key yields an infeasible order (E and
C precede their prerequisites); the repair step admits a module only once all of its prerequisites are
placed, producing a prerequisite-feasible pathway with zero violations.

5.2 Optimizer

We adopt the modified Salp Swarm Algorithm previously validated on cloud scheduling [23], retain-
ing its leader/follower update with the adaptive coefficient

, (3)

where ¢ is the current iteration and Ti,ax the budget. The modifications (constraint-aware repair
and elitist retention) carry over directly to pathway scheduling because both problems are discrete,
ordered, and constraint-laden.

c1 =2 e_(4t/Tm'°‘X)2

5.3 Content engine

For each candidate pathway, the language model [9, 10| generates the module content, worked
examples, hints, and adaptive assessment items, conditioning its output on the learner model 6,,.
Because hallucination is a documented risk when language models are used in education [44, 11],
generation is retrieval-augmented [46] and grounded in a curated curriculum, so that the generated
material is anchored to verified source content. The preference for a transformer-based generator
over classical models follows the predictive-performance trends reported by Jamali et al. across
their sensing pipelines [27].

5.4 Fitness from learner signals

Once a pathway has been deployed, the signals generated as the learner interacts with it, including
response correctness, hint usage, dwell time, and self-reported difficulty, are aggregated into the four
objective terms of Eq. (1). This mapping reuses the signal taxonomy developed in our adaptive-
interface study [5] and the human-in-the-loop platform design of the Feedback Loop Architect [8].
Early learner histories are inevitably sparse, and so the missing entries of 0,, are reconstructed using
LLM-coupled neural imputation [12| before the fitness is computed.

5.5 Algorithm

Algorithm 1 summarizes one optimization run. In a live setting the loop runs incrementally: a
cohort is served the current best pathway, signals update fitness, and SSA refines the population
between sessions.



Algorithm 1 SSA-LLM pathway optimization
1: Initialize salp population {x;}¥, (random-key pathways)
2: Seed z1 <— LLM-only greedy pathway > enables Thm. 1
3: Initialize learner model 6, (impute missing entries [12])
4: for t =1 to Tyhax do

5 for each salp z; do

6 Decode x; — feasible pathway m; (prerequisite repair)

7: LLM instantiates m; as content + assessments

8 Estimate / observe signals; compute F(m; | 0,,) via Eq. (1)
9 end for

10: Update food source < arg max; F'(m;)

11: Update c¢1; update leader and follower salps

12: Update 6, from new learner signals

13: end for

14: return best pathway 7*

5.6 Deployment

Because each fitness evaluation may invoke the LLM many times, inference is offloaded to cloud
resources following a computation model for resource-constrained clients [42], keeping on-device
latency low while the population is evaluated server-side.

6 Theoretical Analysis

This section discharges Assertions 1-4 with proofs, and contrasts each result with the prior scientific
baseline of Observation 1.

Proposition 1 (Strict generalization; discharges Al). Setting wa = ws = wy = 0 in Eq. (1)
reduces F' to a monotone function of mastery gain alone. Consequently the single-objective pathway
optimizer of [1] is the special case (wy,wa, w3, ws) = (1,0,0,0) of SSA-LLM, and every pathway
expressible by the prior method is expressible here.

Proof. With wy = w3 = wy = 0, Eq. (1) becomes F(m | 6,) = wlé(ﬂ,ﬁu), which for w; > 0 is
an order-preserving transform of @; argmax over 7 is therefore identical to maximizing mastery
gain, the objective of [1]. The search space (orderings over M) is unchanged, so the prior method’s
feasible set is contained in ours.

Relation to prior knowledge. This makes precise the informal claim that the present work “extends”
[1]: the extension is a strict superset along three additional objective axes, not a different model.

Lemma 1 (Feasible decoding; supports A2). Let the prerequisite graph G restricted to the selected
modules be acyclic. The random-key decoder with greedy prerequisite repair (prerequisite closure
followed by scheduling a module only after all its selected prerequisites are placed) terminates and
returns an ordering ™ with P(m) = 0.

Proof. After closure, the selected set is prerequisite-closed and, by assumption, induces a directed
acyclic subgraph. The repair rule places a module only once all of its in-neighbors (prerequisites) are
already placed; this is exactly Kahn’s topological-sort admission rule. On a finite DAG, Kahn’s pro-
cedure admits every vertex exactly once and terminates. At admission of m,(y) all its prerequisites
appear among {Mey(1); - - - , Me(¢—1)}, S0 each term of P(r) is zero; hence P(r) = 0.



Corollary 1 (Optimizer-level feasibility; discharges A2). Every pathway evaluated by Algorithm 1
satisfies P = 0; in particular P(7*) = 0. By contrast, greedy LLM-only selection (Observation 1(i1))
carries no such guarantee: a locally fluent next module may precede an unmet prerequisite, incurring
P> 0.

Proof. Immediate from Lemma 1, since every salp is decoded through the repairing decoder before
fitness evaluation.

Theorem 1 (Elitist no-harm dominance; discharges A3). Let F}* = max; F(m;) at iteration t under
elitist retention of the incumbent food source. Then F} is non-decreasing in t. Let my be the LLM-
only ordering and let 7, = decode(my) be its prerequisite-repaired decoding, which is the solution
actually seeded into the population (line 2 of Algorithm 1). Then the returned pathway 7 satisfies
F(m*) > F(7y).

Proof. Elitism retains the best-so-far solution, so the incumbent at ¢t+1 is selected as arg max over a
set that includes the incumbent at ¢; hence F{',; > Fy", giving monotonicity and F7. > FY. Seeding

implies 7, is in the initial population, so F}' > F(7g). Chaining, F/(7*) = F}, > Fy > F(7g).

Relation to prior knowledge, stated carefully. Theorem 1 guarantees that SSA search never degrades
the decoded seed: once an LLM-only ordering has been made feasible by the decoder, the optimizer
can only match or improve it. We are deliberately precise about what this does not say. The
guarantee is relative to 74, not to the raw LLM-only pathway m,; because the decoder already
enforces feasibility (Lemma 1), 7, typically scores far higher than 7, (in our simulation the seeded
incumbent begins at F' = 0.130, whereas the undecoded LLM-only baseline scores F' = —0.434; cf.
Fig. 5 and Table 2). Consequently, the large empirical gap between SSA-LLM and the LLM-only
baseline is attributable primarily to the prerequisite-repair decoder rather than to SSA search per
se; what the theorem certifies, and what the convergence trace illustrates, is the smaller, monotone
improvement that the swarm contributes on top of that feasible seed. This honest decomposition
tempers, rather than inflates, the formal counterpart of hypothesis H2.

Proposition 2 (Inference-cost bound; discharges A4). Let B be the number of distinct (module,
difficulty-level, learner-bucket) tuples reachable during a run. With content caching keyed on this
tuple, the number of LLM generations is O(B), independent of the naive bound O(N L Tynax) from
N salps x L modules X Tiax tterations, and B < N L T ax-

Proof. Each generation request is fully determined by its cache key; a key is generated at most once
and served from cache thereafter. The number of distinct keys is B by definition, so generations total
O(B). Since every request’s key is one of the at most N LT . (salp, slot, iteration) combinations,
B < NLT.x, and typically B <« N LT, because pacing parameters and learner states discretize
into few buckets.

Relation to prior knowledge. Population-based search is classically criticized for high per-iteration
evaluation cost; here the expensive evaluation is an LLM call. Proposition 2 shows the cost is
governed by problem diversity B rather than by the raw iteration count, which, together with cloud
offload [42], keeps the method within the deployment envelope established for resource-constrained
clients.

On the choice of optimizer. The No-Free-Lunch theorem [32] forbids claiming SSA is uni-
versally superior; our justification is structural, not universal. SSA’s constraint-aware variant has
demonstrated convergence on discrete, ordered, constraint-laden schedules [23, 19] that match the

10



pathway problem’s structure, and the architecture treats the optimizer as a replaceable module:
the same fitness (Eq. (1)) and decoder (Lemma 1) admit a true Pareto-optimizer such as NSGA-II
[35] when explicit trade-off fronts are preferred over scalarized weights. Reporting Pareto fronts in
place of a single scalarization is a planned extension; the guarantees of Lemma 1 and Theorem 1
hold for any elitist population-based optimizer under the stated conditions, not for SSA alone.

7 Experimental Setup

Evaluation strategy. We report a controlled simulation study (no human subjects): a synthetic
but structurally faithful learner—curriculum environment that lets us isolate the optimizer’s effect,
run many seeded cohorts, and test the analytic guarantees of Section 6 before any live deployment.
The undergraduate robotics context in which we intend to deploy the system, an accessible robotics
program for general, non-specialist settings [16], motivates the environment’s prerequisite structure
and module granularity, and is the target of the planned classroom evaluation.

Simulation environment. FEach cohort draws a curriculum of K'=24 modules over 6 latent skills
with an acyclic prerequisite graph (fan-in < 3) and per-module difficulty in [0.2,0.95]. A learner has
latent per-skill mastery and an aptitude (learning-rate) factor. Per-step learning gain follows a Zone-
of-Proximal-Development response [13] peaking when difficulty modestly exceeds current mastery;
unmet prerequisites depress gain and inflate time/cost. Mastery updates after each module (a
forward simulation of the knowledge-tracing model [4, 6]). The LLM content engine is abstracted
by a grounded content-quality factor; pathway length is L=14.

Baselines and the leveled protocol. We compare against (i) Random sequencing, (ii) Greedy/rule-
based ordering by prerequisite depth, (iii) Reinforcement learning (a sequencer in the style of [7]),
and (iv) LLM-only, a myopic generator that selects the next module to maximize immediate gain
and engagement with no global optimizer. A naive comparison confounds two distinct advantages:
the quality of the search and the presence of the feasibility decoder (the prerequisite-repair step of
Lemma 1). To separate them we report two settings. In the decoder-restricted setting only Greedy
and SSA-LLM receive the decoder, as is common when baselines are taken “as published.” In the
leveled setting every baseline is granted the same decoder, so that all methods are feasible by con-
struction and the comparison isolates search quality. We regard the leveled setting as the fair one
and treat the decoder-restricted numbers as a measurement of how much an unleveled comparison
inflates apparent gains.

Hardness analysis. To probe where the swarm is worth its cost relative to the rule-based heuris-
tic, we vary the module-pool size K € {12,18,24,36,48,64} at fixed pathway length L=12. A
larger K means more modules to choose among, hence a larger selection space and a harder search
problem. All methods are feasible (leveled), and we compare SSA-LLM against Greedy across 30
cohorts per setting.

Real-generation study. To move the content engine from abstraction toward reality, we addi-
tionally evaluate the framework on a concrete, actually generated curriculum. A frontier language
model (Claude Opus) authored a 14-module “Introduction to Mobile Robotics” unit—explanations,
worked examples, and assessment items, with an explicit prerequisite graph and difficulty per mod-
ule. Crucially, we do not let the generator grade its own work; instead each module’s content-quality
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score ¢; € [0.5,1.0] is computed from objective, reproducible features of the generated text: the pres-
ence of a concrete numeric worked example, a well-formed assessment with an answer, an explanation
length within a target band, coverage of the module’s key terms, and a sentence-length readability
measure. These measured ¢; replace the constant content quality in the fitness. We then run all
methods on this fixed curriculum across 50 simulated learners (L=10), and, as a robustness check,
re-run SSA-LLM with the old constant quality to test whether the optimizer actually responds to
real content. The curriculum, the generated text, and the scoring code are released with the paper.

Metrics. We measure five quantities for each pathway: the normalized learning gain é, the
engagement proxy F, the time-on-task and cognitive-load proxy C, the prerequisite-violation count
P, and the overall fitness F' of Eq. (1). For each we report the mean over cohorts together with
its standard deviation, and we assess statistical significance through paired comparisons across the
matched cohorts.

Protocol. Each method constructs a pathway for the same learner in each cohort (paired design);
the learner is simulated through the pathway and metrics are logged. We run 40 seeded cohorts and
report mean + std, with paired t-tests and paired Cohen’s d comparing SSA-LLM to each baseline on
F. SSA uses N=20 salps for T ,x=40 iterations, seeded with the LLM-only solution (Theorem 1);
weights are (wy, we, ws, wy) = (1.0,0.6,0.5,0.4).

Reproducibility. The full environment, all five methods, the ablations, and the significance tests
are implemented in a single script (experiments/sim_ssallm.py, fixed master seed); it emits the
results table, results. json, and the convergence trace used in Fig. 5.

8 Results

All numbers below are measured outputs of the simulation of Section 7 over 40 seeded cohorts; they
are reproducible from the released script. We caution that they characterize the mechanism in a
synthetic environment and are not a substitute for the planned classroom study.

Table 2: Decoder-restricted comparison (mean, 40 cohorts): only Greedy and SSA-LLM receive
the feasibility decoder, as in an “as-published” baseline comparison. @,E,F higher is better; C
(time/load) and P lower is better. G,E,C are per-step means; P is the raw total prerequisite-
violation count, which enters the fitness as P/L with L=14 (Eq. (1)), so F reconstructs as G+
0.6E — 0.5C' — 0.4 (P/14). These numbers are reported only to quantify the decoder confound; the
fair comparison is Table 3.

Method G+ Et Cl Pl F1?

Random 0.122  0.497 1.175 20.62 —0.757
Greedy /rule 0.211 0.482 0.694 0.00 0.153

RL sequencer 0.190 0.544 0.897 8.10 —0.164
LLM-only 0.205 0.707 1.119 1765 —0.434
SSA-LLM 0.211 0.518 0.708 0.00 0.168

The decoder confound. Before reading the headline comparison it is essential to separate two
advantages. In the decoder-restricted setting (Table 2), SSA-LLM appears to dominate Random,

12



Table 3: Leveled comparison (mean, 40 cohorts): every baseline receives the same feasibility de-
coder, so all methods have P=0 and the comparison isolates search quality. This is the fair com-
parison and the basis for our claims.

Method G+ Et CJ Pl F?

Random 0.176  0.464 0.708 0.00 0.100
Greedy/rule 0.211 0482 0.694 0.00 0.153
RL sequencer 0.199 0.480 0.698 0.00 0.138
LLM-only 0.188 0.492 0.712 0.00 0.127
SSA-LLM 0.211 0.518 0.708 0.00 0.168

Table 4: Paired significance of SSA-LLM vs. each baseline on fitness F' (40 cohorts; paired ¢, two-
tailed p, paired Cohen’s d), under both the decoder-restricted and the leveled protocols. Leveling
the playing field sharply reduces the effect sizes, exposing the inflation due to feasibility handling;
the comparison against Greedy is unaffected because Greedy already had the decoder.

Decoder-restricted Leveled
Comparison P d P d
SSA-LLM vs. Random  8.1x10733 6.15 2.8x107'¢ 2.13
SSA-LLM vs. RL 5.9x10719 257  3.9x107% 0.85

SSA-LLM vs. LLM-only 9.1x107% 3.75 2.4x107'%* 1.85
SSA-LLM vs. Greedy 4.2x1072 033  4.2x1072  0.33

RL, and LLM-only by enormous margins (Cohen’s d of 6.15, 2.57, 3.75; Table 4, left). But most of
that gap is not search quality: it is feasibility. When every baseline is granted the same prerequisite-
repair decoder (the leveled setting, Table 3), all methods reach P=0, the LLM-only engagement
spike disappears once its myopic order is repaired, and the effect sizes fall to d = 2.13, 0.85, and 1.85
(Table 4, right). The lesson, which we state plainly, is that comparisons against feasibility-naive
baselines substantially overstate an optimizer’s merit; the honest evidence is the leveled column.

H1 (overall fitness, leveled). Even under the fair, leveled protocol SSA-LLM attains the highest
fitness (F = 0.168) and the highest engagement (E = 0.518), significantly outperforming Random
(d = 2.13), LLM-only (d = 1.85), and RL (d = 0.85), all at p < 107> (Table 3, Table 4). Against the
strong rule-based Greedy baseline the advantage is small but significant (0.168 vs. 0.153, p = 0.042,
d = 0.33): both are feasible by construction, and SSA-LLM converts its freedom to select and pace
modules into a modest edge. H1 is supported, with the honest qualification that a well-designed
topological heuristic is a genuinely strong competitor on this environment—a point the hardness
analysis below makes precise.

Feasibility (Cor. 1). In the decoder-restricted setting, SSA-LLM and Greedy record exactly zero
prerequisite violations while LLM-only (17.65) and Random (20.62) accumulate many (Table 2),
and in the leveled setting every method reaches P=0. This confirms that feasibility is a property
of the decoder, which any method can be given, rather than of the optimizer—precisely why the
leveled comparison is the meaningful one.

H2 (optimizer contribution). Removing the optimizer—reverting to the myopic LLM-only
generator—reduces fitness even when feasibility is held constant: in the leveled setting F' falls from
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Figure 3: Per-objective comparison across methods (mean over 40 cohorts; error bars are one
standard deviation). LLM-only leads on engagement E but its high cost C' and prerequisite penalty
drag down its fitness F'; SSA-LLM and Greedy share the lowest cost, and SSA-LLM attains the
highest F'.

0.168 to 0.127 (d = 1.85, p = 2.4x10~'4; Table 3). If the generator is additionally denied the
decoder, fitness collapses further to —0.434 with 17.65 violations, but that larger drop conflates the
loss of the optimizer with the loss of feasibility. The clean, leveled result is the one we rely on:
generative selection alone is locally attractive but globally suboptimal, and the optimizer supplies
a significant, feasibility-independent gain. H2 is supported.

No-harm (Thm. 1). With the decoded (feasibility- repaired) LLM-only solution seeded into the
population, SSA-LLM never underperforms it: Fig. 5 shows the incumbent improving monotonically
from F =~ 0.130 to 0.154. We stress that this seed already scores far above the undecoded LLM-only
baseline (F' = —0.434), so the certified no-harm margin is the modest swarm-driven gain on top of
a feasible seed, not the large gap visible against LLM-only in Table 2.

H3 (imputation under sparse data). Under 50% observed skills, SSA-LLM with imputation
[12] scores F' = 0.192 + 0.064 versus 0.190 £ 0.059 without (Table 5; t = 0.49, p = 0.62). H3 is
not supported in this environment: mean-fill imputation does not materially change pathway
selection here, because SSA optimizes over expected response and the decoder’s feasibility is unaf-
fected by mastery estimates. We report this negative result as found; richer imputation or noisier
learner models may yet matter, which we leave to the live study.

When is the swarm worth its cost? (hardness analysis) The narrow margin over Greedy
invites a sharper question: in what regime does the metaheuristic actually earn its additional cost?
Figure 6 and Table 6 answer it by varying the module-pool size K. When selection freedom is small
to moderate (K = 12-18, i.e. K/L < 1.5), SSA-LLM clearly beats Greedy (d = 1.01 and 0.67).
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Figure 4: Left: distribution of fitness F' across the 40 cohorts; SSA-LLM and Greedy sit clearly
above zero while the other methods spread below it. Right: mean prerequisite violations P; only
SSA-LLM and Greedy reach exactly zero, visually confirming Corollary 1.

Table 5: Ablation H3: effect of imputation [12] on SSA-LLM fitness under sparse learner data (50%
of skills observed, 40 cohorts).

Configuration F (mean+std) pairedt p

SSA-LLM with imputation 0.192 + 0.064
SSA-LLM without imputation ~ 0.190 4+ 0.059

0.49 0.62

As the pool grows the advantage shrinks to insignificance (K = 24, K = 36) and then reverses:
at K = 48 and K = 64 the simple heuristic wins (d = —0.79, —0.71). The cause is budget,
not principle—with a firted N=20, T,,x=40 the swarm cannot cover an exploding combinatorial
space, whereas Greedy’s depth-ordered heuristic degrades gracefully. Scaling the search budget with
problem size confirms this reading: at K = 48 with N=40, T1,,x=120 SSA-LLM returns to parity
(d = 0.16, p = 0.40), and at K = 64 with N=48, T1,ax=140 the deficit shrinks from d = —0.71 to
—0.44. The honest conclusion, consistent with the No-Free-Lunch theorem [32], is that SSA-LLM is
the right tool for the small-to-moderate selection problems typical of a single curriculum unit, while
for very large pools one should either prefer the heuristic or budget the search accordingly—paying
the cost that Proposition 2 bounds.

Table 6: Hardness sweep: SSA-LLM vs. Greedy on fitness F' as the pool size K varies (L=12, 30
cohorts each, leveled). Positive d favours SSA-LLM.

K 12 18 24 36 48 64

Greedy F 0.185 0.194 0.184 0.186 0.202 0.172
SSA-LLM F 0.216 0.232 0.206 0.186 0.139 0.116
Cohen’s d 1.01 067 031 -0.00 -079 —-0.71

8.1 Real-generation study

The studies above abstract the content engine as a scalar quality factor. To test the framework
against real generated material, we ran it on the 14-module robotics curriculum authored by a
frontier language model (Section 7), with each module’s quality ¢; computed from objective features
of the generated text.
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Figure 5: SSA-LLM best-fitness trace for a representative cohort. The incumbent rises monotoni-
cally from the seeded decoded (feasibility-repaired) LLM-only solution (0.130) to 0.154, illustrating
the elitist monotonicity of Theorem 1.

The generator produces measurably heterogeneous content. The measured qualities (Fig. 7,
left) average ¢ = 0.962 (o = 0.058) and range from 0.850 to 1.000. The lowest scores fall, as one
would hope, on the most advanced and jargon-dense modules—Kalman filtering (0.881), occupancy-
grid SLAM (0.856), and safety /testing (0.850)—whose longer sentences lower the readability feature.
The constant 0.85 assumed in the synthetic study turns out to be a slight under-estimate of this
generator’s typical output.

The optimizer genuinely responds to real content quality. This is the central check. Run-
ning SSA-LLM with the measured ¢; yields F' = 0.480 + 0.094, against F' = 0.383 4+ 0.092 when
the same pathways are scored with the old constant 0.85 (paired ¢t = 17.0, p = 3.4x10722). The
coupling is therefore not cosmetic: the fitness that drives the search moves significantly with the
actual quality of the generated material, which is exactly the behaviour the architecture promises
and the earlier abstraction could not demonstrate.

On a single small unit the heuristic remains competitive. Across 50 learners (Table 7),
SSA-LLM beats Random decisively (d = 1.66) and ties RL and LLM-only (p = 0.22 and 0.12), but
Greedy is the strongest method here (F' = 0.504 vs. 0.480, d = —0.63). This is consistent with, and
predicted by, the hardness analysis: with only 14 modules and L=10 the selection space is small
(K/L = 1.4), precisely the regime in which a good topological heuristic is hard to beat. We report
this candidly. The real-generation study validates that the framework operates on genuine content
and that its objective responds to content quality; it does not claim that the swarm is the best
choice for a single small unit, and the practitioner guidance of Section 8.1 and the hardness analysis
applies directly.
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Figure 6: Fitness of SSA-LLM versus the Greedy heuristic as the module-pool size K grows (fixed
L=12, 30 cohorts per point, both feasible). SSA-LLM leads for small-to-moderate K but, under
a fixed search budget, falls behind for very large pools—a budget effect that scaling N and T ax
reverses.

Table 7: Methods on the real LLM-generated curriculum (50 learners, L=10, all feasible). d and p
are paired SSA-LLM vs. baseline on F.

Method G E F SSA-LLM vs. (d, p)
Random 0.344 0.611 0.369 1.66, 8x10~16
RL 0.407 0.676 0.488  —0.18,0.22 (n.s.)
LLM-only 0407 0.687 0491  —0.23,0.12 (n.s.)
Greedy 0.419 0.683 0504  —0.63, 5x10°

SSA-LLM 0.403 0.677 0.480 —

9 Discussion

The principal conceptual contribution of SSA-LLM is a clean separation of concerns. The optimizer
is responsible for global, multi-objective, and constraint-aware reasoning about the pathway as a
whole, while the language model is responsible for the local realization of each step as concrete
content. One practical consequence of this division deserves emphasis. Because the trade-offs
among mastery, engagement, cognitive load, and prerequisite satisfaction are expressed through the
explicit weights wy through wy of Eq. (1), they become an auditable policy lever that an instructor
or institution can inspect and adjust, rather than an opaque behaviour that emerges, unaccountably,
from a black-box generator. In a domain as consequential as education, this transparency is not
merely a convenience but a requirement for responsible deployment.

It is worth reading our results explicitly against the prior scientific baseline set out in Obser-
vation 1, because the contribution is best understood as a set of relations to what was already
known. Where earlier pathway optimization addressed only mastery [1], Proposition 1 shows that
our formulation contains that earlier method exactly, as the special case (1,0,0,0), so that gener-
ality is gained without anything being lost. Where purely generative tutoring offered local fluency
but no global guarantees [5, 8], Corollary 1 supplies the feasibility guarantee the generator lacks,
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Figure 7: Real-generation study. Left: per-module content quality g; measured from objective
features of the LLM-authored text; advanced modules score lower, and the dashed line marks the
constant 0.85 used in the synthetic study. Right: method fitness on the real curriculum (50 learners);
SSA-LLM beats Random and ties RL/LLM-only, while the strong Greedy heuristic leads on this
small unit.

Table 8: Status of the paper’s claims. Assertions are discharged by proof; hypotheses are tested in
the leveled simulation.

Claim Established by Outcome

A1 Generalization Prop. 1 proved

A2 Feasibility Lem. 1, Cor. 1 proved; P=0 observed

A3 No-harm Thm. 1 proved; Fig. 5

A4 Tractable cost Prop. 2 proved

H1 Best fitness (leveled) Tab. 3, 4 supported (d=0.33-2.13)

H2 Optimizer is the cause ablation, Tab. 3  supported (d=1.85)

H3 Imputation helps Tab. 5 not supported

Coupling exercised on real content Tab. 7, Fig. 7 demonstrated; F responds, p<10~2!
Worth its cost Tab. 6, Fig. 6 only for small/moderate K

and Theorem 1 certifies that adding the optimizer can never degrade the generator’s objective.
And where population-based methods have long been criticized for the cost of repeated evaluation,
Proposition 2 bounds that cost by the diversity of the content rather than by the raw number of
iterations.

These analytical results and the empirical hypotheses of Section 4 play complementary roles,
and it is important not to conflate them. The proofs establish what must hold by construction: fea-
sibility, no-harm dominance, and a cost bound. The experiments, by contrast, probe the quantities
that no proof can deliver, chief among them the magnitude of any improvement in learning out-
comes. We are deliberately cautious here. Under a leveled comparison that gives every baseline the
same feasibility decoder, SSA-LLM attains the best fitness in our environment, but the size of that
advantage over a strong rule-based heuristic is modest and, as the hardness analysis shows, confined
to small-to-moderate selection spaces; the much larger effect sizes one obtains against feasibility-
naive baselines are an artifact of the decoder rather than of search. The fitness terms are moreover
proxies, and because the generator is abstracted in this study the quality of real content—a ceiling
on achievable mastery that no optimizer can raise—was not exercised at all. The honest reading of
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our evidence is therefore narrow but defensible: the optimization mechanism behaves as the theory
predicts and helps most where the selection problem is genuinely hard, while the educational payoff,
and the behaviour of a real generator, remain to be established.

A final observation concerns scope. The same separation of concerns that gives the architecture
its transparency also suggests a route beyond the individual learner. Pathways optimized for one
student could in principle be coordinated across a cohort, trading off group-level against individual
objectives, through the kind of shared collaboration platform we have studied previously [45]. We
regard this as one of the more promising directions the present framework opens.

10 Limitations and Threats to Validity

Several limitations qualify the claims above and should guide their interpretation. The first concerns
the generator. We have taken a real step beyond abstraction—the real-generation study (Section 8.1)
uses content actually authored by a frontier language model and shows the optimizer’s objective
responds to its measured quality—but that step is partial in three respects. Generation is offline
rather than inside a live per-learner loop; it spans a single curriculum; and content quality is scored
by objective text features rather than validated by human experts or against learning outcomes, so
it cannot fully capture correctness, pedagogical soundness, or hallucination [44]. The fitness any
optimizer can achieve is ultimately bounded by the generator’s true quality. Running a real model
inside the live loop, across many curricula and with human-validated quality, is the foremost item of
future work. A second concern is measurement: the signals that constitute our fitness function are
proxies for learning rather than learning itself, and like all such proxies they may be optimized in
ways that do not reflect genuine understanding. A third concerns the optimizer’s range of usefulness.
As the hardness analysis shows (Table 6), SSA-LLM’s advantage over a simple heuristic is confined
to small-to-moderate selection spaces under a fixed budget; for very large module pools the heuristic
is preferable unless the search budget is scaled, which raises the cost that Proposition 2 bounds. A
fourth is cost itself: a population-based search multiplies generator invocations relative to a single-
shot policy, which is why cloud offloading [42] and caching are integral to the design. Finally, and
most importantly, all evidence reported here comes from a controlled simulation. The two robotics-
education contexts that motivate our environment [16] are not yet the sites of a live evaluation, and
results obtained in simulation may not transfer to them, or to other domains, without recalibration
of the fitness weights and revalidation of the learner model.

11 Conclusion

We introduced SSA-LLM, a closed-loop architecture that couples the Salp Swarm Algorithm with
a large language model so that pathway optimization and content generation reinforce one another,
with learner signals as the shared currency of fitness. A controlled simulation study supported
the design: SSA-LLM achieved the best multi-objective fitness with zero prerequisite violations,
and an ablation isolated the optimizer as the source of the gain—while also yielding an honest
negative result on imputation under sparse data. A real-generation study went a step further,
running the framework on a curriculum authored by a frontier language model and confirming that
the optimizer’s objective responds significantly to the measured quality of that real content, while
candidly showing that on a single small unit a strong heuristic remains competitive. The framework
unifies and extends prior work by Jamali et al. on metaheuristic scheduling, personalized-learning
frameworks, and adaptive interfaces, and offers a reusable blueprint for optimizer-guided generative
tutoring. Future work will run the generator inside a live, per-learner loop with cohort data in
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robotics-education contexts such as those described by Jamali et al. [16], explore Pareto-front
reporting in place of scalarized fitness, and study the collaborative, multi-learner extension.
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