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Abstract: This paper proposes a language-independent pronunciation assessment method that
utilizes self-supervised learning (SSL) pre-trained models. While most conventional computer-
assisted pronunciation training (CAPT) systems rely on automatic speech recognition (ASR) tech-
nologies, developing such systems for low-resource languages is difficult. To address this issue, we
investigate an approach that directly compares a learner’s (L2) utterance with a native (L1) ref-
erence utterance of the same text to evaluate pronunciation quality without requiring task-specific
fine-tuning or additional training. In the proposed method, feature vectors are extracted using the
SSL models. The distance between the two utterances is then calculated using dynamic time warp-
ing (DTW). To evaluate the performance of the method, we conducted experiments on four distinct
corpora of L2 speech in English, Chinese, and Japanese. Experimental results demonstrate that the
SSL-based methods significantly outperform the conventional MFCC baseline, showing substantially
higher correlations across all corpora. In particular, HuBERT and ContentVec outperform Wav2Vec
2.0, with ContentVec achieving the most stable correlation to human annotations across languages
and datasets for fluency evaluation. Conversely, the correlation remains relatively low for prosodic
features that heavily depend on pitch, such as Japanese pitch accent, revealing a limitation in current
SSL models’ ability to fully capture pitch-related features.

Keywords: Computer-assisted language learning, Pronunciation assessment, self-
supervised models, dynamic time warping

1. Introduction

Computer-based language learning has become in-
creasingly popular [1, 2]. Computer-assisted pronunci-
ation training (CAPT) is one of the most popular ap-
plications of computer systems in language education
[3]. A CAPT system typically observes a learner’s ut-
terances, calculates scores that reflect the quality of pro-
nunciation, and provides feedback to the learner.

The target languages of CAPT systems are mostly
English [1], reflecting that English is the most widely
used second language worldwide [4]. Systems for other
major languages have also been developed, such as Chi-
nese [5, 6], German [7, 8], Russian [9], Spanish [10, 11],
and Japanese [12].

In addition to these major languages, CAPT systems
for languages with smaller populations have been draw-
ing attention. There are many languages in the world,
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and one-third to half of them are at risk of extinction
[13–15]. Language revitalization [16] is an attempt to
increase the number of speakers of such languages. Ed-
ucation is the very core of language revitalization, and
digital technologies play an important role in developing
and providing educational materials for such languages
[17].

There have been several attempts to develop CAPT
systems for low-resource languages, such as Icelandic
[18], Atayal [19], Hakka [20], and Yuhmu [21]. Most of
these systems use automatic speech recognition (ASR)
or a similar technique, which is the mainstream of
CAPT systems. However, for low-resource languages,
developing such systems requires considerable effort to
gather linguistic data.

In low-resource language scenarios, collecting large-
scale annotated speech corpora is often prohibitively ex-
pensive, requiring expert knowledge and extensive time
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for labeling. However, in many practical educational set-
tings, it is considerably more feasible to prepare a lim-
ited set of high-quality reference recordings of native-
speaker speech, for example, as part of teaching mate-
rials. Therefore, instead of assuming the availability of
annotated L2 speech corpora, we adopt a different de-
sign principle: pronunciation assessment should be per-
formed by directly comparing a learner’s utterance with
a reference utterance of the same linguistic content. This
formulation allows us to construct a system that is both
language-independent and free from task-specific train-
ing.

Early approaches to pronunciation assessment often
relied on direct comparison between a learner’s speech
and a reference speech, such as DTW-based matching
of acoustic features or pitch contours [22, 23]. However,
these methods suffered from a fundamental limitation:
conventional acoustic features (e.g., MFCCs) entangle
phonetic content with speaker-specific characteristics,
making direct comparison unreliable for assessing pro-
nunciation quality across speakers. To address this issue,
later approaches adopted ASR-based frameworks, which
explicitly model linguistic content while being relatively
robust to speaker variation. This shift significantly im-
proved assessment performance, but introduced a new
dependency on large-scale annotated datasets.

Recently, self-supervised learning (SSL) models have
emerged as powerful acoustic feature extractors. In par-
ticular, models such as ContentVec [24] explicitly aim
to disentangle linguistic content from speaker charac-
teristics. This property raises an important question:
If speaker-independent representations can be obtained
directly from speech signals, is it possible to revisit di-
rect comparison-based pronunciation assessment with-
out relying on ASR or annotated data? The proposed
method is based on this hypothesis.

Apart from CAPT systems, we have developed a
language-independent spoken dialogue system that uses
only reference speech for conversational training [25]. In
this system, the input speech is compared to utterances
in the system’s database using dynamic time warp-
ing (DTW) and tokenization, enabling fast, speaker-
independent, and ASR-free utterance matching. In this
system, SSL-based pre-trained models, such as Hu-
BERT [26] and ContentVec [24], play an essential role.

Given the success of language-independent utterance
matching, it will be possible to realize a CAPT system
that uses no ASR technology and can apply to any lan-
guage without language-specific fine-tuning.

Therefore, in this paper, we investigate how state-of-
the-art SSL models can be used to develop a language-

independent pronunciation assessment. Since the pro-
posed method involves no task-specific training, conven-
tional evaluation protocols such as train–test splits or
cross–corpus generalization are not directly applicable.
Instead, our goal is to evaluate whether the proposed
distance measure serves as a meaningful proxy for hu-
man judgments across different datasets and conditions.

2. Related Work

2.1. ASR-based pronunciation assessment

Most CAPT systems are built on ASR technology, re-
flecting the difficulty of recognizing L2 speech in ASR
systems trained on native-speaker speech. The tradi-
tional measure of pronunciation assessment, the Good-
ness of Pronunciation (GoP) [27], estimates the prob-
ability of correct pronunciation using hidden Markov
models (HMMs) used in speech recognition. Instead of
the earlier GMM-HMM, DNN-HMMs are used in the
later work. For example, Fu et al. developed an eval-
uation method using DNN-HMMs trained on both L1
and L2 English utterances, enabling pronunciation as-
sessment without transcription [28].

With the rise of SSL-based speech modeling, end-
to-end pronunciation assessment methods have become
popular. For example, Zahran et al. proposed an SSL-
based end-to-end model that accepts a raw waveform
and phone labels and outputs phone-by-phone pronun-
ciation scores [29]. More complicated models use a large
language model (LLM) [30].

Although these models show good performance on
pronunciation assessment tasks, they require large
amounts of annotated training data, making it difficult
to apply them to low-resource languages.

2.2. Comparison-based pronunciation assess-
ment

Other pronunciation assessment methods use direct
comparison between L1 and L2 utterances of the same
content. If the distance between the two utterances is
small, we can estimate the pronunciation of the L2 ut-
terance to be good. Traditionally, direct comparison
methods were used to assess the prosodic quality of
learners’ utterances by matching L1 and L2 pitch se-
quences using dynamic time warping (DTW) [11, 23].
There are two reasons the direct comparison is used
for prosody and not for segmental accuracy. First, the
pitch sequence of L1 utterances was difficult to model,
such as the phone sequence. Second, feature vectors that
capture phonetic features (such as MFCCs) depend not
only on phonetic differences but also on speaker dif-
ferences, which makes direct feature-to-feature compar-
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Fig. 1 Overview of the proposed method

isons unreliable as a measure of pronunciation correct-
ness.

Recently, SSL-based pre-trained models have been de-
veloped, which achieve good performance on the ASR
task compared to traditional features such as MFCCs.
Therefore, it is possible to directly compare L1 and L2
speech features using SSL-based models to assess seg-
mental accuracy. In fact, Anand et al. used Wav2Vec
2.0 [31] and a DTW-based comparison to classify speech
intelligibility [32]. Their work showed good classification
accuracy (more than 96%); however, they did not give
the goodness score of an utterance, only classifying the
utterance into intelligible or unintelligible. Moreover, we
can use other SSL models besides Wav2Vec 2.0, such as
HuBERT [26] or ContentVec [24].

3. Proposed Method

3.1. Overview

The framework of our method is essentially similar to
that of Anand et al. [32]. Fig. 1 shows the block dia-
gram of the proposed method. When evaluating an L2
utterance, we prepare an L1 utterance of the same con-
tent. This assumption is particularly suitable for low-
resource language learning scenarios, where reference
utterances can be prepared as part of instructional ma-
terials, while annotated learner corpora are not readily
available. Then we extract feature vectors from the two
utterances and calculate the distance between the two
utterances using DTW. We can evaluate the system’s
performance by calculating the Pearson correlation coef-
ficient (PCC) between distance and human annotation,
which is a popular evaluation metric of pronunciation
score [28,33,34].

3.2. Feature extraction

We examined four features: Mel-Frequency Cepstral
Coefficients (MFCC), Wav2Vec 2.0 [31], HuBERT [26],
and ContentVec [24]. The MFCC is one of the most pop-
ular speech features, widely used in tasks such as speech
recognition, speaker recognition, and language identifi-
cation. It contains both phonetic and speaker-dependent

features, meaning that MFCC values for speech from
different speakers vary even when their phonetic con-
tent is identical.

Wav2Vec 2.0, HuBERT, and ContentVec are
Transformer-based feature extractors trained by self-
supervised learning. These models share a similar archi-
tecture, while their training methods differ. Wav2Vec
2.0 is trained using contrastive learning, where the
model learns to make the output of each frame simi-
lar to its reference while different from the outputs of
other frames. Thus, the model is trained to emphasize
frame-level acoustic contrasts, preserving rich acoustic
details including both phonetic and speaker characteris-
tics. HuBERT is trained to predict the “acoustic words”
of masked frames; thus, it acquires the ability to pre-
dict phonetic features. ContentVec is trained in a simi-
lar framework to HuBERT; in addition, it is trained on
voice-converted speech, thereby ignoring speaker differ-
ences and focusing only on linguistic content.

Among the examined models, ContentVec is particu-
larly relevant to the proposed approach because it is de-
signed to minimize speaker-dependent variations while
preserving linguistic content. This property is crucial
for enabling direct comparison between utterances from
different speakers.

3.3. Distance calculation using DTW
The feature vector sequences of the L1 and L2 speech

signals are compared using the dynamic time warping
(DTW), and the accumulated distance is calculated.
The FastDTW algorithm [35] is used to compute DTW.

Let X = x1, . . . ,xN and Y = y1, . . . ,yM be the fea-
ture vector sequences of the two speech signals. Let an
alignment

A = a1, . . . , aK = (1, 1), . . . , (ik, jk), . . . , (N,M) (1)

so that ik ≤ ik+1, jk ≤ jk+1, N ≤ K, and M ≤ K.
Under alignment A, the distance between X and Y is

D(X,Y, A) =

K∑
i=1

||xik − yjk ||, (2)

and the DTW distance is its minimum:

D(X,Y) = min
A

D(X,Y, A). (3)

We used the normalized distance,

D̃(X,Y) =
D(X,Y)

K
(4)

as the dissimilarity between the two utterances. Un-
der speaker-independent representations, the DTW dis-
tance can be interpreted as a measure of dissimilarity in
linguistic realization rather than speaker-specific acous-
tic variation.
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Table 1 Number of sentences and utterances in the ERJ
database.

Segmental Intonation Rhythm
# unique sentences 723 150 147
# utterances 1900 950 950

3.4. Implementation
We implemented the system using PyTorch [36]

and fastdtw packages. Three SSL-based feature ex-
tractors were implemented based on the models
in HuggingFace: facebook/wav2vec2-base-960h,
facebook/hubert-large-ls960-ft, and
lengyue233/content-vec-best. In addition, we
examined 13-dimensional MFCC and its first and
second derivatives, calculated by librosa.

4. Experiment

4.1. Corpora
We used four corpora for the evaluation: the ERJ

corpus, the Speechocean762 corpus, the OMPAL cor-
pus, and the JRF corpus. Instead of conventional cross-
corpus evaluation, we adopt a cross-corpus consistency
analysis, where the same method is applied indepen-
dently to multiple datasets with different languages,
speakers, and annotation schemes. This setup allows
us to examine the robustness of the proposed measure
across diverse conditions.

4.1.1. The ERJ corpus
The ERJ (English Read by Japanese students) corpus

[37,38] is an English L2 speech database. It contains the
word set and the sentence set; we used only the sentence
set. 190 Japanese native speakers (95 males and 95 fe-
males) spoke English sentences, which were evaluated
by evaluators (native speakers of English) in terms of
three viewpoints: segmental correctness, intonation cor-
rectness, and rhythm. The number of unique sentences
and utterances is shown in Table 1. In addition to these
utterances, 20 native speakers of English uttered the
same sentences (two to twelve speakers per sentence),
as references.

4.1.2. The speechocean762 corpus
The speechocean762 corpus [39, 40] is an L2 English

corpus. The speech signals were obtained from 250 En-
glish learners, who were native speakers of Mandarin.
The corpus contains 9647 utterances of 4947 unique sen-
tences. Each sentence has annotations of sentence-level
segmental accuracy, prosodic, and fluency scores, as well

Table 2 Number of sentences and utterances in the JRF
corpus.

Fluency Prosody
# unique sentences 30 11
# utterances 699 2357

as word- and phoneme-level scores (phoneme-level ac-
curacy, word-level accuracy, and word-level stress). We
only used the sentence-level scores. Since this corpus
does not contain utterances from English native speak-
ers, we prepared the reference utterances using a speech
synthesizer. We used the Azure Text-to-Speech API to
generate the utterances, and the speaker model was en-
US-AvaNeural.

4.1.3. The OMPAL corpus
The OMPAL corpus [41,42] is an L2 Mandarin corpus

comprising 1766 utterances from 84 unique sentences,
spoken by 46 French L1 speakers. It also includes ut-
terances of the same sentences by three native speakers
of Mandarin. The utterances have annotations similar
to those of speechocean762. We used only the sentence-
level scores (accuracy, prosody, and fluency).

4.1.4. The JRF corpus
The JRF (Japanese read by Foreign students) corpus

[43] is an L2 Japanese corpus. It contains four types
of reading-task materials: phone-balanced sentences,
minimal-pair sentences, words with difficult pronuncia-
tion, and sentences with different prosody. Among them,
we used the first one (phone-balanced sentences) and the
last one (sentences with difficult prosody). Each sen-
tence has five-grade scores by up to four native speak-
ers of Japanese. We used the scores of phone-balanced
sentences as a fluency evaluation and those of prosodic
sentences as a prosody evaluation. The numbers of ut-
terances and unique sentences are shown in Table 2. The
number of L2 speakers is 141 (72 males and 69 females).
In addition to the L2 utterances, utterances by native
speakers of Japanese are also included; one sentence is
uttered by three to seven L1 speakers.

4.2. Procedure
Because the proposed method does not involve any

parameter learning or model fitting on the evaluation
data, we did not divide the datasets into training and
test sets. Instead, we use the entire dataset to analyze
the relationship between the proposed distance measure
and human annotation scores.

In the ERJ corpus, more than one native speaker ut-
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Table 3 PCC between the DTW distances and annota-
tions for ERJ

Segmental Intonation Rhythm
MFCC −0.199 −0.048 −0.176

Wav2Vec2 −0.610 −0.205 −0.366

HuBERT −0.663 −0.170 −0.433

ContentVec −0.670 −0.140 −0.485

ters a single sentence; thus, we can create multiple pairs
for a learner’s speech. The number of native speakers for
one sentence was 9.27 on average (minimum 2 and max-
imum 11). When evaluating learners’ utterances in the
ERJ, we averaged the distances between each L2 utter-
ance and all L1 signals. The same procedure was applied
for the JRF corpus. The OMPAL corpus contains only
one native speaker’s utterance for a sentence. We used
synthesized sentence utterances for the speechocean762
corpus.

4.3. Results for ERJ

First, we investigated the PCC results for the ERJ
corpus. The results are shown in Table 3. Note that
a smaller distance indicates a higher annotation score;
thus, the correlation coefficients become negative. We
observed little to no correlation with MFCC, but the
SSL models improved it. Among the three SSL models,
HuBERT shows slightly higher PCC for the intonation
score, while the segmental and rhythm scores by Con-
tentVec are higher than those by HuBERT. The intona-
tion scores are low, indicating that measuring intonation
with only SSL features is difficult.

4.4. Results for speechocean762

Next, we calculated the PCC for utterances in the
speechocean762 corpus. Table 4 shows the evaluation
results. Although both the ERJ and speechocean762 are
English L2 corpora, the evaluation results give different
tendencies. First, the PCC values of all aspects in this
experiment are higher than those in Table 3. Second,
the intonation and rhythm in Table 3 should be related
to the prosody in Table 4; the PCC values for the last
one are much higher than those for the others.

In this experiment, SSL models achieve higher PCC
values than MFCC. Among the three SSL models, Hu-
BERT and ContentVec show comparable performance;
HuBERT achieves higher PCC for accuracy, while Con-
tentVec excels at evaluating prosody and fluency.

Table 4 PCC between the DTW distances and annota-
tions for speechocean762

Accuracy Prosody Fluency
MFCC −0.317 −0.330 −0.350

Wav2Vec2 −0.620 −0.671 −0.671

HuBERT −0.717 −0.775 −0.781

ContentVec −0.707 −0.786 −0.799

Table 5 PCC between the DTW distances and annota-
tions for OMPAL

Accuracy Prosody Fluency
MFCC −0.216 −0.202 −0.283

Wav2Vec2 −0.122 −0.192 −0.297

HuBERT −0.194 −0.308 −0.480

ContentVec −0.279 −0.395 −0.583

4.5. Results for OMPAL

The PCC results for the OMPAL corpus are shown in
Table 5. Although the annotation items of the OMPAL
are the same as those of the speechocean762, the results
are different from the previous two results.

First, Wav2Vec 2.0 and HuBERT did not improve
PCC accuracy compared with MFCC. PCC values for
prosody are also lower than those of speechocean762.
Among them, ContentVec yielded relatively high PCC
values across all evaluation aspects.

According to Xiong et al. [44], perceived fluency in L2
Mandarin is related to articulation rate, which is inde-
pendent of the speech feature vector. This fact may be
one reason Wav2Vec 2.0 and HuBERT failed to improve
PCC values in some aspects.

4.6. Results for JRF

Table 6 shows the PCC results for the JRF. Note
that an utterance in the JRF includes only one annota-
tion that expresses the total goodness of the utterance.
We regard these values for phone-balanced sentences as
“fluency” and those for prosodic sentences as “prosody.”
Thus, the interpretation of those items in JRF could
differ from those in other corpora.

From the results, we observed no correlation for
prosody even with SSL models. This result seems con-
sistent with the low intonation PCC values for ERJ. A
possible reason is that the prosodic features of Japanese.
Japanese prosody is predominantly characterized by
pitch accent (high/low tonal patterns) [45], and these
SSL models are insufficient to capture pitch differences.
Although Wav2Vec 2.0 and HuBERT do not explicitly
disentangle pitch features as ContentVec does, their self-
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Table 6 PCC between the DTW distances and annota-
tions for JRF

Prosody Fluency
MFCC 0.094 −0.304

Wav2Vec2 0.014 −0.506

HuBERT 0.020 −0.659

ContentVec −0.025 −0.675

supervised pre-training targets inherently optimize for
capturing robust phonetic contexts rather than absolute
prosodic variations.

PCC values for fluency improved with the SSL mod-
els, especially ContentVec, consistent with other results
such as speechocean762 and OMPAL.

5. Discussion

5.1. System design
A key design choice of the proposed method is the

requirement of reference utterances with identical lin-
guistic content. While this constraint may limit its ap-
plicability in fully spontaneous settings, it aligns well
with structured language-learning environments, where
learners typically practice predefined sentences. From
the perspective of low-resource language support, this
trade-off is particularly important: it replaces the need
for large annotated datasets with a much weaker re-
quirement̶collecting a small number of native refer-
ence recordings̶which is significantly more feasible in
endangered or minority language contexts.

5.2. Stability of evaluation across different cor-
pora

Figs. 2, 3, and 4 are visualizations of the absolute
PCC values shown in Tables 3, 4, 5, and 6. Here, the
evaluation items differ across corpora; we regard the
ERJ’s “segmental,” “intonation,” and “rhythm” as ac-
curacy, prosody, and fluency, respectively.

These figures show that absolute PCC values vary
widely across corpora. PCC values for speechocean762
are generally high, while those for OMPAL are low.
Three SSL models show higher PCCs than MFCC (ex-
cept prosody for JRF). HuBERT and ContentVec con-
sistently achieve higher PCC values than Wav2Vec 2.0.
The performance of HuBERT and ContentVec is sim-
ilar, but ContentVec yields more stable PCC values
across corpora than HuBERT.

5.3. What does the proposed method measure?
The proposed method computes only one score (the

DTW distance) for each utterance. As shown in the re-
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sults, this score is related to some kind of "goodness" of
the utterance; however, it is still unclear which aspect
the proposed score captures.

When using HuBERT and ContentVec, the proposed
score shows the highest correlation to the fluency score
(except ERJ). The fluency score is defined as “Coherent
speech, without noticeable pauses, repetition or stam-
mering” in the speechocean762 [39], and the OMPAL
employs similar criteria [41]. Thus, the proposed score
appears sensitive to temporal structure, particularly to
the insertion of pauses. This tendency can be explained
by the interaction between the feature representation
and the DTW-based alignment.

DTW explicitly compensates for temporal misalign-
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Table 7 Correlation of annotation values

speechocean OMPAL
accuracy−prosody 0.783 0.737
accuracy−fluency 0.792 0.561
prosody−fluency 0.924 0.802

ment by stretching or compressing the time axis, but
it remains sensitive to global temporal patterns such as
speaking rate, pause insertion, and rhythm. As a result,
differences in fluency directly affect the accumulated dis-
tance.

On the other hand, pitch-related features, such as fun-
damental frequency (F0), are not explicitly modeled in
the SSL representations used in this study. Although
SSL models capture contextual phonetic information,
they do not reliably preserve absolute pitch contours,
especially in a speaker-invariant manner. Consequently,
prosodic features that depend on precise pitch realiza-
tion, such as Japanese pitch accent, are not well reflected
in the DTW distance.

The SSL-based features contain phonetic information
as well, and we can confirm that we can match sentence-
level speech signals using those features and DTW [25].
However, based on the results, it is questionable whether
the SSL-based features successfully capture subtle pro-
nunciation differences. As shown in Table 7, the anno-
tation values across different aspects exhibit a relatively
strong correlation. In particular, the values of prosody
and fluency in speechocean762 show a very strong corre-
lation. Therefore, even if the proposed score only reflects
fluency, it still correlates with other annotation scores.

The PCC values for ERJ intonation and JRF prosody
are small, suggesting that SSL-based features are inef-
fective at capturing pitch-related characteristics of ut-
terances. In particular, all SSL-based features could not
estimate JRF’s prosody. Therefore, when assessing the
intonation, it seems we need to combine SSL-based dis-
tance with the pitch-based distance [23,46].

The original motivation for the proposed method was
to revisit direct comparison-based pronunciation assess-
ment under modern representation learning frameworks.
Traditional direct comparison methods were limited by
the entanglement of phonetic and speaker-specific fea-
tures. However, our results suggest that SSL-based rep-
resentations, particularly ContentVec, partially miti-
gate this issue, enabling meaningful comparison across
speakers without explicit speaker normalization or ASR.
That said, the experimental results indicate that the
proposed distance is strongly correlated with fluency-
related aspects. This suggests that, although speaker-

Table 8 Comparison to other work: the corpus is the ERJ,
and the values are absolute PCC.

Paper segm. intona. rhy.
Konno et al. [23] - 0.36 -
Hirabayashi et al. [47] 0.605 0.734 0.514
Yamashita et al. [46] - 0.51 -
Fu et al. [28] 0.826 - -
Ours (ContentVec) 0.670 0.140 0.485

independent representations improve the reliability of
comparison, the DTW-based framework remains sensi-
tive to temporal characteristics such as speaking rate
and pause insertion. Therefore, while the proposed ap-
proach successfully restores the feasibility of direct com-
parison to some extent, it does not yet fully isolate fine-
grained pronunciation errors.

In this sense, the proposed method should not be in-
terpreted as a complete pronunciation assessment sys-
tem, but rather as a component that captures a par-
ticular dimension of pronunciation quality, specifically
temporal fluency.

5.4. Comparison with other work

In this section, we compare our results with those
of other methods. Note that our method did not per-
form any training on any specific data (we only used
pre-trained models). Therefore, we do not expect the
proposed system to yield better results than training-
based systems. If our results are not much worse than
the state-of-the-art systems, it proves that our system
is usable.

Tables 8 and 9 show the comparison for the ERJ
and speechocean762, respectively. Since the evaluation
paradigms differ across these works (most split the
training and test data, whereas our work uses all data
for evaluation), subtle differences in values do not make
sense; however, these comparisons are useful for identi-
fying general trends.

For the ERJ, our system’s evaluation of segmental ac-
curacy is comparable to that of Hirabayashi et al. [47],
but is much lower than that of Fu et al. [28]. The method
by Fu et al. uses multiple ASR results trained on both
L1 and L2 English speech, indicating the importance
of fine-tuning for further improvement. The intonation
and rhythm PCCs are lower than those reported by
Hirabayashi et al., supporting the previous discussion
that SSL-based models have difficulty capturing pitch-
based features.

For the speechocean762, the PCC values are generally
high. Our results are not the best, but they are compa-
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Table 9 Comparison to other work: the corpus is the spee-
chocean762, and the values are absolute PCC.

Paper accuracy prosodic fluency
Gong et al. [48] 0.723 0.760 0.753
Fu et al. [49] - - 0.833
Chao et al. [34] 0.782 0.836 0.843
Kim et al. [50] - 0.77 0.78
Ours (ContentVec) 0.707 0.786 0.799

Table 10 Comparison of natural speech and synthesized
speech as the reference speech (ContentVec as the
model). In the second column, “nat.” and “syn.” denote
natural and synthesized references, respectively.

corpus ref. segmental/ intonation/ rhythm/
accuracy prosody fluency

ERJ nat. −0.670 −0.140 −0.485

ERJ syn. −0.639 −0.110 −0.452

OMPAL nat. −0.279 −0.396 −0.583

OMPAL syn. −0.259 −0.358 −0.533

rable to those of other systems that use task-specific
training or fine-tuning.

5.5. Viability of synthesized speech as a refer-
ence

In the previous experiments, we used synthesized
speech as references when evaluating speechocean762.
However, it is unclear whether the use of synthesized
speech affects the evaluation results. To investigate
this issue, we conducted additional experiments with
ERJ and OMPAL, using synthesized utterances as ref-
erences. When synthesizing the utterances, we used
the Azure Speech-to-Text API, with the speakers en-
US-AvaNeural and zh-CN-XiaoxiaoNeural for ERJ and
OMPAL, respectively. The overall results demonstrated
that using synthesized speech yields correlation coeffi-
cients highly comparable to those obtained with natural
speech. Table 10 shows a part of the experimental using
ContentVec. As shown in the table, results with synthe-
sized utterances gave slightly lower PCC values, but the
overall trend is almost the same.

6. Conclusion

In this paper, we proposed a language-independent
pronunciation assessment method that uses SSL-based
features and investigated its performance across sev-
eral corpora in different languages. The proposed sys-
tem employs feature extractors such as Wav2Vec 2.0,
HuBERT, and ContentVec, and compares L1 and L2
speech features using DTW. The proposed framework

demonstrates that effective pronunciation assessment
can be achieved without annotated training data, pro-
vided a small set of reference utterances. This property
makes the method especially suitable for low-resource
languages, where collecting such references is far more
practical than building large-scale annotated corpora.

The results suggest that the proposed method pro-
vides a stable correlation with human judgments, es-
pecially for fluency-related aspects, across multiple cor-
pora. This cross-corpus consistency supports the valid-
ity of the proposed approach as a language-independent
assessment metric.

These findings suggest that extending the proposed
framework requires explicitly modeling complementary
acoustic factors. In particular, incorporating pitch-
based features or pitch-aligned distance measures would
be essential for capturing prosodic aspects that are not
represented in current SSL embeddings. A promising di-
rection is to combine multiple distance measures, such
as SSL-based spectral distance and F0-based prosodic
distance, into a unified scoring framework.
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