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Abstract
Physical AI and embodied autonomous systems increasingly translate AI-driven decisions into 
actions within physical environments. Such systems may move, approach humans or objects, 
manipulate materials, provide assistance, intervene in operational settings, or trigger emergency 
actions. These capabilities create governance challenges that cannot be addressed solely through 
system-level approval, general risk classification, or post-incident liability. Existing risk-
management, safety, audit, and accountability frameworks remain essential, but they require 
operational translation when AI systems begin to act in the world.

This paper proposes a behavior-level runtime governance framework for Physical AI. Its central 
claim is that specific classes of physical AI behavior should be authorized, monitored, restricted, 
suspended, conditionally reinstated, or withdrawn through permission states that can change over 
time. The framework introduces several core concepts: Behavior Permission Classes, Behavior 
Permission States, Physical Operational Envelopes, Physical Near-miss Reporting, Permission State
Transitions, Emergency Override Traces, and Conditional Physical Reinstatement. Together, these 
concepts shift the governance question from whether an AI system is approved in general to which 
behaviors are authorized, under what conditions, with what evidence, and how those permissions 
should change during operation.

The framework is positioned not as a replacement for existing governance regimes, nor as a vendor-
specific enforcement architecture. Rather, it functions as a runtime governance and translation layer 
between early risk detection and downstream enforcement mechanisms. It also emphasizes that 
runtime governance depends on upstream design, procurement, and contractual conditions, 
including logging, auditability, suspension capabilities, change-management records, and provider 
cooperation. The paper argues that Physical AI governance should be behavior-specific, evidence-
based, proportionate, and grounded in human and institutional responsibility.

Keywords: Physical AI; embodied autonomous systems; AI governance; runtime governance; 
behavior permission; near-miss reporting; human oversight; auditability

1. Introduction

1.1 Background: Physical AI as Acting Systems
Artificial intelligence systems have often been governed as systems that process information, 
generate outputs, support decisions, or automate cognitive tasks. In such contexts, governance 
concerns typically include accuracy, bias, transparency, accountability, data protection, 
explainability, human oversight, and risk management. These concerns remain essential. However, 
they become insufficient when AI systems begin to act through physical embodiment.

Physical AI refers to AI-enabled systems that perceive, decide, and act within physical 
environments. Such systems may move through shared spaces, approach humans or objects, 
manipulate tools or materials, provide physical assistance, operate vehicles or machines, support 



care or medical activities, intervene in industrial processes, or trigger emergency responses. In these
cases, AI-generated decisions are not merely displayed or recommended. They are translated into 
physical behavior.

This shift changes the governance problem. When an AI system generates text, ranks options, or 
recommends a decision, the immediate governance question concerns how the output should be 
interpreted, reviewed, relied upon, or corrected. When an AI system moves, approaches, touches, 
manipulates, assists, blocks, unlocks, redirects, or stops a physical process, governance must also 
ask what the system is allowed to do in the world, under what conditions, and with what capacity 
for restriction, suspension, or intervention.

Physical AI is not separate from existing AI governance. It inherits established concerns such as risk
management, human oversight, accountability, auditability, incident response, and post-deployment 
monitoring. It also overlaps with robotics safety, product governance, cybersecurity, procurement 
control, and sector-specific regulation. The problem is not that existing governance paradigms are 
obsolete. Rather, they require operational translation when AI systems become semi-autonomous, 
agentic, or physically embodied actors (NIST, 2023; OECD, 2024; ISO/IEC, 2023a; ISO/IEC, 
2023b).

The practical significance of this translation is clear. Physical actions may be spatially situated, 
time-sensitive, irreversible, or difficult to reconstruct after the fact. A robot that approaches a person
too closely, an autonomous vehicle that changes lanes under uncertain conditions, a warehouse 
system that moves heavy objects near workers, or a care-support robot that assists with human 
movement may generate risk before any formal incident occurs. In such cases, governance cannot 
rely only on system-level approval or post-incident liability. It must also address how particular 
classes of behavior are authorized, monitored, limited, paused, or restored during operation.

Physical AI also creates a closer relationship between permission and environment. A behavior that 
is acceptable in one environment may be unacceptable in another. Movement through an empty 
controlled facility differs from movement through a crowded public space. Contact with a 
manufactured object differs from contact with a human body. Assistance in a low-risk routine task 
differs from assistance in a medical, emergency, or high-impact setting. The same technical 
capability may therefore require different governance conditions depending on location, users, 
affected stakeholders, operational constraints, and the possibility of harm.

This paper starts from the premise that Physical AI should be understood as acting systems, not 
merely as decision-support systems with physical interfaces. Once AI behavior enters physical 
space, governance must address behavior-level authorization. The central question is no longer only
whether the AI system is safe or compliant in general, but which physical behaviors are permitted, 
under what operational envelope, with what oversight, and how those permissions should change 
when near-misses, incidents, capability updates, or environmental changes occur.

1.2 Governance Gap: From System Approval to Behavior-
Level Risk
Many existing approaches to AI governance are organized around the assessment, approval, 
classification, or monitoring of systems as a whole. A system may be evaluated before deployment, 
classified according to intended use, subjected to risk-management obligations, monitored after 
deployment, or reviewed after an incident. This system-level perspective is necessary. It helps 
organizations determine whether an AI system should be procured, deployed, used in a particular 
domain, or subject to heightened oversight. However, for Physical AI, system-level governance 
becomes incomplete unless it is translated into behavior-level control (European Union, 2024; 
NIST, 2023; ISO/IEC, 2023a; ISO/IEC, 2023b).

The core governance gap arises because approval of a system does not answer whether every 



behavior performed by that system should remain permissible under all conditions. A Physical AI 
system may be generally authorized for use in a warehouse, hospital, public facility, transport 
corridor, industrial plant, or domestic setting. Yet the behaviors performed by that system may vary 
significantly in risk. Movement, approach, contact, manipulation, assistance, emergency override, 
and environmental intervention do not carry the same governance implications. A system may be 
acceptable for navigation but not for contact, acceptable for routine assistance but not for high-
impact intervention, or permitted in a controlled environment but restricted in a crowded one.

This distinction matters because Physical AI risk often emerges at the level of behavior, context, 
and transition rather than at the level of the system in the abstract. A system that is safe under one 
operational envelope may become unsafe when environmental conditions change, users behave 
unpredictably, sensors degrade, external tools are connected, or the system begins to perform 
actions outside its originally intended workflow. In such cases, the governance question is not 
merely whether the system is approved, but whether a particular class of behavior remains 
authorized under current conditions.

System-level approval also tends to produce a binary governance structure: a system is deployed or 
not deployed, certified or uncertified, permitted or prohibited. Physical AI often requires 
intermediate states. A behavior may need to be permitted only within a defined operational 
envelope, permitted only with additional human review, restricted to certain environments, paused 
pending investigation, suspended after repeated near-misses, or conditionally reinstated after 
remediation. These intermediate states are difficult to express if governance is framed only as 
approval or prohibition of the system as a whole.

A second gap concerns timing. Pre-deployment assessment is essential, but it cannot anticipate 
every future interaction between an embodied AI system, its environment, users, and evolving 
capabilities. Post-incident liability and investigation are also essential, but they intervene after 
harm, disruption, or loss has occurred. Physical AI therefore requires governance mechanisms that 
operate during deployment, when risk signals, near-misses, operational anomalies, or capability 
changes can still be translated into review, restriction, suspension, or modification before more 
serious harm occurs.

A third gap concerns evidence. For behavior-level governance to function, organizations must be 
able to reconstruct what the system did, why the behavior was permitted, under what authority it 
proceeded, what human oversight occurred, what risk signals were present, and whether the 
behavior remained within its authorized conditions. Ordinary event logging may show that an 
action occurred, but governance requires evidence that connects actions to permissions, permissions
to conditions, conditions to oversight, and oversight to responsibility.

The evidence gap is not limited to actions that were ultimately allowed or completed. For runtime 
governance to be auditable, organizations may also need to reconstruct why a behavior was 
rejected, why it was escalated for human review, why it was held or paused, and how any later 
challenge or redress process was handled. If evidence is generated only for successful execution, 
governance may become asymmetric: the organization can explain why an action proceeded, but 
not why a control path blocked, restricted, escalated, or reviewed it.

A fourth gap concerns the relationship between detection and enforcement. Early screening tools, 
checklists, and risk assessments can identify risky use cases, ambiguous responsibility lines, weak 
human oversight, insufficient logging, or missing stop conditions. Enforcement mechanisms such as
policy engines, execution gates, approval workflows, or access controls may block or permit 
actions. However, detection alone does not determine what operational state should follow, and 
enforcement mechanisms require governance context to decide what conditions apply. Between 
detection and enforcement, a runtime governance layer is needed to translate risk signals into 
control states.

A fifth gap lies upstream. Runtime governance cannot be added effectively if the system was not 



designed, procured, or contracted to support it. If a Physical AI system cannot generate usable logs, 
expose relevant audit information, support suspension or rollback, record configuration changes, 
distinguish between action classes, or enable provider cooperation during incident response, then 
later governance will be limited regardless of the organization’s policy intentions. Procurement 
specifications, contractual obligations, and design requirements can therefore function as upstream 
enabling conditions for runtime governance.

These gaps do not imply that existing governance frameworks are irrelevant. Rather, they show that 
established governance principles must be operationalized at a finer level of granularity. Risk 
management, auditability, accountability, human oversight, incident response, and post-deployment 
monitoring remain necessary, but they must be translated into mechanisms capable of governing 
behavior during operation.

1.3 Core Argument: Behavior-Level Runtime Governance for 
Physical AI
This paper argues that Physical AI should be governed not only through system-level approval, but 
also through behavior-level runtime governance. Specific classes of physical AI behavior should be 
authorized, monitored, restricted, suspended, and conditionally reinstated through permission states 
that can change over time. Governance should not ask only whether an AI system is generally 
approved for deployment. It should also ask which behaviors the system is permitted to perform, 
under what conditions, with what evidence, and how those permissions should change when risk 
signals emerge.

The argument begins from a simple premise: AI systems that act in physical environments do not 
generate risk only as systems, but also as behaviors. Movement, approach, contact, manipulation, 
assistance, emergency override, and environmental intervention each create different types of risk. 
These behaviors may be safe in one environment, unsafe in another, permissible under one level of 
oversight, and impermissible when conditions change. A governance framework for Physical AI 
must therefore be able to distinguish between behavior classes and assign different permission 
conditions to them.

This does not require treating every low-level movement or actuator command as a separate 
governance event. Rather, the proposal is to govern meaningful classes of behavior at a level of 
abstraction that is operationally usable. Mobility, proximity, contact, manipulation, assistance, and 
emergency override may each function as Behavior Permission Classes. Each class can then be 
associated with conditions, limits, review requirements, escalation triggers, evidence requirements, 
and suspension or reinstatement procedures.

The key unit of governance is the behavior permission state. A behavior permission state represents 
the current governance status of a particular class of behavior. A behavior may be permitted, 
conditionally permitted, subject to additional review, restricted, paused, suspended, subject to 
revalidation, or withdrawn. These states allow governance to move beyond a binary choice between
full deployment and complete prohibition. They also allow organizations to respond to changing 
risk conditions without necessarily disabling an entire system.

The validity of a behavior permission state depends on its Physical Operational Envelope. A 
Physical Operational Envelope defines the technical, environmental, organizational, contractual, 
and institutional conditions under which a behavior permission remains valid. A system may be 
permitted to navigate within a mapped warehouse but not in an unmapped public space. It may be 
permitted to approach objects but not humans. It may be permitted to assist a user under supervision
but not to perform high-impact intervention without explicit authorization.

Behavior-level runtime governance also requires attention to warning signals before serious harm 
occurs. Physical AI systems may generate near-misses, unsafe proximity events, repeated human 



overrides, degraded sensor performance, unexpected interactions, or deviations from intended 
workflows. These signals may not yet constitute serious incidents, but they may indicate that a 
behavior permission should be reviewed, restricted, or suspended. Physical Near-miss Reporting 
therefore becomes a governance mechanism for triggering permission-state transitions before harm 
escalates.

The framework also treats reinstatement as a governance process rather than an automatic return to 
operation. If a behavior permission has been restricted or suspended, reinstatement should depend 
on evidence of remediation, review of relevant logs, assessment of near-miss or incident records, 
confirmation of operational envelope conditions, and evaluation of whether oversight and 
accountability remain adequate. Reinstatement may also be partial or conditional. A behavior may 
return under narrower conditions, in a limited environment, with additional human review, or only 
after further validation.

This framework should be understood as a runtime governance and translation layer rather than a 
standalone replacement for existing systems. It does not displace risk management, safety 
standards, procurement controls, incident response, audit systems, human oversight, or enforcement
mechanisms. Instead, it translates these established governance principles into operationally 
actionable permission states for agentic and Physical AI systems. Its contribution lies in clarifying 
how governance can move from general principles to behavior-level control during deployment 
(Inoue, 2026a; Inoue, 2026b).

1.4 Contribution and Structure
This paper makes four contributions to the governance of Physical AI and embodied autonomous 
systems.

First, it reframes the governance unit from the AI system as a whole to specific classes of physical 
behavior. Existing governance frameworks often begin with system-level approval, risk 
classification, conformity assessment, or post-deployment monitoring. These mechanisms remain 
necessary, but they do not fully address the operational question of which physical behaviors are 
permissible under changing conditions. By introducing Behavior Permission Classes, the paper 
provides a way to distinguish between mobility, proximity, contact, manipulation, assistance, 
emergency override, and other meaningful classes of physical AI action.

Second, it develops a runtime permission framework for Physical AI. Instead of treating governance
as a static decision made only before deployment, the framework conceptualizes governance as 
permission-state management. Specific behavior classes may be permitted, conditionally permitted, 
restricted, paused, suspended, subject to revalidation, or withdrawn. This allows governance to 
respond to near-misses, incidents, capability changes, environmental changes, and operational drift 
without reducing all decisions to the binary choice of full deployment or complete prohibition.

Third, it positions behavior-level governance as a translation layer between established risk-
management principles and the operational realities of agentic and Physical AI systems. The 
framework does not replace safety standards, risk management, procurement controls, audit 
systems, human oversight, or enforcement mechanisms. Rather, it translates these concerns into 
operational permission states, evidence requirements, oversight conditions, restriction triggers, and 
reinstatement processes.

Fourth, it clarifies the upstream and downstream dependencies of runtime governance. Runtime 
permission control cannot function effectively unless relevant technical and organizational 
capabilities are available before deployment. Logging, auditability, behavior classification, 
suspension capabilities, change-management records, explanation records, and incident-response 
cooperation may need to be embedded through design requirements, procurement specifications, 
and contractual obligations. At the same time, runtime governance must connect to downstream 



enforcement mechanisms, such as approval workflows, policy engines, execution gates, audit trails, 
and incident-response processes.

The argument proceeds as follows. Section 2 explains the conceptual transition from runtime 
permission control to behavior-level governance. Section 3 introduces Behavior Permission Classes 
and the Physical Operational Envelope. Section 4 develops the role of Physical Near-miss 
Reporting and Permission State Transitions. Section 5 examines Conditional Physical 
Reinstatement. Section 6 discusses institutional allocation and the relationship between the 
framework and existing governance regimes. Section 7 addresses boundary conditions and 
limitations. Section 8 concludes by summarizing the need for behavior-level governance in Physical
AI.

Overall, the paper aims to show that behavior-level runtime governance is not a proposal to make 
every AI use case deployable. It is a framework for determining which AI behaviors can be 
governed, under what conditions, with what evidence, and when those behaviors should be limited, 
paused, withdrawn, or reinstated.

2. From Runtime Permission Control to 
Behavior-Level Governance

2.1 Continuity with Runtime Permission Control
The framework developed in this paper builds on the idea that autonomous and agentic AI systems 
should not be governed only through static approval, general compliance declarations, or post-
incident review. They should also be governed through permission states that can change during 
operation in response to risk signals, incidents, capability updates, governance thresholds, and 
evidence of remediation.

The key continuity is the concept of runtime permission control. Runtime permission control refers 
to the governance process through which an AI system’s permitted actions, operational authority, or 
execution conditions may be monitored, restricted, suspended, or reinstated during deployment. 
This concept differs from ordinary access control in a narrow technical sense. It is not limited to 
whether a system can access a database, API, tool, or account. Instead, it concerns whether the AI 
system remains authorized to perform certain actions under specified governance conditions (Inoue,
2026b).

In agentic AI contexts, runtime permission control is concerned with systems that may execute 
tasks, call tools, interact with users, generate outputs, trigger workflows, or participate in decision-
support processes. Their governance problem is not only whether they should be deployed, but 
whether their permissions should change when their behavior becomes risky, their task scope 
expands, their outputs create new dependencies, or their operational environment changes. This 
introduces the need for permission states that are dynamic rather than static.

Physical AI intensifies this problem. Physical AI systems do not merely generate outputs or execute 
digital workflows. They move, approach, touch, manipulate, assist, intervene, or trigger physical 
processes. As a result, the object of governance must become more specific. It is no longer 
sufficient to ask whether the system as a whole has permission to operate. Governance must also 
ask which physical behaviors are permitted, under what operational envelope, and how those 
behavior permissions should change over time.

This extension also clarifies why runtime permission control should be treated as a governance 
concept rather than merely a technical control mechanism. A physical behavior permission may 
depend on risk evidence, human oversight, operational context, prior near-misses, environmental 



constraints, contractual capabilities, auditability, and the availability of suspension or intervention 
mechanisms. These conditions are broader than software permissions. They involve institutional 
judgment, accountability structures, and evidence-based transitions between permission states.

2.2 Permission State as a Governance Unit
A permission state should be understood not merely as a technical status, but as an operational 
governance condition. It defines what an AI system, agent, or behavior is allowed to do under 
specified constraints, evidence requirements, oversight conditions, and transition rules. A 
permission state therefore links operational authority to governance justification.

This distinction is important because agentic and Physical AI systems may change after 
deployment. A static approval decision may become insufficient when the system’s use context 
changes, new tools are connected, users rely on the system in unexpected ways, the model is 
updated, the environment changes, or repeated anomalies indicate a new pattern of risk. A 
permission state allows governance to respond to these changes without treating deployment as a 
fixed all-or-nothing decision.

Permission states can express intermediate governance conditions. An AI behavior may be 
permitted, conditionally permitted, subject to additional review, restricted, paused, suspended, 
subject to revalidation, or withdrawn. These states provide a vocabulary for operational control. 
They allow organizations to distinguish between normal operation, operation under additional 
constraints, temporary interruption, formal suspension, and evidence-based return.

A permission state also creates a bridge between risk signals and operational action. A risk signal, 
such as a near-miss, repeated human override, unexpected tool use, unsafe proximity event, or 
deviation from an authorized workflow, does not automatically determine what should happen next.
It must be interpreted and translated into a governance response. The permission state provides the 
mechanism through which that response can be expressed.

In this respect, permission states occupy a middle position between detection and enforcement. 
Detection or screening mechanisms identify risk signals. Enforcement mechanisms, such as policy 
engines, execution gates, approval workflows, or technical restrictions, determine whether specific 
actions may proceed. A permission state connects the two by defining the governance status that 
enforcement mechanisms should apply. Without such a state-based layer, detection may remain a 
warning without control, while enforcement may operate without sufficient governance context.

A permission state should therefore be associated not only with operational status, but also with 
evidence of the decision path that produced or maintained that status. Where a behavior is 
permitted, restricted, suspended, escalated, or reinstated, the organization should be able to identify 
the relevant authority, evidence, review conditions, and decision rationale. This is especially 
important where enforcement mechanisms such as execution gates or approval workflows apply the
permission state to actual AI-assisted actions.

Permission states also support accountability and reconstructability. If an AI-assisted action is later 
reviewed, the organization should be able to determine not only what happened, but why the action 
was permitted at that time. This requires evidence of the relevant permission state, the conditions 
attached to it, the authority under which it was granted, the oversight that occurred, and any risk 
signals that should have affected it.

For Physical AI, the governance significance of permission states is greater because physical actions
may produce spatial, bodily, environmental, or operational consequences. A system may move 
through a workplace, approach a human, manipulate an object, assist with care, intervene in a 
machine process, or trigger an emergency action. Each of these behaviors may require different 
conditions for permission. A permission state allows governance to attach specific conditions to 
specific behavior classes, rather than relying only on the general status of the system.



Understanding permission states as governance units also clarifies the relationship between this 
framework and existing risk-management practices. Risk assessment informs the initial permission 
state. Monitoring and near-miss reporting provide evidence for transition. Human oversight 
supports review and escalation. Auditability and logging support reconstructability. Enforcement 
mechanisms apply the current permission state to actual AI-assisted actions.

2.3 From System Permission to Behavior Permission
System permission refers to the general authorization of an AI system for deployment, operation, or 
use within a specified domain. It may be based on procurement review, conformity assessment, 
safety evaluation, internal approval, risk classification, or sector-specific requirements. System 
permission remains important. Without some form of system-level assessment, organizations cannot
determine whether an AI system is suitable for acquisition, deployment, integration, or continued 
use.

For Physical AI, however, system permission is not sufficiently granular. A single system may 
perform multiple classes of physical behavior, each of which may involve different environments, 
affected stakeholders, oversight requirements, degrees of reversibility, and potential consequences. 
Behavior permission therefore refers to the authorization of a specific class of action that an AI 
system may perform under defined governance conditions. It asks not only whether the system may 
operate, but whether the system may move, approach, touch, manipulate, assist, intervene, override,
or trigger a physical process in a particular context.

The distinction can be illustrated through a warehouse robot. The robot may be approved for use in 
a logistics facility. Yet that general approval does not answer whether it may operate near human 
workers, move heavy loads through shared corridors, enter restricted zones, continue operating after
repeated near-misses, or perform emergency rerouting when its sensors degrade. Each of these 
behaviors may require different permission conditions. A system-level approval may therefore 
coexist with behavior-level restrictions.

The same logic applies in care, healthcare, transportation, industrial, public-service, or domestic 
settings. A care-support robot may be generally authorized to assist users, but not to initiate bodily 
contact without supervision. An autonomous mobility system may be approved for operation within
a defined area, but not for high-speed movement in a crowded space. A manufacturing system may 
be permitted to manipulate objects under normal conditions, but restricted from operating near 
human workers when visibility, sensor reliability, or emergency-stop availability is degraded.

The shift from system permission to behavior permission supports proportional governance. Not all 
behaviors performed by a Physical AI system require the same level of control. Low-impact, 
reversible, assistive, or informational behaviors may require lighter oversight. High-impact, 
irreversible, bodily, environmental, or safety-critical behaviors may require stronger conditions, 
additional review, enhanced logging, or explicit authorization. Behavior permission allows 
governance controls to be calibrated to the nature of the behavior rather than applied uniformly to 
the entire system.

This shift also helps avoid two undesirable outcomes. If governance is too permissive, a system 
may continue performing risky behaviors simply because it remains generally approved. If 
governance is too restrictive, the entire system may be disabled even when only one behavior class 
requires limitation or review. Behavior permission provides an intermediate structure. It allows 
organizations to restrict, pause, or suspend a specific behavior while preserving other functions that 
remain governable.

Behavior permission also strengthens accountability. If an AI-assisted physical action is later 
reviewed, the relevant question is not only whether the system was approved for use. The 
organization must also be able to explain why that particular behavior was permitted at that time, 



under that operational envelope, with that evidence, and under that authority. Behavior permission 
therefore supports reconstructability by linking specific actions to permission states, conditions, 
oversight, evidence, and responsibility lines.

System permission and behavior permission should be understood as complementary layers. System
permission addresses whether the AI system is generally suitable for deployment or continued use. 
Behavior permission addresses whether specific classes of behavior remain authorized under 
operational conditions. A system may pass system-level assessment while still requiring behavior-
level restrictions. Conversely, behavior-level problems may sometimes be addressed without 
withdrawing the entire system.

2.4 Behavior Permission State
A behavior permission state is the current governance status of a specific class of AI behavior. 
Whereas system permission concerns whether an AI system is generally authorized for deployment 
or use, a behavior permission state concerns whether a particular class of physical behavior may 
proceed under current operational conditions.

A behavior permission state does not merely indicate whether a behavior is technically possible. It 
indicates whether the behavior remains authorized, under what conditions, with what oversight, and 
subject to what transition rules. It may also specify whether the behavior requires additional review,
whether it is limited to a particular operational envelope, whether it has been temporarily paused, or
whether it has been suspended pending remediation.

Behavior permission states can be attached to meaningful classes of physical action. These may 
include Mobility Permission, Proximity Authorization, Contact Permission, Manipulation 
Permission, Assistance Permission, Emergency Override Permission, or other context-specific 
behavior classes. Each class may carry different risks and therefore different permission conditions. 
For example, a system may be permitted to move within a controlled environment, conditionally 
permitted to approach humans, restricted from physical contact, and suspended from emergency 
override functions until additional validation is completed.

A behavior permission state should be understood as a structured governance object. It contains or 
references the behavior class to which it applies, the operational envelope within which the 
behavior remains valid, the evidence supporting authorization, the oversight requirements attached 
to the behavior, the triggers for review or restriction, and the conditions for suspension or 
reinstatement. This structure allows governance to become more specific than system-level 
approval while remaining more practical than approving every individual action separately.

The value of behavior permission states lies in their ability to express intermediate governance 
positions. Physical AI governance often requires more than a binary distinction between permitted 
and prohibited. A behavior may be permitted under normal conditions, conditionally permitted with 
human supervision, restricted to a narrower environment, paused pending investigation, suspended 
after a serious incident, subject to revalidation after a model or configuration change, or withdrawn 
when it can no longer be governed responsibly.

Behavior permission states also make transitions explicit. A behavior may move from permitted to 
conditionally permitted after a minor anomaly, from conditionally permitted to restricted after 
repeated near-misses, from restricted to suspended after a serious incident, or from suspended to 
conditionally reinstated after remediation and review. Conversely, a behavior may remain permitted 
if available evidence shows that the relevant risk signal does not affect its operational envelope. The
point is not to force every risk signal into the same response, but to provide a structured way to 
translate evidence into governance action.

Such transitions should be based on governance thresholds rather than ad hoc judgment alone. 
Thresholds may be triggered by incident severity, frequency of near-misses, repeated human 



overrides, deviations from authorized workflows, degraded sensor reliability, changes in operating 
environment, model or software updates, newly connected tools, or evidence of use-case drift. 
These signals do not automatically determine the correct response, but they should initiate review of
the relevant behavior permission state.

Behavior permission states also connect governance to enforcement. A policy engine, approval 
workflow, execution gate, AI gateway, safety controller, or manual procedure can apply governance 
effectively only if it knows the current status of the relevant behavior. The behavior permission state
provides that status. It tells downstream mechanisms whether the behavior is currently permitted, 
conditionally permitted, restricted, suspended, or subject to revalidation.

At the same time, behavior permission states depend on upstream design and procurement 
conditions. They require the ability to distinguish behavior classes, capture relevant logs, 
reconstruct actions, record human review, document reasons for authorization, suspend or restrict 
functions, manage configuration changes, and obtain provider cooperation when needed. If these 
capabilities are not built into the system, procurement specifications, contract terms, or operational 
design, behavior permission states may remain merely conceptual.

Behavior permission states therefore provide the immediate foundation for behavior-level 
governance. They make it possible to attach authorization, oversight, evidence, transition criteria, 
restriction, suspension, and reinstatement to specific classes of Physical AI behavior. Having 
established this foundation, the next section introduces the main Behavior Permission Classes and 
the Physical Operational Envelope.

3. Behavior Permission Classes and Physical 
Operational Envelope

3.1 Behavior Permission Class
A Behavior Permission Class is a governance-relevant category of AI behavior to which a 
permission state can be attached. It is not intended to capture every low-level motor command, 
sensor adjustment, route correction, or micro-action performed by a Physical AI system. Instead, it 
identifies a meaningful class of action that is important enough to require authorization, monitoring,
restriction, suspension, or conditional reinstatement.

The concept is necessary because Physical AI systems often perform multiple kinds of physical 
action within a single deployment. A system may move through space, approach humans or objects,
initiate contact, manipulate materials, provide assistance, intervene in a workflow, or trigger 
emergency responses. These behaviors do not carry the same risk profile. They differ in 
reversibility, affected stakeholders, proximity to harm, oversight requirements, evidentiary needs, 
and dependence on environmental conditions (Goodrich & Schultz, 2007; ISO, 2025a; ISO, 2025b).

A Behavior Permission Class should therefore be defined at a level that is operationally meaningful.
If the class is too broad, it will not support targeted governance. If it is too granular, governance 
becomes impractical. The class should be broad enough to support practical management, but 
specific enough to distinguish materially different risks. For Physical AI, illustrative classes include 
Mobility Permission, Proximity Authorization, Contact Permission, Manipulation Permission, 
Assistance Permission, and Emergency Override Permission. These classes are not exhaustive. 
Different sectors may require additional or modified categories.

Behavior Permission Classes serve four governance functions. First, they define the object of 
authorization: not merely whether the system may operate, but whether a specific class of behavior 
may proceed. Second, they define the object of monitoring: logs, near-miss reports, human 



overrides, and incident records can be associated with the relevant behavior class. Third, they define
the object of restriction or suspension: if one class becomes risky, that class may be limited without 
disabling the entire system. Fourth, they define the object of reinstatement: a restricted or suspended
behavior class may return only after review, remediation, and confirmation that relevant conditions 
are satisfied.

This structure supports proportional governance. Low-impact, reversible, or controlled behaviors 
may require lighter oversight. High-impact, bodily, irreversible, hazardous, public-facing, or 
emergency-related behaviors may require stronger authorization, logging, review, and intervention 
capacity. Behavior Permission Classes therefore allow governance controls to be calibrated to the 
nature of the behavior rather than applied uniformly to the whole system.

A Behavior Permission Class must also be governable in practice. The organization should be able 
to determine whether the behavior occurred, under what conditions it occurred, whether it remained 
within the authorized operational envelope, what oversight applied, and whether any risk signals 
were present. A class that cannot be observed, logged, reviewed, or restricted may be difficult to 
govern. This means that behavior-level governance depends not only on conceptual classification, 
but also on design, procurement, technical capability, operational procedure, and evidence 
infrastructure.

3.2 Mobility Permission
Mobility Permission concerns whether, where, and under what conditions a Physical AI system may
move through physical space. It applies to embodied systems whose AI-driven decisions are 
expressed through movement, including mobile robots, autonomous vehicles, drones, warehouse 
systems, delivery systems, inspection robots, care-support platforms, and other systems capable of 
navigation or relocation.

Mobility is one of the most basic forms of physical AI behavior, but it is not merely a technical 
navigation capability. From a governance perspective, movement creates spatial risk. A system that 
moves may enter shared spaces, approach humans or objects, cross boundaries, obstruct pathways, 
collide with obstacles, move into restricted zones, or operate under conditions that differ from its 
intended environment. Mobility Permission therefore asks not only whether the system can move, 
but whether it remains authorized to move in a specific environment under current conditions.

The risk profile of mobility depends heavily on context. Movement within a mapped, controlled, 
low-traffic environment differs from movement in a crowded, public, dynamic, or safety-critical 
space. A warehouse robot operating in a segregated lane raises different governance questions from 
a delivery robot navigating a pedestrian area or an autonomous mobility system operating near 
vulnerable users. The same technical capability may therefore require different permission states 
depending on location, human density, speed, route predictability, environmental complexity, and 
emergency-stop availability.

Mobility Permission may be permitted, conditionally permitted, restricted, or suspended depending 
on the operating envelope. Relevant conditions may include mapped zones, geofencing, speed 
limits, obstacle-detection reliability, sensor confidence, lighting, network availability, weather, 
human presence, restricted areas, fallback behavior, and emergency-stop mechanisms. Mobility-
related risk signals may include unsafe routing, repeated near-collisions, unexpected stops, 
operation outside mapped areas, repeated human overrides, degraded sensor performance, excessive
speed, or route deviations. These signals may justify narrowing the operating area, reducing speed, 
requiring human supervision, suspending autonomous movement in certain zones, or initiating 
revalidation.

Mobility Permission also shows why behavior-level governance is more precise than system-level 
approval. A Physical AI system may remain useful even if autonomous movement is restricted. It 



may continue stationary sensing, task planning, communication, or non-mobile assistance while 
mobility behavior is paused or limited. This allows governance to respond to mobility-specific risks
without unnecessarily disabling unrelated functions.

3.3 Proximity Authorization
Proximity Authorization concerns whether and how closely a Physical AI system may approach 
humans, objects, infrastructure, restricted areas, or other systems. It is related to Mobility 
Permission, but it is not identical. A system may be authorized to move through an environment 
while still being restricted from entering certain spatial relationships. Proximity therefore governs 
not only movement, but the distance and spatial configuration between the system and relevant 
persons, objects, or zones.

The distinction matters because risk may arise before physical contact occurs. A robot that 
approaches a worker too closely, a drone that flies near sensitive infrastructure, an autonomous 
vehicle that follows another road user at an unsafe distance, or a care-support system that moves 
into a vulnerable user’s personal space may create danger, fear, obstruction, or operational 
disruption even without collision or contact. Proximity events can therefore function as early 
governance signals.

Proximity Authorization should be defined in relation to the type of entity being approached. 
Approaching a wall, pallet, tool, machine, worker, patient, child, elderly person, restricted zone, 
emergency area, or hazardous object does not raise the same governance concerns. Human 
proximity is especially important because it may involve bodily safety, psychological comfort, 
consent, vulnerability, and ability to intervene. Proximity to infrastructure or hazardous materials 
may raise concerns of damage, contamination, disruption, or cascading failure.

Relevant conditions may include minimum distance thresholds, speed near humans, direction of 
approach, human density, user vulnerability, restricted zones, object sensitivity, sensor reliability, 
visibility, emergency-stop availability, and the ability of humans to predict or avoid the system’s 
movement. Proximity may be permitted in low-risk contexts, conditionally permitted in shared 
spaces, restricted near vulnerable users, or suspended in high-density or low-visibility 
environments.

Proximity-related near-misses may include repeated close approaches, sudden evasive action by 
humans, frequent emergency stops, path planning that brings the system too close to people, failure 
to maintain distance thresholds, or entry into zones where the system is not authorized to operate. 
These events should be treated as governance signals that may trigger review or transition of the 
relevant Proximity Authorization state.

3.4 Contact Permission
Contact Permission concerns whether a Physical AI system may initiate, allow, or continue physical
contact with humans, animals, objects, tools, materials, infrastructure, or the surrounding 
environment. Contact is more intrusive than mobility or proximity because it involves direct 
physical interaction. It may produce bodily, property, operational, environmental, or psychological 
consequences. For this reason, Contact Permission often requires more specific governance 
conditions than general system approval.

Contact should be understood broadly. It may include intentional contact, incidental contact, 
assistive contact, corrective contact, stabilizing contact, grasping, pushing, pulling, lifting, blocking,
holding, or touching. Contact may occur as part of ordinary operation, user assistance, 
manipulation, or unexpected movement. The governance question is not only whether contact is 
physically possible, but whether a particular form of contact is authorized under relevant conditions.



Different forms of contact require different governance treatment. Contact with objects may be 
permissible in industrial, warehouse, laboratory, domestic, or maintenance settings, but the risks 
depend on the object’s weight, fragility, hazardousness, function, ownership, and surrounding 
environment. Contact with a human body requires greater care. It may raise issues of bodily safety, 
consent, vulnerability, dignity, supervision, force limits, and the ability to stop or reverse the action.

The operational conditions for Contact Permission may include target type, allowed force, duration 
of contact, contact location, user consent, supervision level, sensor confidence, emergency-stop 
availability, speed, environmental stability, human vulnerability, and reversibility. A system may be 
permitted to contact objects, conditionally permitted to provide limited physical assistance, 
restricted from unsupervised human contact, or suspended from contact behavior after unsafe 
events.

Contact-related risk signals may include unexpected touch, excessive force, contact outside 
authorized areas, failure to stop on command, repeated emergency stops, human discomfort, near-
injury, contact with unauthorized objects, or contact under degraded sensor conditions. Depending 
on severity and recurrence, these signals may justify additional review, narrower force limits, 
supervision requirements, temporary restriction, suspension, or revalidation.

Behavior-level governance is particularly valuable for contact because contact may be restricted 
without disabling the entire system. A Physical AI system may continue mobility, perception, 
communication, or object recognition while contact behavior is paused or suspended. Conversely, 
contact with certain objects may remain permitted while contact with humans is restricted. This 
allows governance to calibrate control to the specific risk of physical interaction.

3.5 Manipulation Permission
Manipulation Permission concerns whether a Physical AI system may alter the state, position, 
configuration, operation, or availability of physical objects, tools, materials, machines, 
infrastructure, or environmental processes. It is related to Contact Permission, but goes beyond 
physical touch. Contact involves interaction; manipulation involves changing something in the 
physical world.

Manipulation may include grasping, lifting, carrying, sorting, assembling, disassembling, opening, 
closing, pressing, activating, deactivating, adjusting, loading, unloading, repairing, cleaning, 
dispensing, or otherwise modifying a physical object or process. In industrial and logistics 
environments, manipulation may involve materials, containers, components, tools, machines, or 
production lines. In domestic, care, public-service, or infrastructure contexts, it may involve 
household objects, assistive devices, access points, environmental controls, safety equipment, or 
operational systems.

The governance significance of manipulation lies in downstream consequences. A Physical AI 
system that manipulates an object may damage property, create unsafe configurations, disrupt 
workflows, expose hazardous materials, activate machinery, move objects into dangerous positions, 
or alter the conditions under which humans or other systems operate. The risk is therefore not 
limited to the moment of contact. It includes the consequences of the resulting change.

Manipulation Permission should be tied to the type of object, tool, material, or process being 
affected. Manipulating a lightweight package, fragile laboratory sample, hazardous container, 
medical instrument, industrial control switch, or household object does not carry the same 
governance implications. Relevant factors may include weight, fragility, hazardousness, ownership, 
operational importance, safety criticality, reversibility, and the possibility of cascading effects.

Manipulation-related risk signals may include mishandling, dropped objects, excessive force, 
incorrect object identification, unexpected activation or deactivation, interference with human 
workers, repeated manual corrections, tool misuse, near-damage, or deviations from authorized 



workflow. Responses may include narrower object categories, additional human review, temporary 
restriction, suspension, revalidation, or withdrawal of the behavior class.

Manipulation Permission also illustrates why reversibility matters. Some manipulation errors can be
corrected easily. Others may be difficult or impossible to reverse, such as damaging equipment, 
contaminating materials, activating machinery, or altering a safety-critical configuration. The less 
reversible the manipulation, the stronger the required oversight, evidence, and permission 
conditions should be.

3.6 Assistance Permission
Assistance Permission concerns whether a Physical AI system may provide physical, operational, or
task-related assistance to humans or human-managed workflows. Assistance may include carrying, 
guiding, lifting, stabilizing, positioning, reminding, transporting, handing over objects, supporting 
movement, coordinating tasks, or helping users complete activities. It overlaps with mobility, 
contact, and manipulation, but its governance focus is different: the system is not merely moving or 
manipulating; it is supporting a person or workflow.

The risk of assistance depends on reliance. A person may adjust their behavior because they expect 
the system to assist them. A worker may coordinate movement around a robot. A patient may rely 
on a care-support device. A user may follow a system’s physical guidance. If the assistance is 
delayed, incorrect, excessive, withdrawn, or misunderstood, harm may arise even when no direct 
malfunction is obvious. Assistance Permission therefore requires attention to user dependency, task 
criticality, vulnerability, consent, supervision, fallback options, and consequences of failure.

Assistance may be low-risk in routine, reversible, or supervised tasks. It may become high-risk 
when it affects bodily movement, medical or care-related activity, emergency response, public 
services, vulnerable users, or safety-critical operations. A system may be permitted to provide 
routine logistical support, conditionally permitted to assist users in shared environments, restricted 
from bodily assistance without supervision, or suspended from high-impact assistance after unsafe 
events.

Assistance-related risk signals may include user confusion, unsafe handover, near loss of balance, 
inappropriate continuation of assistance after conditions change, failure to yield control, 
overreliance by users, repeated human corrections, or assistance that conflicts with human 
instructions. These signals may justify review of the relevant Assistance Permission state.

Assistance Permission also makes human responsibility particularly visible. Meaningful oversight 
may include user consent, supervisor authority, fallback care, escalation channels, and the ability to 
pause or stop assistance. In vulnerable-user contexts, formal statements of oversight are not enough.
Oversight must be timely, competent, and capable of affecting the outcome.

3.7 Emergency Override Permission
Emergency Override Permission concerns whether a Physical AI system may depart from ordinary 
operational constraints under exceptional or urgent conditions. It may allow the system to interrupt 
a process, stop equipment, reroute movement, bypass workflow constraints, lock or unlock access, 
trigger alarms, alert operators, or activate safety procedures. Emergency override can be necessary, 
but it is also one of the most sensitive behavior classes because it authorizes intervention outside 
ordinary conditions.

Emergency override should therefore be narrowly defined, condition-based, time-limited, traceable, 
and subject to review. It should not function as a broad discretionary authority to bypass ordinary 
governance. The framework should distinguish among different forms of override. A restrictive 
override may stop, slow, or block behavior to prevent harm. A directive override may reroute or 



reorganize action. A permissive override may allow a behavior that would ordinarily be restricted. 
These forms raise different governance concerns.

The operational conditions for Emergency Override Permission may include authorized triggers, 
allowed override actions, maximum duration, required notification, escalation pathways, human 
review, fallback procedures, logging, and post-action evaluation. A system may be permitted to 
perform automatic safety stops, conditionally permitted to reroute movement, restricted from 
locking or unlocking access, or suspended from broader intervention after false or inappropriate 
triggers.

Emergency override risk signals may include false stops, delayed response, unnecessary rerouting, 
unclear lock or unlock behavior, failure to notify humans, repeated activation, excessive 
intervention, or inability to reconstruct why the override occurred. These signals may justify 
immediate review because emergency override actions can affect safety, autonomy, access, 
operations, and accountability.

Emergency Override Permission requires strong evidence. An Emergency Override Trace should 
record the trigger, system state, behavior class, action taken, duration, human notification, post-
action review, and whether ordinary permission conditions were bypassed. Without such 
traceability, emergency override may become difficult to audit or justify. This is especially 
important because emergency authority may be exercised quickly, under uncertainty, and with 
significant consequences.

3.8 Physical Operational Envelope
A Physical Operational Envelope defines the conditions under which a behavior permission remains
valid. No Behavior Permission Class is authorized in the abstract. Mobility, proximity, contact, 
manipulation, assistance, and emergency override all depend on technical, environmental, human, 
organizational, contractual, and institutional conditions. The operational envelope specifies the 
boundary between authorized and unauthorized behavior.

The envelope may include technical conditions such as model or software version, sensor reliability,
mapping quality, network availability, tool connections, actuator limits, force limits, speed limits, 
geofencing, emergency-stop availability, logging, and system health. It may include environmental 
conditions such as location, lighting, weather, surface conditions, human density, noise, restricted 
areas, hazards, object type, and infrastructure layout. It may include human and organizational 
conditions such as trained supervisors, user consent, escalation pathways, staffing, override 
authority, and procedures for pausing, restricting, or stopping behavior. It may also include 
contractual and institutional conditions such as auditability, provider cooperation, incident-response 
support, change-management records, and access to relevant system information (ISO, 2014; ISO, 
2016; ISO, 2023; ISO, 2025a; ISO, 2025b).

The Physical Operational Envelope is what distinguishes capability from authorization. A system 
may be technically capable of moving, approaching, contacting, manipulating, assisting, or 
overriding. That does not mean it is authorized to do so in every environment or under every 
condition. The envelope specifies where permission remains valid. If the system operates outside 
the envelope, the relevant behavior permission state should be reviewed, restricted, suspended, or 
subjected to revalidation.

The envelope is also dynamic. Conditions may change during deployment. The environment may 
become crowded, sensors may degrade, the system may be updated, new tools may be connected, 
user dependency may increase, supervision may be reduced, or a workflow may expand beyond its 
original purpose. Near-misses and incidents may also reveal that the envelope was too broad or 
poorly specified. AIBL therefore treats the operational envelope as part of runtime governance, not 
as a fixed pre-deployment assumption.



This concept also connects behavior-level governance to evidence and enforcement. To determine 
whether a behavior remained within its envelope, organizations need logs, context records, system-
state information, human oversight records, and permission-state histories. To enforce an envelope, 
organizations may need geofencing, speed controllers, policy engines, execution gates, safety 
controllers, approval workflows, or manual procedures. To audit an envelope, organizations need 
records showing what conditions applied, why they were considered sufficient, and whether they 
were followed.

The Physical Operational Envelope also depends on upstream design and procurement. If a system 
cannot distinguish behavior classes, record relevant conditions, support selective restriction, 
preserve audit trails, or cooperate with investigation, the organization may be unable to govern the 
envelope in practice. Runtime governance must therefore be enabled before deployment through 
design requirements, procurement specifications, contractual obligations, and operational planning.

In summary, Behavior Permission Classes define what kinds of physical behavior are governed, 
while the Physical Operational Envelope defines where and under what conditions those behaviors 
remain authorized. Together, they provide the operational foundation for Behavior Licensing in 
Physical AI. The next section turns to how risk signals, near-misses, serious incidents, and 
capability updates can trigger transitions between permission states.

4. Near-miss Reporting and Permission State 
Transitions

4.1 Near-miss as a Governance Signal
A Physical Near-miss is an event, pattern, or behavioral signal in which a Physical AI system 
approaches harm, unsafe contact, operational failure, or violation of its authorized Physical 
Operational Envelope, even if serious harm does not occur. It is governance-relevant because it may
reveal that a behavior permission state, operational envelope, oversight arrangement, or 
enforcement mechanism is no longer adequate.

Near-misses are especially important for Physical AI because risk may become visible before 
formal incidents occur. A robot may repeatedly stop just before collision, approach humans too 
closely, manipulate objects incorrectly before correction, trigger emergency behavior unnecessarily, 
or require frequent human intervention. These events may not produce harm, but they may indicate 
that the relevant behavior is operating near the boundary of its authorized conditions.

AIBL treats near-misses as governance signals rather than automatic grounds for withdrawal. A 
near-miss should trigger review, not necessarily immediate suspension. The review should ask 
which Behavior Permission Class was involved, whether the behavior remained within its Physical 
Operational Envelope, whether the event was isolated or recurring, whether human oversight was 
effective, whether enforcement mechanisms worked, and whether the current permission state 
remains appropriate (Leveson, 2012; Rasmussen, 1997; Reason, 1997).

This approach helps distinguish between ordinary operational variation and meaningful warning 
signs. Not every anomaly requires a permission-state transition. However, repeated, severe, 
unexplained, or poorly reconstructed near-misses may indicate that the current permission state is 
too permissive, the operational envelope is too broad, or the system lacks adequate oversight or 
evidence. In such cases, governance should be able to move the behavior from permitted to 
conditional, restricted, suspended, or subject to revalidation.

Near-miss reporting also connects detection and enforcement. Detection mechanisms may identify 
unsafe proximity, repeated override, abnormal routing, force-limit approaches, object-



misclassification events, or emergency-trigger anomalies. Enforcement mechanisms may later 
block, restrict, or condition actions. Between them, AIBL provides the runtime governance logic 
that determines what a near-miss means for permission. Without such translation, detection may 
remain a warning without operational consequence.

4.2 Examples of Physical Near-miss
Physical near-misses can occur across different Behavior Permission Classes. Their governance 
significance depends on the behavior involved, the operational context, the affected stakeholders, 
and the proximity to harm.

For Mobility Permission, near-misses may include near-collisions, unexpected route deviations, 
repeated emergency stops, entry into unauthorized zones, failure to detect obstacles, unsafe speed, 
or movement under degraded sensor conditions. These events may suggest that the mobility 
envelope should be narrowed, speed reduced, human supervision added, or autonomous movement 
suspended in specific areas.

For Proximity Authorization, near-misses may include repeated close approaches to humans, 
sudden evasive movement by workers or users, failure to maintain distance thresholds, entry into 
restricted or sensitive areas, or unsafe operation near vulnerable users. These signals are important 
because proximity risk often appears before physical contact occurs.

For Contact Permission, near-misses may include unexpected touch, excessive force approaching a 
safety threshold, contact outside authorized zones, failure to stop on command, human discomfort, 
or near-injury. Such signals may require lower force limits, stricter supervision, temporary 
restriction of contact behavior, or suspension of human-contact functions.

For Manipulation Permission, near-misses may include mishandled objects, near-drops, incorrect 
object selection before correction, unintended activation or deactivation, tool misuse, hazardous 
object misclassification, or repeated manual correction. These events may indicate that object 
categories, manipulation conditions, or human approval requirements should be revised.

For Assistance Permission, near-misses may include unsafe handover, user confusion, near loss of 
balance, inappropriate continuation of assistance after conditions change, conflict with human 
instructions, or overreliance by users. In care, healthcare, workplace, or public-service settings, 
these signals may be significant even if no immediate harm occurs.

For Emergency Override Permission, near-misses may include false emergency stops, delayed 
emergency response, unnecessary rerouting, unclear lock or unlock behavior, repeated override 
activation, excessive intervention, or failure to notify humans. Because emergency override can 
bypass ordinary permission conditions, these events require strong traceability and prompt review.

These examples are illustrative rather than exhaustive. The key point is that near-misses should be 
classified in relation to the relevant behavior permission. A general incident log may record that an 
anomaly occurred, but behavior-level governance requires identifying which permission class was 
involved and whether its permission state should change.

4.3 Cumulative Near-miss and Permission State Change
A single near-miss may not justify immediate restriction or suspension. Physical AI systems operate
in dynamic environments, and isolated anomalies may be caused by temporary environmental 
conditions, user behavior, sensor uncertainty, or ordinary operational variation. However, 
cumulative near-misses can reveal a pattern that is more governance-relevant than any single event.

AIBL therefore treats recurrence, similarity, severity, context, and trend as important factors in 
permission-state review. Repeated near-collisions, repeated unsafe proximity events, recurring 



contact anomalies, frequent object-handling corrections, or repeated emergency override triggers 
may indicate that a behavior permission state is no longer appropriate. Even if each event is 
individually low-severity, the pattern may show that the operational envelope is too broad, 
supervision is insufficient, or enforcement conditions are weak.

Cumulative near-miss review should be behavior-specific. A pattern affecting Mobility Permission 
should not automatically lead to suspension of Contact Permission, unless evidence suggests a 
broader system-level problem. A pattern affecting Emergency Override Permission should not 
necessarily require withdrawal of ordinary assistance behavior. Targeted review allows governance 
to respond proportionately while preserving other functions that remain safe and governable.

Permission-state transitions should be evidence-based and proportionate. A behavior may remain 
permitted if review shows that the near-misses do not affect its operational envelope. It may become
conditionally permitted if additional monitoring, lower speed, narrower zones, human confirmation,
or temporary limits are sufficient. It may become restricted if the behavior should continue only 
under narrower conditions. It may be suspended if the risk is serious, repeated, poorly understood, 
or not controllable under current conditions. It may become subject to revalidation if a capability, 
environment, or workflow change has altered the basis of permission.

This transition logic helps avoid both under-reaction and over-reaction. Under-reaction occurs when
repeated warning signals are normalized until a serious incident occurs. Over-reaction occurs when 
every anomaly leads to broad shutdown without considering severity, recurrence, affected behavior 
class, or available safeguards. AIBL seeks to create a middle path: near-misses should matter, but 
the governance response should match the evidence (Reason, 1990; Reason, 1997; Perrow, 1999).

Cumulative near-miss review also strengthens accountability. If a serious incident occurs after 
repeated near-misses, the organization should be able to show whether those signals were captured, 
reviewed, escalated, and translated into permission-state decisions. If no review occurred, the 
governance failure may have preceded the incident itself.

4.4 Serious Incident and Immediate Restriction
A serious incident differs from a near-miss because harm, unsafe intervention, major disruption, 
critical envelope violation, or significant loss of control has already occurred. In such cases, 
immediate restriction or suspension of the relevant behavior permission may be necessary before 
full causal analysis is complete. This restriction is protective rather than punitive. Its purpose is to 
prevent recurrence while evidence is preserved and review is conducted.

Immediate restriction should be targeted where possible. If a serious incident concerns Contact 
Permission, the organization may suspend human-contact behavior while allowing non-contact 
functions to continue. If the incident concerns Manipulation Permission, hazardous or safety-critical
manipulation may be suspended while low-risk handling remains permitted. If the incident concerns
Emergency Override Permission, emergency intervention authority may be restricted while ordinary
safety stops remain available. However, if evidence suggests a systemic failure, unreliable 
monitoring, or inability to isolate the affected behavior, broader suspension may be required.

Serious incidents should trigger evidence preservation. Relevant records may include action logs, 
sensor records, system state, model or software version, configuration, operational envelope 
conditions, human interventions, alerts, overrides, permission states, prior near-misses, and 
enforcement settings. If providers, cloud services, APIs, or external components are involved, 
contractual and procurement arrangements may determine whether evidence can be accessed and 
preserved.

The review should examine not only what happened, but whether governance conditions failed. It 
should ask whether the behavior was properly authorized, whether the operational envelope was 
clear, whether the system exceeded its permission state, whether human oversight was meaningful, 



whether prior warning signals existed, whether enforcement mechanisms worked, and whether the 
incident reflects behavior-specific failure or broader system-level risk.

Immediate restriction should also be documented as a permission-state transition. The organization 
should record which behavior class was restricted or suspended, why the transition occurred, what 
evidence was available, who made the decision, what temporary conditions apply, and what must be
reviewed before reinstatement. This prevents incident response from becoming informal operational
improvisation.

4.5 Capability Update and Permission Transition
Permission-state transitions should also be triggered by capability updates and operational changes, 
not only by near-misses or incidents. A behavior permission state may become outdated when the 
system is updated, connected to new tools, deployed in a new environment, used for a new purpose,
or integrated into a more consequential workflow.

Capability updates may include model changes, software revisions, sensor changes, actuator 
modifications, new autonomy levels, tool connections, API integrations, cloud dependencies, 
emergency functions, or expanded decision authority. Even if an update is intended to improve 
performance, it may alter how a behavior operates. The relevant governance question is whether the
updated behavior remains within the previously authorized Physical Operational Envelope.

Operational changes may also require review. A system may move from a controlled test setting to a
shared workplace, from a warehouse to a public-facing environment, from routine assistance to 
safety-critical support, or from supervised operation to semi-autonomous operation. Users may rely 
on the system more heavily over time. New workflows may turn recommendations into direct 
execution. These changes can create use-case drift even if the formal system classification remains 
unchanged.

AIBL therefore treats updates and drift as governance events. When a material change occurs, the 
organization should identify which Behavior Permission Classes are affected, whether the 
operational envelope has changed, whether oversight and logging remain adequate, whether 
enforcement mechanisms still apply, and whether the current permission state should be maintained,
narrowed, restricted, suspended, or subjected to revalidation.

This review should be documented. Relevant records may include what changed, which behavior 
classes were affected, what evidence supports continued authorization, whether human oversight 
conditions changed, whether logs and auditability remain sufficient, who approved the permission 
decision, and whether downstream enforcement mechanisms were updated. Without such 
documentation, a system may gradually acquire new authority without corresponding governance 
review.

Capability updates are not inherently negative. They may improve safety, reliability, explainability, 
logging, or emergency response. However, permission expansion should be evidence-based. A 
behavior should not gain broader authorization merely because the system has become technically 
capable of performing it. Capability is not permission. The behavior remains authorized only if the 
governance conditions supporting that permission remain valid.

This section has shown how near-misses, cumulative risk patterns, serious incidents, and capability 
changes can trigger review or transition of behavior permission states. These transitions are central 
to runtime governance. However, restriction or suspension is not the end of governance. Once a 
behavior has been limited, paused, or suspended, the next question is whether, how, and under what 
conditions it may return. Section 5 therefore turns to Conditional Physical Reinstatement.



5. Conditional Physical Reinstatement

5.1 Reinstatement is not Automatic
Restriction or suspension of a behavior permission state does not automatically imply that the 
behavior may return once the immediate technical problem appears to be resolved. For Physical AI, 
reinstatement should be treated as a governance decision rather than a default technical recovery 
step. A system may be repaired, updated, restarted, or cleared of an immediate error, but the relevant
question for behavior-level governance is whether the affected behavior class can again be 
authorized under defined operational conditions.

This distinction is important because the reason for restriction may not be limited to a single 
technical fault. A behavior permission may have been restricted because of repeated near-misses, 
unsafe proximity events, unexpected contact, manipulation errors, failed assistance, inappropriate 
emergency override, capability drift, operational envelope deviation, insufficient human oversight, 
missing logs, or inability to reconstruct what occurred. If these governance conditions remain 
unresolved, technical restoration alone is not sufficient.

Reinstatement therefore requires review of the relevant behavior permission state. The organization 
should ask whether the affected behavior remains within its Physical Operational Envelope, 
whether the risk signal has been understood, whether remediation has been completed, whether 
evidence supports return, whether oversight conditions remain adequate, and whether enforcement 
mechanisms can apply the updated permission state. Without such review, reinstatement risks 
reproducing the same conditions that justified restriction or suspension.

This is especially important for Physical AI because premature reinstatement may have physical, 
spatial, bodily, environmental, or operational consequences. A robot whose contact behavior was 
suspended after unsafe force events should not automatically regain Contact Permission merely 
because a component has been replaced. A system whose proximity behavior was restricted after 
repeated unsafe approaches should not return to ordinary operation unless the cause, conditions, and
safeguards have been reviewed. An emergency override function that triggered incorrectly should 
not regain full authority without evaluating trigger logic, traceability, notification, and scope.

Reinstatement should also be behavior-specific. A system may regain Mobility Permission while 
Contact Permission remains suspended. Manipulation Permission may be restored for ordinary 
objects while remaining restricted for hazardous materials. Assistance Permission may return for 
routine tasks while remaining conditional for vulnerable users. Emergency Override Permission 
may be reinstated only for automatic safety stops but not for broader intervention. This targeted 
approach restores useful functions without ignoring behavior-specific risk.

The key point is that reinstatement should be neither automatic nor arbitrary. It should be evidence-
based, behavior-specific, proportionate, documented, and enforceable. Restriction and suspension 
are not simply interruptions in operation. They are governance states. Returning from those states 
requires a corresponding governance process.

5.2 Requirements for Reinstatement
Reinstatement of a restricted or suspended behavior permission state should be based on defined 
requirements. These requirements should ensure that the reason for restriction has been understood, 
that remediation has been completed, that the relevant Physical Operational Envelope remains valid 
or has been revised, and that oversight, enforcement, and accountability mechanisms are adequate 
for renewed operation.

The first requirement is review of the triggering event or pattern. If a behavior permission was 



restricted because of a serious incident, repeated near-misses, unsafe proximity, contact error, 
manipulation failure, assistance failure, emergency override problem, or operational envelope 
deviation, the organization should review the evidence that led to the transition. This review should 
identify the affected Behavior Permission Class, the relevant operational conditions, the sequence of
events, any human interventions, prior warning signals, and whether the behavior exceeded its 
authorized conditions.

The second requirement is remediation evidence. Reinstatement should not depend only on a 
general assurance that the problem has been fixed. The organization should identify what 
remediation occurred and why it is expected to address the relevant risk. Remediation may include 
technical repair, model or software update, sensor replacement, configuration change, revised route 
planning, narrower force limits, improved object classification, revised emergency trigger logic, 
additional human oversight, operator retraining, provider action, or modification of the operational 
environment.

The third requirement is reassessment of the Physical Operational Envelope. A behavior may be 
reinstated only if the envelope under which it will operate is clear and defensible. The organization 
should determine whether the previous envelope remains appropriate, whether it should be 
narrowed, or whether new conditions should be added. These conditions may include location 
limits, speed limits, distance thresholds, user categories, supervision requirements, object 
categories, environmental constraints, emergency-stop availability, logging requirements, or 
provider-support conditions.

The fourth requirement is oversight and enforcement readiness. Reinstatement should consider 
whether human oversight is meaningful, timely, documented, and capable of affecting the outcome. 
The relevant question is not merely whether a human remains formally responsible, but whether the 
human has access to relevant evidence, authority to pause or stop the behavior, ability to escalate 
concerns, and procedures for reviewing future risk signals. If a behavior is reinstated under 
narrower conditions, enforcement mechanisms such as policy engines, execution gates, geofencing, 
speed controllers, approval workflows, safety controllers, or manual procedures must be able to 
apply those conditions (Parasuraman et al., 2000; Lee & See, 2004).

The fifth requirement is evidentiary and change-management readiness. The organization should be 
able to record and reconstruct future behavior, including relevant actions, operational envelope 
conditions, permission states, human approvals, alerts, overrides, system changes, and future near-
misses. It should also consider whether any model, software, hardware, sensor, tool, API, workflow,
provider-support, or environmental change occurred during the restriction period. If the system or 
context has changed, the organization should determine whether the reinstated behavior is still the 
same behavior in governance terms.

These requirements should be applied proportionately. A low-risk behavior restricted because of a 
minor and well-understood configuration issue may require limited review. A high-risk behavior 
involving human contact, vulnerable users, hazardous manipulation, emergency authority, or 
repeated near-misses should require stronger evidence and more formal approval. The purpose is 
not to create excessive governance overhead, but to ensure that reinstatement matches the risk and 
evidence available.

Reinstatement also depends on upstream conditions. If the system was not designed, procured, or 
contracted to provide logs, selective restriction, audit information, configuration records, provider 
cooperation, or suspension capabilities, reinstatement review may be limited. In such cases, the 
absence of evidence or control capability may itself justify continued restriction, narrower 
reinstatement, or withdrawal of the behavior permission.



5.3 Conditional Reinstatement
Conditional reinstatement occurs when a restricted or suspended behavior permission is restored 
only under specified conditions. It is neither full return to ordinary operation nor continued 
suspension. It is an intermediate governance state that allows a behavior to resume in a narrower, 
more closely monitored, or more controlled form while evidence of safe operation is gathered.

Conditional reinstatement is important because not every restricted behavior should remain 
suspended indefinitely. A behavior may remain useful, necessary, or socially valuable even after a 
near-miss or incident. At the same time, returning it to unrestricted operation may be premature. 
Conditional reinstatement provides a middle path: limited functionality can be restored while 
safeguards address the risk that led to restriction.

The conditions attached to reinstatement should be linked to the reason for restriction. If Mobility 
Permission was suspended because of unsafe routing, reinstatement may be limited to mapped 
areas, lower speeds, or human-supervised operation. If Proximity Authorization was restricted 
because of repeated close approaches, reinstatement may require larger distance thresholds, reduced
speed near people, or additional monitoring. If Contact Permission was suspended because of 
excessive force, reinstatement may require lower force limits, supervised operation, or exclusion of 
human contact.

Conditional reinstatement may also apply to Manipulation Permission, Assistance Permission, and 
Emergency Override Permission. Manipulation may return only for low-risk object categories. 
Assistance may return only for routine tasks or non-vulnerable users. Emergency override may 
return only for automatic safety stops, while broader emergency intervention remains suspended. In 
each case, reinstatement should be tailored to the behavior class and the risk evidence.

Conditional reinstatement may include temporal, spatial, operational, or oversight limits. A behavior
may be reinstated for a trial period, limited number of operations, defined monitoring window, 
specific facility, supervised zone, lower-density area, or controlled operating envelope. It may 
require human approval, real-time monitoring, escalation pathways, additional logging, or 
temporary reporting. These conditions should not remain indefinite without review. The 
organization should define what evidence would justify full reinstatement, continued conditional 
operation, further restriction, renewed suspension, or withdrawal.

Enforcement mechanisms must reflect the conditional nature of reinstatement. If a behavior is 
reinstated only within a narrower envelope, downstream controls should prevent the behavior from 
exceeding that envelope. If human approval is required, the execution gate should require approval 
before action. If speed, force, object category, user type, or emergency trigger conditions are 
limited, technical or procedural controls should enforce those limits. Conditional reinstatement is 
meaningful only if its conditions can actually be applied.

Conditional reinstatement supports proportionality and organizational learning. It avoids both 
excessive caution and premature return. It allows organizations to test whether remediation was 
effective, whether the operational envelope is appropriate, whether oversight mechanisms work, and
whether enforcement mechanisms apply conditions correctly. The reinstatement process therefore 
becomes part of the governance feedback loop rather than a simple administrative restart.

5.4 Partial Reinstatement
Partial reinstatement occurs when only part of a restricted or suspended behavior permission is 
restored. It differs from conditional reinstatement in emphasis. Conditional reinstatement focuses on
the conditions under which a behavior may return. Partial reinstatement focuses on the scope of 
what returns. A behavior class may be reinstated for some objects, users, environments, functions, 
or modes while remaining restricted for others.



Partial reinstatement is important because Physical AI systems often perform multiple related 
behaviors within the same general class. A system may have broad Contact Permission, but contact 
with objects and contact with humans carry different risks. A system may have Manipulation 
Permission, but manipulation of ordinary packages differs from manipulation of hazardous 
materials or safety-critical equipment. A system may have Assistance Permission, but assistance for 
routine logistics differs from assistance for vulnerable users. Treating these as all-or-nothing 
categories may be too blunt.

Partial reinstatement allows governance to restore behavior where evidence supports return while 
maintaining restriction where risk remains unresolved. Contact Permission may be reinstated for 
object contact but not human contact. Mobility Permission may be reinstated in mapped areas but 
not public or crowded areas. Manipulation Permission may be reinstated for lightweight objects but 
not fragile, hazardous, or high-value objects. Assistance Permission may return for routine 
workplace support but not bodily assistance. Emergency Override Permission may return for 
automatic self-stop but not broader intervention.

The scope of partial reinstatement should be defined clearly. The organization should specify which 
behavior class, sub-class, object category, environment, user group, autonomy level, workflow, or 
emergency action is reinstated, and which remains restricted. Ambiguous partial reinstatement can 
create confusion for operators, users, auditors, and enforcement systems. If the boundary is unclear, 
the behavior may drift back into unauthorized operation.

Partial reinstatement should be linked to the Physical Operational Envelope. Restored behavior 
should be valid only within the envelope for which evidence supports authorization. If a behavior is 
reinstated only in a controlled facility, the envelope should exclude uncontrolled or public 
environments. If reinstatement applies only to supervised operation, the envelope should require 
supervision. If reinstatement excludes vulnerable users, the system should not be used for those 
users until additional review occurs.

Partial reinstatement also requires enforcement capability. It is not enough to state that only part of 
a behavior is restored if the system cannot distinguish the relevant scope. The organization must be 
able to enforce the boundary between reinstated and restricted behavior. This may require technical 
controls, operational procedures, geofencing, object classification, user classification, approval 
workflows, policy engines, or manual review. If such controls are unavailable, partial reinstatement 
may not be feasible.

The governance value of partial reinstatement lies in precision. It prevents organizations from 
treating Physical AI behavior as a single undifferentiated capability. It allows permission to return 
where governance conditions are satisfied and remain restricted where they are not. Together with 
conditional reinstatement, partial reinstatement completes the logic of behavior-level permission-
state management for Physical AI.

Section 5 has argued that reinstatement is not automatic, that it requires evidence and review, and 
that return may be conditional or partial. The next section turns to institutional allocation and 
existing governance regimes. If behavior permissions are to be authorized, restricted, suspended, 
and reinstated over time, governance must clarify which actors are responsible for setting 
conditions, monitoring behavior, enforcing restrictions, auditing evidence, and approving 
transitions.



6. Institutional Allocation and Existing 
Governance Regimes

6.1 Institutional Allocation of Responsibilities
Behavior-level runtime governance cannot function as an abstract framework alone. If behavior 
permission states are to be authorized, monitored, restricted, suspended, and conditionally reinstated
over time, responsibility must be allocated among institutions and organizational actors. Without 
such allocation, the framework risks becoming a vocabulary for governance without a mechanism 
for decision, enforcement, or accountability.

Institutional allocation is necessary because behavior-level governance involves multiple functions. 
Someone must define Behavior Permission Classes. Someone must determine the Physical 
Operational Envelope. Someone must assign initial permission states. Someone must monitor near-
misses, incidents, capability changes, and operational deviations. Someone must decide whether a 
behavior should be restricted, suspended, reinstated, or withdrawn. Someone must preserve 
evidence, maintain logs, and document the reasons for permission-state transitions. These functions 
may be distributed, but they cannot be absent.

The allocation of responsibilities should reflect the lifecycle of Physical AI governance. Before 
deployment, responsibility may involve design, procurement, risk assessment, contracting, and 
acceptance review. During deployment, it may involve monitoring, human oversight, operational 
control, incident response, and enforcement. After near-misses or incidents, it may involve evidence
preservation, investigation, remediation, permission-state review, and conditional reinstatement.

AIBL should therefore be understood as a coordination model as well as a permission model. 
Technical teams may understand system capabilities. Operators may understand operational 
realities. Risk managers may understand organizational thresholds. Legal and compliance teams 
may understand regulatory and contractual obligations. Procurement teams may influence upstream 
enabling conditions. Auditors may evaluate evidence and governance records. Effective behavior-
level governance requires these functions to be connected.

Responsibility allocation should include at least five functions: definition, authorization, 
monitoring, transition, and accountability. The definition function identifies which behavior classes 
are governance-relevant. The authorization function assigns permission states and operational 
envelopes. The monitoring function collects near-miss, incident, drift, and capability-change 
evidence. The transition function decides whether permission states should change. The 
accountability function preserves evidence and documents decisions for audit, reporting, and 
review.

These responsibilities should be documented. If a behavior is restricted, suspended, or reinstated, 
the organization should be able to identify who made the decision, what evidence was considered, 
what authority was used, what conditions were attached, and how enforcement mechanisms were 
updated. Informal or ambiguous responsibility lines weaken the reconstructability that behavior-
level governance requires.

Institutional allocation should remain proportionate. Low-impact Physical AI applications may not 
require complex multi-layer governance structures. High-impact, irreversible, public-facing, bodily, 
safety-critical, or emergency-related behaviors may require more formal allocation of responsibility.
The purpose is not to impose the same institutional burden on every use case, but to clarify which 
governance functions must exist when behavior-level permission states are being managed.



6.2 Standard-setting Bodies
Standard-setting bodies can help make behavior-level governance operationally usable. AIBL is a 
conceptual framework, not a complete technical standard. It identifies the need for Behavior 
Permission Classes, Physical Operational Envelopes, Physical Near-miss Reporting, Permission 
State Transitions, Emergency Override Traces, and Conditional Physical Reinstatement. However, 
many of these concepts require sector-specific and technically precise interpretation before they can
be implemented in practice.

The role of standard-setting bodies is not necessarily to adopt AIBL as a single formal standard. 
Rather, they may incorporate compatible concepts into safety standards, risk-management 
standards, audit frameworks, conformity assessment guidance, technical specifications, 
procurement criteria, or assurance practices. Standards can help define what counts as safe mobility 
behavior in a given environment, what proximity thresholds are appropriate in human-robot 
interaction, how contact force should be limited, what manipulation evidence should be logged, or 
what an emergency override trace should contain.

Standard-setting bodies can also help define Behavior Permission Classes at a useful level of 
abstraction. If behavior classes are too broad, they will not support operational governance. If they 
are too granular, they will be impractical. Standards can help identify behavior categories that are 
meaningful within particular sectors, such as industrial robotics, care robotics, autonomous 
mobility, logistics systems, drones, public-service robotics, or safety-critical infrastructure.

They can also support near-miss reporting and evidence requirements. Without shared guidance, 
organizations may define near-misses inconsistently or fail to distinguish governance-relevant 
events from ordinary anomalies. Standards may help identify reporting thresholds, severity levels, 
recurrence patterns, and minimum evidence requirements. They may also clarify what records are 
needed for permission-state transitions, such as logs, human override records, incident reports, 
sensor data, audit trails, configuration histories, version records, remediation records, and validation
outcomes.

Standard-setting bodies can also support procurement and auditability. If standards define logging, 
audit access, suspension capability, emergency override trace, behavior classification, or change-
management requirements, procuring organizations can reference those standards when selecting 
systems or drafting contracts. Auditors can also use such standards as reference points when 
evaluating whether behavior permission states are properly defined, monitored, and changed.

At the same time, standard-setting should avoid excessive rigidity. Physical AI technologies, 
deployment environments, and organizational uses may evolve quickly. A fixed taxonomy of 
behavior classes or near-miss categories may become outdated if treated as exhaustive. AIBL should
therefore guide the structure of behavior-level governance without freezing implementation into a 
single classification scheme.

6.3 Providers and Operators
Providers and operators occupy central roles in behavior-level governance, but their responsibilities 
are not identical. Providers design, develop, supply, update, maintain, or support Physical AI 
systems. Operators deploy, configure, supervise, use, integrate, or manage those systems in specific 
environments. In some cases, the same organization may perform both roles. In many cases, 
however, the provider and operator are distinct, and effective governance depends on coordination 
between them.

Providers influence what forms of behavior-level governance are technically possible. They 
determine whether the system can distinguish behavior classes, record relevant logs, expose audit 
information, support selective restriction, preserve configuration histories, implement emergency-
stop functions, document updates, and provide evidence for incident or near-miss review. If these 



capabilities are absent, operators may be unable to implement behavior-level runtime governance 
even if they have strong internal policies.

Providers should therefore design Physical AI systems with runtime governance capabilities in 
mind. This does not mean every provider must implement AIBL as a specific product architecture. 
It means that systems should support the capabilities needed for behavior-level permission 
management, including behavior classification, configurable operational envelopes, event logging, 
near-miss capture, human override records, suspension mechanisms, emergency override trace, 
change-management records, and audit export functions.

Operators, by contrast, are responsible for the deployment environment and actual use context. 
They determine where the system is used, who interacts with it, what tasks it performs, what human
oversight is available, what fallback procedures exist, and how near-misses or incidents are handled.
A provider may design a system for one operational envelope, but the operator may deploy it in a 
more complex, crowded, vulnerable, or high-impact environment. Operators therefore bear 
responsibility for ensuring that behavior permissions match real operating conditions.

Operators should define or adopt Behavior Permission Classes for their use context, establish 
Physical Operational Envelopes, monitor runtime behavior, escalate risk signals, enforce 
permission-state transitions, and maintain human oversight. Provider-operator coordination is 
especially important for evidence and accountability. The operator may observe a near-miss, but the
provider may control the logs needed to reconstruct it. The provider may issue an update, but the 
operator must decide whether the update affects local permission states.

Contracts and procurement specifications can help define this coordination. Operators may need to 
require logging, audit access, incident-response cooperation, update notification, configuration 
records, suspension capabilities, and support for investigation. Providers may need to specify what 
information they can provide, what logs are retained, how updates are communicated, and what 
controls are available to operators. These upstream arrangements determine whether runtime 
governance can function after deployment.

In summary, providers make behavior-level governance technically possible, while operators make 
it operationally meaningful. AIBL requires these roles to be connected because Physical AI 
governance depends on both design capability and deployment reality.

6.4 Regulators and Competent Authorities
Regulators and competent authorities may play an important role in behavior-level governance, 
especially where Physical AI affects public safety, fundamental rights, critical infrastructure, 
healthcare, transport, labor conditions, public administration, or other high-impact domains. AIBL 
does not assume that regulators must approve every behavior permission state in advance. However,
it does suggest that regulatory oversight should be capable of examining how organizations define, 
monitor, restrict, suspend, and reinstate behavior permissions over time.

The regulatory relevance of AIBL lies in making runtime governance reviewable. If a Physical AI 
system causes harm, generates repeated near-misses, or operates outside its authorized conditions, a 
regulator should not have to examine only whether the system was approved at deployment. The 
regulator should also be able to ask which behavior permission state applied, what operational 
envelope was in force, what evidence was available, whether near-misses had occurred, whether 
human oversight was meaningful, and whether permission-state transitions were made when 
required.

This approach complements existing regulatory models. Many regimes already rely on system-level
classification, risk management, conformity assessment, post-market monitoring, incident reporting,
documentation, auditability, and corrective action. AIBL does not replace these mechanisms. It 
provides a behavior-level structure that can make them more operational in contexts where AI 



systems act physically and conditions change during deployment.

Competent authorities may be especially concerned with serious incidents and repeated near-miss 
patterns. A serious incident may require immediate restriction or suspension of the relevant 
behavior class, evidence preservation, investigation, and possible reporting. Repeated near-misses 
may indicate that an operational envelope is too broad, human oversight is ineffective, enforcement 
mechanisms are insufficient, or the system is drifting beyond its intended use.

Regulatory use of AIBL should remain bounded. The framework is not a proposal for regulators to 
micromanage every runtime decision. Many permission-state transitions will be internal operational
decisions. Regulatory involvement may be appropriate where the behavior is high-impact, incidents 
or repeated near-misses occur, reporting obligations are triggered, public safety is implicated, or 
organizations fail to maintain adequate governance records. The goal is reviewability and 
accountability, not continuous external control of every action.

6.5 Independent Auditors
Independent auditors can provide assurance that behavior-level governance is not merely asserted, 
but actually implemented. In the context of Physical AI, auditors may evaluate whether an 
organization has defined relevant Behavior Permission Classes, established Physical Operational 
Envelopes, maintained permission-state records, monitored near-misses, documented incidents, 
preserved evidence, and applied restriction, suspension, or reinstatement procedures in a consistent 
and defensible manner.

The role of independent auditors differs from that of regulators. Regulators exercise public authority
and may impose legal or supervisory consequences. Auditors provide evaluation, assurance, 
verification, or review. Their work may support internal governance, procurement decisions, 
certification, regulatory compliance, contractual accountability, insurance, public reporting, or 
stakeholder trust.

Auditors may evaluate both design and implementation. At the design level, they may examine 
whether the organization has identified relevant behavior classes, assigned responsibility for 
permission-state decisions, defined operational envelopes, established near-miss reporting channels,
specified transition thresholds, and documented reinstatement requirements. At the implementation 
level, they may examine whether behavior permission states are actually recorded, near-misses are 
associated with the relevant behavior class, incidents trigger timely restriction or suspension, 
capability updates lead to permission review, and conditional or partial reinstatement is supported 
by evidence.

Evidence quality is central to independent audit. AIBL depends on reconstructability. Auditors may 
need access to logs, incident records, near-miss reports, human oversight records, permission-state 
histories, operational envelope definitions, configuration changes, provider communications, 
enforcement settings, and reinstatement decisions. If such evidence is incomplete, inconsistent, or 
unavailable, auditors may conclude that the organization cannot demonstrate effective behavior-
level governance (Kroll et al., 2017; Raji et al., 2020).

Independent audit should also consider whether the organization preserves evidence of control-path 
decisions, including approvals, rejections, escalations, suspensions, reinstatement decisions, 
emergency overrides, and redress outcomes. Evidence of non-execution may be as important as 
evidence of execution, because blocked or escalated behavior can reveal whether governance 
controls operated as intended. Human oversight records should therefore show not only that a 
human role was assigned, but whether the reviewer had authority, relevant information, and the 
ability to affect the outcome.

Independent audit is also useful for evaluating human oversight and enforcement mechanisms. 
Auditors may examine whether human reviewers had access to relevant information, authority to 



pause or stop behavior, documented procedures, and escalation pathways. They may also test 
whether restrictions, conditional reinstatement, or suspended permission states are reflected in 
operational mechanisms such as policy engines, execution gates, geofencing, access controls, safety
controllers, approval workflows, or manual procedures.

However, independent audit does not replace organizational responsibility. Auditors may review 
evidence and processes, but they do not operate the system continuously or substitute for internal 
monitoring, incident response, or management accountability. Audit provides assurance, not 
continuous control. The primary responsibility for runtime governance remains with the 
organizations that deploy and operate Physical AI systems.

6.6 Relationship with Existing Governance Regimes
AIBL is not intended to replace existing governance regimes. It should be understood as a behavior-
level runtime governance layer that complements established approaches to risk management, 
safety, auditability, accountability, procurement control, incident response, and sector-specific 
regulation. Its purpose is to translate existing governance principles into operational permission 
states for agentic and Physical AI systems.

Existing regimes often address important questions at the system, organizational, or sectoral level. 
They may require risk assessment, safety management, technical documentation, conformity 
assessment, human oversight, transparency, post-market monitoring, incident reporting, 
cybersecurity controls, data protection, procurement review, contractual accountability, or quality 
management. These requirements remain essential. AIBL does not argue that they are obsolete. 
Rather, it argues that they may be incomplete unless operationalized at the level of AI behavior 
during deployment (European Union, 2024; NIST, 2023; OECD, 2024; ISO/IEC, 2023a; ISO/IEC, 
2023b).

The relationship can be described as translational. Risk management identifies hazards, likelihood, 
severity, controls, and residual risk. AIBL translates those judgments into behavior permission states
such as permitted, conditionally permitted, restricted, suspended, or subject to revalidation. Incident
response investigates events and corrective actions. AIBL connects incidents and near-misses to 
permission-state transitions. Auditability preserves evidence and supports review. AIBL uses that 
evidence to justify authorization, restriction, suspension, or reinstatement of specific behavior 
classes.

Safety standards and robotics standards may define technical safety requirements, hazard reduction 
measures, human-robot interaction constraints, force limits, emergency-stop functions, or safe 
operating conditions. AIBL does not replace those technical requirements. It uses them as inputs 
into Behavior Permission Classes and Physical Operational Envelopes. AI management-system and 
risk-management frameworks may define organizational processes. AIBL maps those processes into
runtime permission management.

The framework is also compatible with procurement and enforcement mechanisms. Procurement 
controls may require logging, audit access, vendor cooperation, incident notification, change-
management records, or suspension capability. Enforcement mechanisms such as policy engines, 
execution gates, access controls, approval workflows, AI gateways, safety controllers, and manual 
review processes may determine whether specific actions proceed. AIBL provides the governance 
logic that connects these upstream and downstream mechanisms through behavior-level permission 
states.

AIBL therefore occupies an intermediate position. Upstream, it depends on design, procurement, 
contracts, standards, and risk assessment. Laterally, it interacts with human oversight, audit, 
incident response, safety engineering, and organizational governance. Downstream, it connects to 
enforcement mechanisms, gates, restrictions, and reporting. It is not the whole governance system. 



It is the runtime layer that converts established governance requirements into behavior-level 
permission management.

6.7 Difference from System-Level Risk Classification
AIBL differs from system-level risk classification. System-level risk classification asks whether an 
AI system, use case, or intended purpose falls into a particular risk category. Such classification is 
useful for determining whether a system should be subject to heightened obligations, conformity 
assessment, documentation, oversight, or monitoring. However, system-level classification alone 
does not determine how specific behaviors should be authorized, restricted, suspended, or reinstated
during operation.

System-level classification operates at a relatively high level of abstraction. A system may be 
classified according to intended use, sector, affected rights, safety implications, or potential impact. 
This helps determine the governance baseline. However, Physical AI may perform multiple 
behavior classes within the same classified system. Mobility, proximity, contact, manipulation, 
assistance, and emergency override may each raise different risks. A single system-level label may 
therefore be too broad to manage behavior-specific conditions (European Union, 2024; NIST, 
2023).

A system may be classified as high risk because it is used in a safety-relevant environment. That 
classification may justify strong governance obligations, but it does not answer whether contact 
with humans is allowed, whether emergency override authority is available, whether manipulation 
of hazardous objects is permitted, whether proximity thresholds should change after repeated near-
misses, or whether assistance to vulnerable users requires additional review.

Conversely, a system may not be classified as high risk at the system level, but a particular behavior
may still require careful governance in a specific context. A generally low-risk robot may become 
higher risk when it operates near vulnerable users, handles fragile objects, enters public space, 
connects to emergency systems, or becomes part of a critical workflow. Behavior-level permission 
allows governance to respond to contextual risk that may not be fully captured by system-level 
classification.

AIBL therefore does not reject risk classification. It uses risk classification as an input. System-
level classification can help determine the overall governance baseline, applicable obligations, 
documentation requirements, and intensity of review. AIBL adds a runtime layer that asks how 
behavior permissions should be managed within that system. Classification helps decide what 
obligations apply. Behavior permission helps decide what the system may actually do, under what 
conditions, and how those permissions change over time.

6.8 Difference from Post-Incident Liability
AIBL also differs from post-incident liability. Liability frameworks address responsibility after 
harm, damage, loss, rights infringement, or other legally relevant consequences occur. They may 
determine who is accountable, what compensation is owed, whether duties were breached, whether 
negligence occurred, or whether legal sanctions apply. These functions are important, but they 
operate primarily after the fact. AIBL is concerned with runtime governance before, during, and 
after behavior occurs.

Post-incident liability is reactive. It asks what happened, who was responsible, and what legal 
consequences should follow. AIBL asks a different set of questions: was the behavior authorized, 
under what permission state, within what operational envelope, with what evidence, with what 
human oversight, and whether the permission state should have changed before harm occurred. 
These questions do not replace liability analysis, but they provide a more detailed governance 
record for it.



AIBL can support post-incident liability by improving reconstructability. If a Physical AI behavior 
causes harm, liability analysis may benefit from records showing which behavior class was 
involved, what permission state applied, what operational envelope was defined, whether near-
misses had occurred, whether human oversight was available, whether enforcement mechanisms 
applied restrictions, and whether prior evidence should have triggered transition.

However, AIBL is not merely a liability-support mechanism. Its main purpose is preventive and 
adaptive governance. Near-miss reporting, cumulative signal review, capability-update review, 
restriction, suspension, conditional reinstatement, and partial reinstatement are designed to reduce 
the likelihood of harm or prevent recurrence. AIBL therefore operates earlier than liability. It seeks 
to adjust permissions while the system is still operating, rather than waiting for harm to define the 
governance response.

This distinction is especially important for Physical AI. Physical harm, unsafe contact, operational 
disruption, hazardous manipulation, or inappropriate emergency intervention may be difficult or 
impossible to undo. Liability after the fact may compensate, punish, or assign responsibility, but it 
cannot always restore bodily safety, public trust, operational continuity, or environmental 
conditions. For this reason, runtime permission control is necessary even when liability rules exist.

The relationship between AIBL and liability is therefore complementary. Liability provides legal 
accountability after harm. AIBL provides behavior-level governance that may prevent harm, reduce 
recurrence, and generate evidence for later review. It helps organizations avoid using liability as a 
substitute for governance. It is not sufficient to say that responsibility will be determined after an 
incident. Physical AI systems require decisions about permission before and during operation.

Section 6 has shown that AIBL depends on institutional allocation and complements existing 
governance regimes. Standard-setting bodies, providers, operators, regulators, auditors, 
procurement functions, enforcement mechanisms, and liability frameworks may all play roles. 
AIBL’s distinctive contribution is to connect these actors and regimes through behavior-level 
runtime permission management. The next section turns to boundary conditions and limitations, 
clarifying where the framework should not be overextended and how proportionality, evidence 
limitations, sectoral variation, and human responsibility should constrain its use.

7. Boundary Conditions and Limitations

7.1 Conceptual Framework
AIBL should be understood as a conceptual governance framework rather than a complete technical
implementation, regulatory code, procurement standard, or operational manual. It defines a 
structure for behavior-level runtime governance, but it does not itself provide every technical 
mechanism, legal requirement, sector-specific threshold, or organizational procedure needed for 
deployment.

The framework provides organizing concepts: Behavior Permission Classes, behavior permission 
states, Physical Operational Envelopes, Physical Near-miss Reporting, Permission State Transitions,
and Conditional Physical Reinstatement. These concepts help translate general governance 
principles into operational structures. However, they must be adapted to the technical system, 
sector, risk profile, institutional setting, and operational environment in which the Physical AI 
system is deployed.

This does not mean that technical implementation mechanisms are irrelevant. Some organizations 
or providers may implement AIBL-like logic through mechanisms such as execution gates, signed 
decision records, immutable audit ledgers, policy engines, or verifiable human-review artifacts. 
These mechanisms may be useful implementation patterns, particularly where strong auditability 



and post-incident reconstruction are required. However, AIBL does not prescribe any single 
technical architecture. Its core requirement is that behavior-level permission decisions, transitions, 
oversight, and reinstatement processes remain evidence-based, reconstructible, and institutionally 
accountable.

AIBL is also not intended to monopolize the control layer for AI governance. Early screening tools, 
checklists, risk assessments, procurement reviews, contractual obligations, policy enforcement 
systems, execution gates, audit trails, and incident-response processes may all play important roles. 
AIBL occupies an intermediate runtime governance layer that translates risk signals into permission
states. It should therefore be understood as part of a broader governance architecture, not as the 
whole architecture.

The categories proposed in this paper are illustrative rather than exhaustive. Mobility Permission, 
Proximity Authorization, Contact Permission, Manipulation Permission, Assistance Permission, and
Emergency Override Permission provide examples of Behavior Permission Classes. Other sectors 
may require additional or different classes. AIBL provides the logic for defining behavior classes, 
not a final universal taxonomy.

AIBL also cannot by itself determine acceptable risk thresholds. The framework can define how 
risk signals should be translated into permission-state review, but the threshold for restriction, 
suspension, or reinstatement depends on sector, law, safety standards, organizational risk tolerance, 
affected stakeholders, and public interest. AIBL can structure the decision, but it cannot replace the 
normative judgment required to make the decision.

For these reasons, AIBL should be applied as a governance lens and operational structure, not as a 
rigid checklist. Its value lies in making implicit governance questions explicit: which behaviors are 
authorized, under what conditions, with what evidence, and how permissions change over time. Its 
limitation is that it requires sector-specific interpretation, technical implementation, institutional 
allocation, evidence infrastructure, and proportional judgment.

7.2 Sectoral Variation
Physical AI systems operate across diverse sectors, and behavior-level governance cannot be 
identical in all of them. AIBL provides a common logic for governing physical behavior, but the 
meaning of each Behavior Permission Class, the content of each Physical Operational Envelope, 
and the thresholds for permission-state transition will vary by sector. Sectoral variation is therefore 
not an exception to the framework; it is one of the conditions for applying it responsibly.

In industrial automation, central concerns may include worker safety, machine interaction, object 
manipulation, hazardous materials, production continuity, emergency stops, and coordination with 
existing safety systems. Mobility Permission may depend on mapped factory zones, worker 
separation, route predictability, and emergency-stop access. Manipulation Permission may depend 
on object type, tool use, machine state, force limits, and lockout procedures.

In care and healthcare settings, the concerns are different. Physical AI may assist vulnerable users, 
support movement, interact with patients, handle medical equipment, or operate near human bodies.
Contact Permission and Assistance Permission may require stronger conditions than in ordinary 
industrial settings. User consent, dignity, vulnerability, clinical responsibility, supervision, fallback 
care, and human intervention become central.

In autonomous mobility and transport, Mobility Permission and Proximity Authorization may 
dominate. The relevant envelope may include mapped routes, road conditions, pedestrian density, 
speed limits, weather, infrastructure signals, emergency response, and interaction with other road 
users. Capability updates, route expansion, new autonomy levels, or deployment in public 
environments may require permission-state review.

In logistics and warehouse environments, AIBL may focus on mobility, manipulation, proximity, 



and human-robot interaction. A system may operate safely in segregated lanes but require restriction
in shared corridors. Manipulation Permission may differ across ordinary packages, heavy loads, 
fragile goods, hazardous materials, or high-value inventory.

In public-service, domestic, or consumer environments, governance structures may be less formal, 
but risks can still be significant. Physical AI may interact with citizens, guide users, control access, 
assist vulnerable individuals, move near children or elderly persons, or operate in private spaces. In 
such settings, behavior-level governance may need to be embedded into product design, user 
controls, default safety limits, vendor-supported logging, and accessible escalation channels.

These examples show that AIBL cannot be applied as a single uniform template. The same Behavior
Permission Class may require different conditions across sectors. Contact in industrial robotics, 
healthcare, domestic assistance, and public service does not have the same meaning. Assistance in 
logistics, elder care, emergency response, and education involves different users, dependencies, and 
failure modes.

Sectoral variation also affects institutional allocation and proportionality. In some sectors, regulators
and competent authorities may play a strong role. In others, standard-setting bodies, internal risk 
functions, procurement teams, insurers, auditors, or professional bodies may be more important. A 
low-impact indoor assistance function may not justify the same governance burden as autonomous 
movement in public space or physical assistance to vulnerable users. The framework should 
therefore guide calibration, not impose identical control intensity.

In summary, AIBL is general in structure but contextual in application. It provides a shared 
governance language: behavior class, permission state, operational envelope, near-miss, transition, 
and reinstatement. Sector-specific implementation determines how those concepts are defined, 
measured, enforced, and reviewed.

7.3 Evidence Limitations
AIBL depends on evidence. Behavior-level runtime governance requires information about what the
system did, what behavior class was involved, what operational envelope applied, what risk signals 
were present, what human oversight occurred, what permission state was in force, and whether 
transition criteria were triggered. Without sufficient evidence, permission-state management 
becomes difficult to justify, enforce, audit, or reconstruct.

The most basic limitation is logging. If a Physical AI system does not record relevant actions, 
locations, state changes, human interventions, alerts, overrides, near-misses, configuration changes, 
or permission-state transitions, an organization may be unable to determine whether behavior 
remained authorized. General system logs may not be enough. AIBL requires records that are 
meaningful for behavior-level governance.

A second limitation concerns behavior classification. The system or organization must be able to 
determine which Behavior Permission Class is involved in a relevant event. If records cannot 
distinguish mobility from proximity, contact from manipulation, assistance from ordinary output, or
emergency override from routine safety behavior, targeted permission-state transition becomes 
difficult. The organization may be forced into broad system-level responses because it cannot 
isolate the affected behavior class.

A third limitation concerns the Physical Operational Envelope. To evaluate whether a behavior 
remained within authorized conditions, the organization must know what those conditions were and 
whether they were satisfied at the time. This may require records of environment, location, user 
type, human density, sensor confidence, supervision, system version, tool connections, network 
state, object category, and emergency-stop availability. If these conditions are not recorded, the 
envelope may be difficult to apply after the fact.

A fourth limitation concerns near-miss reporting. Near-misses may be underreported, inconsistently 



reported, or difficult to detect automatically. Users may not recognize a near-miss. Operators may 
normalize repeated anomalies. Automated systems may record events without labeling them as 
governance-relevant. If near-miss reporting is weak, cumulative risk patterns may remain invisible 
until a serious incident occurs.

A fifth limitation concerns provider-controlled evidence. In many deployments, logs, model version
records, system diagnostics, update histories, or audit information may be controlled by the 
provider rather than the operator. If the operator lacks access to relevant evidence, behavior-level 
governance may be incomplete. Contractual obligations, procurement requirements, and audit rights
may therefore determine whether AIBL can function in practice.

Evidence limitations also affect reinstatement. If the organization cannot determine why a behavior 
was restricted, what remediation occurred, whether the operational envelope changed, or whether 
enforcement mechanisms can apply new conditions, reinstatement may not be justified. The 
absence of evidence should not automatically be treated as evidence of safety. In some cases, 
insufficient evidence may require continued restriction or withdrawal of the behavior permission.

AIBL should therefore be honest about evidence dependency. The framework is strongest where 
behavior can be classified, logged, reviewed, and linked to permission states. It is weaker where 
systems are opaque, logs are unavailable, human oversight is undocumented, providers do not 
cooperate, or operational conditions cannot be reconstructed. This limitation should be treated as 
part of governance assessment, not as a reason to ignore behavior-level risk.

7.4 Over-restriction Risk
AIBL is designed to support responsible restriction, suspension, and reinstatement of Physical AI 
behavior. However, behavior-level governance also creates a risk of over-restriction. If permission 
states are changed too frequently, too broadly, or without proportional analysis, organizations may 
disable useful functions unnecessarily, reduce operational resilience, create excessive administrative
burden, or discourage beneficial innovation.

Over-restriction may occur when all risk signals are treated as equivalent. A minor anomaly, a low-
severity near-miss, a temporary environmental issue, and a serious incident should not 
automatically lead to the same governance response. AIBL requires review, but review should not 
always mean suspension. In some cases, enhanced monitoring, narrower conditions, additional 
human confirmation, or temporary operational adjustment may be more appropriate than full 
restriction.

Over-restriction may also occur when behavior classes are defined too broadly. If a single 
permission state covers many different behaviors, a problem in one behavior may lead to 
unnecessary suspension of unrelated functions. For example, a manipulation error involving 
hazardous materials should not automatically require suspension of all object handling if ordinary 
low-risk manipulation remains safe and governable. A proximity problem in crowded public space 
should not necessarily prevent operation in a controlled facility.

A related risk is system-wide shutdown in response to behavior-specific problems. In some cases, 
system-wide suspension will be necessary, especially where evidence suggests a general safety 
failure, serious loss of control, unreliable monitoring, or inability to isolate the affected behavior. 
However, when the problem is behavior-specific, targeted restriction may be preferable. AIBL 
supports proportional governance by allowing some permissions to remain active while others are 
restricted, suspended, or subject to revalidation.

Over-restriction may also create secondary risks. In care, healthcare, logistics, public services, or 
emergency contexts, unnecessary suspension may interrupt support, reduce service availability, 
increase burden on human workers, delay operations, or force users back into less safe manual 
alternatives. Governance should therefore consider not only the risk of allowing behavior, but also 



the risk of disabling it.

The appropriate response is proportionality. Permission-state transitions should consider severity, 
recurrence, affected behavior class, proximity to harm, reversibility, operational context, human 
oversight, evidence quality, and available controls. Restriction should be targeted where possible, 
broader where necessary, temporary where uncertainty is being resolved, and durable where 
evidence shows persistent or unacceptable risk.

AIBL should not be interpreted as a framework for maximizing restriction. It is a framework for 
governing permission. Its value lies in distinguishing between behaviors that may continue, 
behaviors that require additional conditions, behaviors that should be restricted, behaviors that must
be suspended, and behaviors that may be reinstated only after review.

7.5 Human Responsibility
AIBL does not reduce or replace human responsibility. Behavior permission states, operational 
envelopes, near-miss reports, enforcement mechanisms, and audit records are tools for governance, 
but they do not themselves bear responsibility. The authority to deploy Physical AI, define its 
permitted behavior, respond to risk signals, approve reinstatement, and maintain accountability 
remains with human institutions and decision-makers.

This point is important because runtime governance frameworks can create a risk of responsibility 
displacement. Organizations may be tempted to treat permission states as if they make decisions 
independently. A behavior may be described as “permitted,” “restricted,” or “suspended,” but these 
states are the result of human-designed governance rules, technical systems, institutional choices, 
risk thresholds, and review procedures. A permission state should therefore be understood as an 
accountability object, not as an autonomous source of responsibility.

Human responsibility exists at multiple levels. Senior management may be responsible for ensuring 
that Physical AI governance structures exist and are resourced. Risk, compliance, safety, or 
governance functions may be responsible for defining permission processes and review criteria. 
Technical teams may be responsible for implementing controls, logs, and enforcement mechanisms.
Operators may be responsible for monitoring behavior and escalating anomalies. Human 
supervisors may be responsible for intervention in specific workflows. Auditors and regulators may 
review whether these responsibilities were fulfilled.

AIBL should make these responsibilities more visible. If a behavior is authorized, the organization 
should know who approved the permission state and under what conditions. If a behavior is 
restricted or suspended, the organization should know who made that decision and what evidence 
supported it. If a behavior is reinstated, the organization should know who reviewed remediation 
and why return was justified. Without identifiable responsibility, permission-state management may
obscure accountability rather than strengthen it.

Human oversight should also be meaningful rather than symbolic. A human should not be included 
in the process merely to satisfy formal expectations. Meaningful oversight requires access to 
relevant information, sufficient time, competence, authority to intervene, and a realistic ability to 
affect the outcome. In Physical AI contexts, this may include authority to pause, restrict, stop, 
escalate, or refuse reinstatement of a behavior (Parasuraman et al., 2000; Endsley, 2017; Lee & See,
2004).

At the same time, AIBL should not assume that humans can review every action in real time. 
Physical AI systems may operate continuously, rapidly, or in environments where constant human 
approval is impractical. Some behaviors may require prior authorization and periodic review. Others
may require real-time supervision. High-impact behaviors may require human confirmation before 
execution. Emergency behaviors may require immediate automatic action followed by human 
review. The framework should distinguish between these oversight modes.



AIBL should therefore be framed as a support mechanism for human and institutional 
accountability. It gives decision-makers structured concepts, evidence requirements, and transition 
mechanisms. It helps identify when behavior should be allowed, limited, stopped, or returned. But it
does not remove the need for judgment, responsibility, or accountability.

7.6 Scope Exclusions
AIBL is not intended to apply equally to all AI systems, all software services, or all forms of 
automation. Its primary focus is Physical AI and embodied autonomous systems whose behavior 
can affect the physical world through movement, proximity, contact, manipulation, assistance, 
intervention, or emergency action. The framework may have relevance to other agentic systems, but
its strongest justification arises where AI behavior has physical, spatial, bodily, environmental, or 
operational consequences.

Purely informational AI systems may not require the full AIBL framework. A chatbot, document 
summarizer, recommendation tool, search assistant, or analytical model may require governance, 
but not necessarily behavior-level physical permission states. Such systems may be better governed 
through data protection, transparency, access control, model risk management, output review, 
human oversight, cybersecurity, or ordinary AI management processes. AIBL may provide useful 
concepts, but full Physical AI behavior licensing may be disproportionate.

AIBL is also not a general theory of all AI regulation. It does not replace legal classification, rights-
based assessment, data governance, cybersecurity, product safety, consumer protection, labor law, 
medical regulation, transport regulation, or liability. These regimes may remain primary in their 
respective domains. AIBL addresses a specific gap: how to govern the runtime permission status of 
specific classes of AI behavior, especially where those behaviors occur in physical environments.

The framework is also not a technical safety proof or product certification scheme by itself. It does 
not prove that a Physical AI system is safe. It organizes governance decisions around permission, 
evidence, monitoring, restriction, and reinstatement. Technical validation, safety engineering, 
testing, verification, cybersecurity, robustness evaluation, and human-factors analysis remain 
necessary. AIBL may incorporate their results into operational permission states, but it does not 
substitute for them.

AIBL may also be inappropriate where behavior-level distinctions cannot be meaningfully defined 
or enforced. If an AI system does not perform distinguishable behavior classes, or if the 
organization cannot identify meaningful operational permissions, the framework may add 
complexity without value. If a system cannot be logged, audited, restricted selectively, monitored, 
or reviewed, behavior-level permission management may be impossible to implement responsibly.

Finally, AIBL does not claim that every risky behavior can be made acceptable through conditions. 
Some behaviors may remain unacceptable even with monitoring, human oversight, or conditional 
reinstatement. The framework can support the decision to continue, restrict, suspend, withdraw, or 
refuse deployment. Withdrawal or non-deployment may be a valid governance outcome.

Section 7 has clarified the boundary conditions of AIBL. The framework is conceptual, sector-
sensitive, evidence-dependent, proportionate, grounded in human responsibility, and limited in 
scope. These limitations are not defects. They are necessary constraints that prevent behavior-level 
runtime governance from becoming overbroad, symbolic, or detached from operational reality. The 
final section concludes by summarizing the contribution of behavior-level runtime governance for 
Physical AI.



8. Conclusion
Physical AI changes the governance problem of artificial intelligence. When AI systems move, 
approach, touch, manipulate, assist, intervene, or trigger emergency actions in physical 
environments, governance can no longer rely only on system-level approval, static deployment 
decisions, or post-incident accountability. The relevant question is not merely whether an AI system
has been approved for use, but which behaviors are authorized, under what conditions, with what 
evidence, and how those permissions should change over time.

This paper has proposed a behavior-level runtime governance framework for Physical AI and 
embodied autonomous systems. Its central claim is that specific classes of physical AI behavior 
should be governed through permission states that can be authorized, monitored, restricted, 
suspended, conditionally reinstated, or withdrawn in response to operational evidence, near-misses, 
serious incidents, capability changes, environmental shifts, and governance review.

The framework builds on the idea that AI governance must be operationally translated. Existing 
principles such as risk management, human oversight, auditability, accountability, incident 
response, procurement control, and safety engineering remain essential. The framework does not 
replace them. Instead, it provides a structure for translating these principles into runtime governance
of specific behavior classes. It asks how general governance commitments become actionable 
controls when Physical AI acts in the world.

The paper developed this structure through several concepts. Behavior Permission Classes identify 
governance-relevant categories of action, such as mobility, proximity, contact, manipulation, 
assistance, and emergency override. Behavior permission states express the current governance 
status of those classes. Physical Operational Envelopes define the technical, environmental, human, 
organizational, contractual, and institutional conditions under which behavior remains authorized. 
Physical Near-miss Reporting provides a mechanism for translating warning signals into review. 
Permission State Transitions explain how behavior may move from permitted to conditional, 
restricted, suspended, subject to revalidation, or withdrawn. Conditional and partial reinstatement 
explain how behavior may return after restriction without assuming automatic restoration.

The contribution of the framework is therefore not a single technical control, fixed compliance 
checklist, or product-specific architecture. Its contribution is a governance structure. It connects 
detection, runtime governance, enforcement, audit, and institutional responsibility. Screening tools 
may identify early risk signals. Enforcement mechanisms may block, allow, or condition specific 
actions. Between detection and enforcement, however, a runtime governance layer is needed to 
determine what those signals mean for permission. This paper has proposed behavior-level 
permission management as a reference model for that layer.

This runtime layer is especially important because Physical AI risk is situated and dynamic. A 
system may be acceptable in one environment but not another. A behavior may be permitted for 
ordinary objects but not hazardous materials. Assistance may be appropriate for routine support but 
not for vulnerable users without additional oversight. Emergency override may be justified for 
automatic safety stops but not for broader intervention without traceability. Behavior-level 
governance allows organizations to respond to these differences without treating the system as a 
single undifferentiated object.

The framework also emphasizes that governance does not end at restriction or suspension. In many 
cases, the difficult question is how a behavior may return. Automatic reinstatement may reproduce 
the same conditions that created the risk. Permanent suspension may unnecessarily disable useful 
functions. Reinstatement should therefore be evidence-based, behavior-specific, proportionate, 
documented, and enforceable. It may be conditional, partial, temporary, or subject to revalidation.

The institutional dimension is also central. Behavior-level permission management cannot function 
if responsibility is unclear. Standard-setting bodies may support common terminology, operational 



envelopes, evidence requirements, and audit criteria. Providers may make behavior-level 
governance technically possible through logging, selective restriction, audit access, update records, 
and suspension capabilities. Operators make it operationally meaningful by defining local 
conditions, monitoring behavior, escalating risk signals, and applying permission-state transitions. 
Regulators and competent authorities may examine whether governance is reviewable and 
proportionate. Independent auditors may evaluate whether the framework is implemented, 
evidenced, and accountable.

The framework also depends on upstream design and procurement decisions. Runtime governance 
cannot be reconstructed after deployment if the system lacks logs, auditability, suspension 
functions, provider cooperation, change-management records, or meaningful oversight interfaces. 
Procurement specifications and contractual requirements can therefore become enabling conditions 
for behavior-level governance. The framework is not a procurement framework, but it depends on 
procurement and design choices that make runtime control feasible.

At the same time, the framework has clear limits. It is conceptual, not a complete implementation. It
is sector-sensitive, not a universal taxonomy. It is evidence-dependent, not self-executing. It 
requires human and institutional responsibility, not symbolic automation of accountability. It should
be applied proportionately, avoiding both under-reaction to serious risk and over-restriction of 
useful behavior. It is most relevant to Physical AI and embodied autonomous systems, not every 
ordinary informational AI tool.

These limitations are important because they prevent the framework from being overstated. The 
argument is not that every Physical AI behavior can be made acceptable through conditions. Some 
behaviors may remain unacceptable, insufficiently evidenced, or impossible to govern safely. In 
such cases, restriction, withdrawal, or non-deployment may be the correct governance outcome. The
framework is therefore not only a method for enabling deployment. It is also a method for deciding 
when deployment should be limited or stopped.

The broader significance of behavior-level runtime governance lies in shifting the unit of 
governance. Traditional AI governance often asks whether the system is high-risk, compliant, 
approved, certified, or liable after harm. These questions remain necessary. But for Physical AI, 
they are not sufficient. Governance must also ask whether a particular behavior is currently 
authorized, whether its operating conditions remain valid, whether risk signals require transition, 
and whether reinstatement is justified. This shift from system approval to behavior permission is the
central move of the framework.

In practical terms, the framework aims to make AI governance more usable for organizations that 
must manage AI in real environments. It translates abstract principles into operational questions: 
What is the behavior? Where is it allowed? Under what conditions? Who approved it? What 
evidence supports it? What happens after a near-miss? Who can restrict it? What must be shown 
before it returns? These questions are not merely theoretical. They determine whether governance 
can be implemented in field operations.

Future work should develop sector-specific behavior permission matrices, near-miss categories, 
evidence requirements, reinstatement criteria, and audit methods. Physical AI in healthcare, 
transport, logistics, industrial automation, public service, domestic robotics, and critical 
infrastructure will require different operational envelopes and institutional arrangements. Future 
work should also examine how behavior-level permission states can be implemented through 
technical controls, procurement templates, assurance practices, audit systems, and regulatory 
guidance.

As Physical AI systems become more capable, mobile, embodied, and integrated into human 
environments, the gap between approval and action will become increasingly important. A system 
may be approved, but not every behavior should be allowed in every context. A behavior may be 
useful, but only under defined conditions. A near-miss may not be an incident, but it may be a signal



that permission should change. A suspended behavior may return, but only if evidence and 
governance support reinstatement.

Behavior-level runtime governance is proposed as one way to address this gap. Its aim is to help 
institutions translate AI governance from abstract principle into operational control, from system 
status into behavior permission, and from post-incident reaction into continuous, evidence-based 
governance for Physical AI.
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